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ABSTRACT 
 

This Master’s thesis compares two different systems for 3D scanning with SLAM 

algorithms. One system utilizes the Velodyne VLP-16 Puck LiDAR and an IMU, the 

other utilizes an Intel RealSense RGB-D camera. The two different systems are then 

analyzed on their properties for reconstructing a 3D environment as accurately as 

possible in the form of point clouds. The findings include properties about both systems 

in terms of how accurate they are and what they are capable of. The findings show that 

the LiDAR point cloud is more accurate when reconstructing 3D environments. The 

LiDAR point cloud could be improved with more computational power, and by adding 

an additional vertical LiDAR to the system. The RGB-D point cloud is also an 

acceptable, globally consistent representation of the environment, but generates a noisy 

reconstruction due to significant sensor noise. 

  

Key words: point cloud, 3D scanning, Simultaneous Localization and Mapping, 
LiDAR, RGB-D camera, ROS 
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1   INTRODUCTION 

1.1   Problem description 
Three-dimensional Simultaneous Localization and Mapping (SLAM) algorithms are 

becoming more popular for different use cases and real-world applications. As the 

industry's need for three-dimensional autonomous navigation, augmented and virtual 

reality are growing, accurate localization and mapping algorithms as well as accurate 

sensors are becoming more essential. Today there are many different methods, 

algorithms, and sensors that can be used for mapping and localization in different 

environments. Both exteroceptive and proprioceptive sensors are used in SLAM 

algorithms. Exteroceptive sensors are sensors monitoring the environment, while 

proprioceptive sensors are monitoring the internals of a robot. The most commonly 

used computer vision sensors are the LiDAR (Light Detection and Ranging), 

monocular camera, stereo camera, and the RGB-D (Red Green Blue Depth) camera [8, 

9]. These exteroceptive computer vision sensors can be further assisted with other 

proprioceptive sensors to achieve accurate position and motion estimation. Commonly 

used proprioceptive sensors for this purpose are e.g. Inertial Measurement Units (IMU), 

GPS (Global Positioning System) Inertial Navigation Systems (GPS INS) and other 

Microelectromechanical Systems (MEMS) [42]. The general rule is usually that 

accurate sensors are very expensive. Hence, the problem lies in determining which 

algorithm and sensor are suitable for a specific set of application or use case. The 

problem also lies in implementing the three-dimensional localization and mapping 

system, as the methods are often based on advanced geometrical computer vision 

algorithms, as well as high-end hardware [9, 44, 45]. Some applications may require 

extreme precision in sensor measurements to achieve desired results. These results can 

be crucial e.g. for precise geometrical measurements to achieve accurate spatial 

representations of buildings and landmarks. They can also be critical for navigating an 

unknown environment with expensive and fragile equipment, e.g. an Unmanned Aerial 

Vehicle (UAV) [45]. 
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1.2   Purpose of the thesis 
 

This thesis is done to support the research conducted at Brighthouse Intelligence Ltd., 

who among other things are specializing in technology for autonomous navigation 

systems and applications.  

The goal of the research is to compare the advantages and disadvantages of a LiDAR-

based system with a visual-based system to generate three-dimensional point clouds.  

The goal is to achieve results in terms of what applications the different systems can be 

used for and determine the performance of the systems. The comparison will look at 

motion estimation correctness, odometry accuracy, robustness, spatial correctness, 

metric representation and density of the generated point cloud for each system. These 

parameters are important because the essential goal is to, as accurately as possible, 

create a virtual three-dimensional representation in the form of a point cloud that would 

have the same spatial and metric properties as the environment in the real world. The 

comparison is necessary for knowing what the spatial and depth accuracy of the sensors 

are, which use case a sensor is most suitable for, and it may also reveal which direction 

a company should take in pursuing an efficient way of simultaneous localization and 

mapping development. 

The study can also reveal further use cases and improvements to the proposed 

localization and mapping methods. Furthermore, the research can provide a deeper 

understanding of the advantages of each system and display further use cases for 

different utilization of the sensors. The systems are also meant to be lightweight, robust, 

and to function in real time (online processing), which means that the used methods 

must have certain constraints on how much computing power is required. 
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1.3   Thesis structure 
 

Chapter 2 will begin by introducing theory about the sensing hardware and methods, 

which essentially are the instruments that facilitate SLAM algorithms. Chapter 3 will 

cover the fundamental theoretical aspects of simultaneous localization and mapping. 

Chapter 3 will also include a brief overview of the software architecture of the Robot 

Operating System (ROS), which generally has a substantial role in robot navigation 

and simultaneous localization and mapping methods. Chapter 4 will cover the theory 

of point clouds and provide some information about point cloud data formats. The 

generated point clouds are analyzed in chapter 5. Furthermore, the thesis will continue 

with a summary of results for the comparison of the obtained point clouds. After the 

results, important aspects for future work and future applications will be discussed. 

Finally, the thesis will end with a conclusion of the conducted research. 
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2    SENSING AND PERCEPTION 
 

Robots rely entirely on sensors to be able to navigate an environment. There are a 

considerable number of sensors to choose from to sense motion in the form of rotation, 

translation, and acceleration. Translation is the change in the coordinate system that 

moves every point of an object in a given direction, while rotation is a circular 

movement in the coordinate system that rotates an object around a center of rotation. 

The acceleration defines the change in velocity for the translation and rotation. 

Computer vision, geometric vision, or 3D vision is the solution to accomplish 

navigation and grasping an environment. 3D vision can be accomplished with various 

sensors, e.g. cameras, sonars, laser range finders, and structured light sensors. 

Geometric vision is the method where a sensor can construct a 3D model with the help 

of a 2D image, multiple 2D views, or point sets acquired from range sensors. With the 

information derived from geometric vision, we can solve the motion estimation 

problem which lies in accurately estimating a pose, as well as a path, that a robot takes 

in a 3D world. When two or more views are acquired through, for example, a stream 

of images or point sets, an accurate 3D motion can be computed. [11, 12]  

This chapter will present the sensory equipment that is used in computer vision and by 

most SLAM algorithms to capture an environment, as well as basic information about 

estimation processes, and examples of some representation models of the acquired data. 

2.1   Optical sensors 
There are many different sensors robots can use for perceiving and sensing an 

environment. For localization and mapping, optical sensors tend to be very popular, as 

they provide a very rich data stream in the form of images with high resolution and 

with a high rate of repetition (frame rate). Digital cameras are also small, inexpensive, 

and have a small power requirement. In localization and mapping algorithms, there are 

a variety of computer vision techniques that can utilize the data stream of a camera to 

construct a 3D scene out of several 2D images. The most popular optical sensors are 
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the monocular and stereo camera, which can be found in different price ranges and with 

different hardware specifications. Camera hardware is essentially inexpensive 

compared to other accurate sensing hardware such as lasers, sonars, 

Microelectromechanical Systems (MEMS), Inertial Navigation Systems (INS), and 

Global Positioning Systems (GPS). Optical sensors are also popular because of the 

continuous growth in computing power of microprocessors and especially Graphics 

Processing Units (GPU) and GPU acceleration taking advantage of, for example, the 

NVIDIA Compute Unified Device Architecture (CUDA) libraries [33]. The growth in 

computing power and advancements in GPU utilization has promoted new use cases 

for high-framerate and high-definition image streams of optical sensors. 

2.1.1   Monocular camera 
The monocular camera consists of a single Charge Coupled Device (CCD) or 

Complementary Metal-Oxide Semiconductor (CMOS) image sensor. The image sensor 

is supplied with a lens that can have different fields-of-view (FOV). For SLAM 

purposes the monocular camera is essentially an angle sensor and is defined by a 

camera model. Figure 2.1 shows the camera pinhole model, which consists of a simple 

camera with no supplied lens.  

 

 

Figure 2.1: Camera pinhole model [56] 
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As we can see, light passes through the lens and projects an inverted image on the 

image plane on the other side of the camera. The pinhole camera model consists of a 

camera matrix, which maps the 3D scene into the image plane [56]. The camera matrix 

consists of the intrinsic and extrinsic matrices. The intrinsic matrix represents the 

camera’s optical center and focal length, while the extrinsic parameters represent the 

camera’s location in the 3D scene. As the camera uses a lens that essentially projects 

the rays of light onto the sensor, image rectification becomes a problem when cameras 

are used for geometric purposes, as the lens will distort the image. Image rectification 

is used in computer vision. It consists of the transformation process where images are 

projected onto a common image plane to find correspondences between points in 

multiple images. Image distortion is the deviation from the occurrence where straight 

lines in a scene will remain straight in an image after the projection. Figure 2.2 shows 

the geometric distortion models compared to no distortion. The geometric distortion is 

usually a radial distortion consisting of either a barrel or a pincushion distortion.  

 

Figure 2.2: Radial distortion models [56] 

The rule is also that greater FOV will yield more image rectification problems as the 

distortion grows with the FOV of a lens.  Ideally the light rays should be linearly 

projected without any distortion onto the image sensor when geometric accuracy is 

important.  

The camera’s intrinsic and extrinsic parameters can be estimated by performing a 

camera calibration. Figure 2.3 illustrates the calibration procedure as a flow chart.  
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Figure 2.3: Camera calibration flow [56] 

A calibration is needed for transforming 3D world coordinates to 2D image coordinates 

to find the unknown parameters of the camera model [11, 52].  The camera calibration 

can be done with different calibration tools, e.g. OpenCV [52] or MATLAB [53]. 

During the camera calibration, the camera’s unknown intrinsic, extrinsic and lens 

parameters are found with image processing techniques. The calibration technique is 

usually dependent on what the required accuracy is, and the parameters are calculated 

by either orthographic or perspective projection techniques. Orthographic projection is 

a method to transform a 3D object to a 2D image, while perspective projection means 

analyzing a 3D object with known measurements from different perspectives. The 

calibration procedure depends on the software that is used for the calibration. The 

calibration tool utilizes some form of shapes where the geometry is known, such as a 

large checkerboard or a set of perfectly round circles. Usually a set of images are 

collected by the calibration tool, where the geometry of the images is then analyzed, 

and the camera’s intrinsic, extrinsic, and lens distortion parameters are found. The 

result from the camera calibration is a linearly and geometrically correct projected 

image [14]. An example of the result from a camera calibration is shown in Figure 2.4. 
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Figure 2.4: (a) Geometric (radial) distortion from fisheye lens before calibration. (b) 

Calibration result [54] 

Figure 2.4 consists of a checkerboard, which is clearly distorted in (a). After the 

calibration process, the checkerboard appears in the correct geometric dimensions. 

For geometric purposes, especially for high frame rate motion estimation algorithms, 

the monocular camera is usually equipped with a global shutter, which is the technical 

term for scanning the entire area of the sensor at the same time. Most visual SLAM 

attempts have been done using global shutter cameras [42].  Global shutter CCD 

sensors or CMOS sensors are generally more expensive than sensors with a rolling 

shutter. Using a rolling shutter camera can result in unwanted spatial distortions and 

motion blur in images when moving. The exposure times for the different shutters are 

illustrated in Figure 2.5.   
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Figure 2.5: (a) Global shutter. (b) Rolling shutter. [55] 

Figure 2.6 shows an example of the effect of the rolling shutter compared to a global 

shutter. As we can see, the rolling shutter (b) will distort the image geometrically, while 

the global shutter (a) is able to capture the image without distortion.  

 

Figure 2.6: (a) Global shutter. (b) Rolling shutter [55] 
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The choice of lens has also an important role when using a monocular camera, as 

different FOV angles have different features. A FOV of 40 or 50 degrees does not 

register that many features, and monocular SLAM is essentially done with feature 

recognition techniques. Hence, a wide-angle lens is preferred, even if it requires more 

calibration work. Furthermore, lenses with a FOV greater than 150-degrees (fisheye 

lenses) can give great performance in robustness if the algorithm is clever and the 

camera is well calibrated, as the fisheye lens provides a greater number of features in 

images [9, 41]. Overall, the monocular camera is a tool that provides rich data in the 

form of a correctly projected image stream for monocular SLAM algorithms.  

2.1.2   Stereo camera 
 

Stereo vision is a method for synthesizing 3D vision with the help of two images from 

different viewpoints [58]. A stereo camera consists of two monocular cameras 

separated by a baseline. Stereo vision uses two or more images placed at a distance 

from each other to achieve depth vision through triangulation, which will be covered 

in chapter 2.2.1. Figure 2.7 shows an example of the concept of stereo vision.  

 

Figure 2.7: Concept of stereo vision [60] 
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In Figure 2.7 the stereo system consists of two linearly separated cameras with the same 

focal lengths f (see Figure 2.8). The cameras optical axes are parallel and separated by 

a baseline (E in Figure 2.8). 

 

Figure 2.8: Geometry of the linear stereo camera [58] 

The cameras have a mutual FOV (stereo vision sector), where the cameras images 

merge to a common plane.  The first essential step in stereo vision is to extract and 

match features in the stereo vision sector. Once the features have been matched, a 

simple geometric triangulation (chapter 2.2.1) can calculate the depth for each matched 

2D point in the common plane. The depth view is acquired through epipolar geometry, 

which requires that the intrinsic and extrinsic parameters of both cameras are known. 

Therefore, a very precise camera calibration is necessary for a stereo camera rig. If 

capturing high frame-rate stereo video is the goal, the frames from both cameras need 

to be perfectly time synchronized to acquire well-established geometry. In summary, 

3D depth vision from a stereo camera is acquired by finding correspondences in two 

images, which implies that the stereo rig decides what points in the left camera match 

with those of the right one. However, finding correspondences in both images can 

sometimes be difficult, since the environment, especially indoors, often has too little 

texture [15]. The stereo camera also has a depth view limited to a couple of meters, as 

the disparity for far objects will become too small to estimate enough precise depth 

measurements.  
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Figure 2.9 shows the left and corresponding right image from a stereo camera, as well 

as the resulting depth image.  The depth image usually consists of a generated disparity 

depth map. The disparity is the difference in pixels in the images of the cameras.  

 

Figure 2.9: Disparity depth map from stereo camera [59] 

An example of a stereo camera can be seen in Figure 2.10, showing the Stereolabs ZED 

stereo camera [34]. The ZED camera acquires depth vision of about 20 meters with 

passive stereo vision.  

 

Figure 2.10: ZED stereo camera [34] 

Figure 2.11 shows a depth map captured from a ZED stereo camera. The depth map 

shown in Figure 2.11 consists of the disparity between pixels. A great feature of the 

ZED camera is that the resolution of the cameras is very high, which will result in a 

detailed depth map. The disparity depth map is visualized in greyscale intensity, where 

objects further away have a lower disparity value and thus are shown in less grayscale 

intensity. White color represents high intensity (close objects), while black represents 

low intensity (far objects). Combining the acquired depth values and the RGB image 

can provide valuable stereo data for e.g. 3D reconstruction algorithms and machine 

vision. Passive stereo vision is a valuable 3D vision technology, as it is able to produce 

very dense 3D point clouds of very high depth resolution at a high framerate. 
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Figure 2.11: Disparity depth map from triangulation using ZED stereo camera [35] 

2.1.3   RGB-D camera 
 

In addition to a monocular or stereo camera, the RGB-D camera has integrated depth 

sensing technology. The purpose of the additional depth sensing technology to the 

stereo camera is to detect distance where there are no features. For example, features 

are needed for a stereo camera to be able to synthesize a depth map, because there is 

no disparity if all the pixels are the same in both cameras. The range sensing system of 

an RGB-D camera can capture or synthesize per-pixel depth information and combine 

it with the RGB pixels, in order to output a finished depth map. The result of one frame 

from the RGB-D camera is a colored depth map in the form of a 3D point cloud 

consisting of x, y and z-coordinates, combined with RGB colors. There are essentially 

different kinds of depth sensing techniques used in RGB-D cameras: active stereo 

structured or unstructured light and time-of-flight [48, 49]. With these sensing 

techniques it is possible to generate depth estimates for a large number of pixels, even 

if there are no features.  

The most recent RGB-D cameras are the Microsoft Kinect v2, Asus Xtion Pro Live and 

the Intel RealSense cameras. ToF RGB-D cameras like the Kinect v2 tend to consume 

more power than the structured light stereo cameras [48]. RGB-D cameras offer a 

valuable alternative to depth sensing instead of laser scanners because of their 

affordable price, energy efficiency, small size and weight. [29, 47] A comparison of 

the different RGB-D sensors is shown in Figure 2.12, where the color images, raw 
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depth maps, refined depth maps, raw point clouds, and refined point clouds are 

compared. As we can see, the Kinect v2 ToF-camera generates the most accurate point 

cloud, while the Intel RealSense active stereo unstructured light camera has a very 

noisy depth map.  

 

Figure 2.12: RGB-D sensor comparison [47] 

RGB-D cameras have some important drawbacks when they are used for SLAM 

purposes. They can only estimate depth accurately for quite short distances, usually 

limited to less than 5 meters. The depth estimates of the RGB-D cameras are also 

quite noisy, and the FOV is also usually quite small at about 60-70 degrees [8]. 
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2.2   Range sensing approaches 
 

SLAM algorithms and robot odometry usually rely on range sensors to estimate 

position and motion. Optical sensors were previously introduced, which essentially are 

one form of hardware that enables range sensing. There are two main techniques to 

sense range, depending on the sensors used. These are triangulation and time-of-flight 

(ToF) [16]. Each method has some advantages and disadvantages, which will be 

covered in the next two subsections. Knowing the fundamentals of these range sensing 

methods is important when analyzing the results of a SLAM system, because the sensor 

data stream provides the geometry for the SLAM algorithms. How well the sensors can 

measure and estimate depth is essential to decide which sensor to use for a SLAM 

purpose, as there are various alternatives to choose from in different price ranges. 

Knowing the fundamentals as to how different sensors can sense depth may also assist 

in understanding errors or irregularities in 3D reconstructions of different 

environments. 

2.2.1   Triangulation 
The ideal stereo vision geometry is quite simple and is illustrated in Figure 2.13. 

Triangulation measures the depth by knowing the angle of the rays of light from a world 

point to two optical sensors.  

 

Figure 2.13: Optimal geometry for stereo vision 



Benjamin Biström | 16 
 

There are essentially two types of triangulation sensors. The first one consists of two 

cameras separated by a baseline. The other type consists of structured light sensors that 

may substitute a camera for a projector. Stereo cameras tend to have an issue with too 

little texture in images, especially indoors. Structured light methods tend to have issues 

with both fluorescent light as well as strong daylight. The sensors are separated by a 

known baseline 𝑏𝑏 (see Figure 2.13). The angle 𝜃𝜃 of the second sensor ray is related to 

the depth 𝑍𝑍 perpendicular to the baseline by  

tan𝜃𝜃 = 𝑍𝑍
𝑏𝑏
 .  [16] 

The image sensor measures the angle 𝜃𝜃 by an offset on the image plane from the 

primary ray. The offset 𝑥𝑥 is called disparity. If the image plane is perpendicular to the 

baseline of the cameras, the angle can be found as tan𝜃𝜃 = 𝑓𝑓
𝑥𝑥
, were 𝑓𝑓 is the FOV. This 

leads to the triangulation depth equation that most depth sensors use, which is  

𝑍𝑍 = 𝑓𝑓𝑏𝑏
𝑥𝑥

.  

What is critical when choosing depth sensors is how well they measure the depth. This 

factor is called depth precision. Differentiating with respect to the disparity 𝑥𝑥 and 

substituting for 𝑥𝑥 yields 

d𝑍𝑍
d𝑥𝑥

= −𝑍𝑍2

𝑓𝑓𝑏𝑏
 . 

This means that the depth accuracy of the sensor is proportional to the square of the 

distance to an object. Increasing the baseline or reducing the FOV is related to the depth 

precision, as double the baseline or half the FOV will result in half the depth precision. 

This theory about triangulation yields the fact that depth sensors that use triangulation 

primarily are more difficult to use at a far distance and may only result in somewhat 

accurate readings at convenient distances, usually limited to a couple of meters. This 

will also be noticed in the implementation, where the unstructured light stereo method 

is limited to a couple of meters with good accuracy. The depth accuracy can, however, 

be corrected or estimated to some extent with various post-processing methods and 

clever computer vision algorithms. Changing the FOV and baseline of the triangulation 
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may help with the depth accuracy but will introduce some tradeoffs between depth 

precision and range. The tradeoffs scenarios are illustrated in Figure 2.14. Increasing 

the baseline (b) will for example increase the disparity and hence increase the accuracy 

for objects further away. However, increasing the baseline will also yield a greater pane 

in each camera where the pixels cannot be matched (outside the stereo vision sector). 

The common image plane moves further away from the camera and the depth vision 

for close distances will become poor. Increasing the FOV (c) will yield a larger 

common plane but will decrease the depth precision for objects further away, because 

there are a limited number of pixels distributed on a wider FOV. Increasing the FOV 

will also distort the images with wide-angle lenses, which requires more precise 

calibration to acquire acceptable triangulation results.  

 

Figure 2.14: Triangulation tradeoffs. (a) Normal baseline for comparison. (b) Larger 

baseline. (c) Greater FOV. 
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2.2.2   Time-of-flight 
The second method to measure range is time-of-flight (ToF). The basic principle of 

ToF is to measure the time for light to be projected and reflected back to the original 

source. As light travels fast, very precise timers are needed to measure the distance in 

ToF sensors. There are different kinds of ToF sensors, including direct and indirect 

ToF sensors, flash LiDARs, modulation-based ToF sensors, and range gated intensity 

ToF sensors [16]. Range gated intensity ToF sensors also sense the intensity in the laser 

beam, so long range would yield small intensity while close objects would yield large 

intensity. An example is the LiDAR, which is a direct ToF sensor. The travel time of 

the light is measured by a high-speed specially designed chronometer, essentially a 

stopwatch that is tested and certified to meet the precision needed for good accuracy. 

The distance to an object can be given by 

2𝑑𝑑 = 𝑐𝑐𝑐𝑐 

where 𝑑𝑑 is the distance to an object, 𝑐𝑐 is the speed of light in a given medium, and 𝑐𝑐 is 

the measured time for the light to travel. 

Because ToF sensors measure the time of the light or sound that travels, they can 

provide constant precision in measurements independent of depth range, if they receive 

the reflection of the emitted light (or sound using sonars). This is an advantage ToF 

sensors have over triangulation sensors, where the depth error grows quadratically with 

the distance to an object. However, ToF sensors usually do not provide the fine 

resolution and precision that triangulation sensors produce on a short distance, which 

is favorable for recording textured environments well or scanning small objects 

accurately. Great resolution is favorable when scanning close objects in order to 

distinguish small objects in the 3D scene. Simple ToF sensors have only one beam, but 

for more advanced robotic applications and especially SLAM purposes, a greater 

resolution and a richer data stream with multiple beams are usually favored [16]. 

Scanning an environment also requires high repetition rates for the laser beams, which 

also means that the LiDAR has tradeoffs in terms of repetition and range. Nowadays, 

LiDARs can be found in different forms. LiDARs can be fixed-laser arrays or have as 

much as 16, 32, 64, or 128 rotating lasers to achieve high resolution LiDAR data [36]. 
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The Velodyne VLS-128 LiDAR that can be seen in Figure 2.15 has 128 rotating laser 

beams, a range of about 300 m, and it can register up to ~9.6 million points per second. 

The rotating Velodyne LiDARs have a 5 to 20 Hz rotation frequency, a horizontal FOV 

of 360 degrees and a vertical FOV of 27 degrees, while the range accuracy is about +-

3 cm. The Velodyne VLP-16 Ultra PUCK has only 16 rotating lasers. The Velodyne 

Velarray consists of a fixed-laser array with a FOV of 120 degrees. Figure 2.16 shows 

a sample of data from a 360-degree spinning LiDAR with 64 lasers. 

 

Figure 2.15: Velodyne VLS-128 LiDAR, Velodyne VLP-16 Ultra PUCK and Velodyne 
Velarray [36] 

 

 

Figure 2.16: Sample of LiDAR data from spinning LiDAR [61] 

Generally, we expect exceptionally better range and spatial precision from ToF sensors, 

but they fall back in performance compared to the fine resolution of triangulation 

sensors when it comes to scanning close objects. 
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3   SIMULTANEOUS LOCALIZATION AND MAPPING  
 

Since a moving 3D scanner configuration is preferred to a stationary scanner, the 

method of creating a map in the form of a point cloud depends on solving the SLAM 

problem. A moving 3D scanner is preferred because it has a substantially less time-

consuming scanning process, and can easily remove blind spots from the scan by being 

able to move during the scanning process. A moving 3D scanner and SLAM algorithm 

also fuses the raw sensor data so that the resulting point cloud needs little to no post-

processing. The SLAM problem has been a popular research subject during the past 

decades and is considered a solved problem today [1]. However, since there are many 

navigation environments, e.g. airborne, ground, indoor and outdoor, or underwater, the 

solutions to the SLAM problem have many distinctions and the solution often depends 

on the kind of application the SLAM algorithm is going to be used for. Countless 

SLAM algorithms have been derived for the different domains during many years of 

research [1]. Thus, many different methods of approximation for SLAM have been 

developed. When considering different SLAM algorithms, the solution often relies on 

the available sensors and computational power. Therefore, SLAM solutions often aim 

to be both as computationally efficient and as spatially accurate as possible [2]. There 

are also several taxonomies to consider depending on what application the SLAM 

algorithm will be used for.  

This chapter will include an introduction to the problem of simultaneous localization 

and mapping. The introduction will present the mathematical background of the 

problem, and some of the main distinctions between the proposed algorithms. A few 

paradigms of SLAM will also be covered. The chapter will also include theory about 

registering the map in form of point clouds, as well as the important aspect of loop 

closure in SLAM algorithms. Lastly, an introduction of the Robot Operating System 

(ROS) will be given, as it provides support for different SLAM implementations and 

is widely used in the robotics community. 
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3.1   The SLAM problem 
 

The SLAM problem is related to the problem of computing the location of a robot and 

simultaneously incrementally building up a map of the traversed environment. At the 

same time, the robot should be able to navigate through the environment, based on the 

created map [1, 4]. Hence, the SLAM problem can be divided into two different 

problems that correlate with each other. The first problem is to recreate a detailed 

environment model, and the other is to be able to sense the position of a robot accurately 

[4]. The SLAM problem has been a very popular research subject, because it can 

provide solutions to make a robot function autonomously even in an unknown 

environment or map [1]. Solutions to the SLAM problem provide an eminent 

contribution to applications where accurate position and map information are 

unavailable. Such applications are e.g. autonomous planetary exploration, autonomous 

vehicles for mining or construction tasks, and autonomous air-borne vehicles [3].  

3.1.1   SLAM fundamentals  
Hugh Durrant-Whyte is one of the pioneers of probabilistic methods in robotics, and 

according to him, there are some preliminaries to the SLAM problem. The structure of 

SLAM can be formulated with the quantities of the robot state, the applied control 

input, landmark locations, and landmark observations with [1]: 

• 𝒙𝒙𝒌𝒌 – the state vector that describes the robot’s location and orientation 

• 𝒖𝒖𝒌𝒌 – the control vector that is applied at the time 𝒌𝒌 − 𝟏𝟏 to drive the robot 

forward to the next state 𝒙𝒙𝒌𝒌 

• 𝒎𝒎𝒊𝒊 – the vector describing the location of the 𝒊𝒊th landmark whose true location 

is assumed to not be a function dependent on time 

• 𝒛𝒛𝒊𝒊𝒌𝒌 – the vector describing the observation of the 𝒊𝒊th landmark at time 𝒌𝒌. 

Multiple landmark observations at the same time will be written as 𝒛𝒛𝒌𝒌. 

The quantities are illustrated in Figure 3.1. 
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Figure 3.1: Illustration of the SLAM problem [1] 

With these quantities we can begin to describe the fundamentals of the SLAM problem. 

It follows that SLAM relies on sets based on the defined quantities, which describe the 

history of the acquired input. The set for the history of robot locations can be defined 

as: 

𝑋𝑋0:𝑘𝑘 = {𝑥𝑥0, 𝑥𝑥1 … , 𝑥𝑥𝑘𝑘} = {𝑋𝑋0:𝑘𝑘−1, 𝑥𝑥𝑘𝑘}  (1) 

 

The set for the history of applied robot control vector input can be defined as: 

𝑈𝑈0:𝑘𝑘 = {𝑢𝑢0,𝑢𝑢1 … ,𝑢𝑢𝑘𝑘} = {𝑈𝑈0:𝑘𝑘−1,𝑢𝑢𝑘𝑘}  (2) 

The set for the history of all the landmarks can be defined as: 

𝑚𝑚 = {𝑚𝑚0,𝑚𝑚1 … ,𝑚𝑚𝑘𝑘}  (3) 

Finally, the set for the history of all landmark observations can be defined as: 

𝑍𝑍0:𝑘𝑘 = {𝑧𝑧0, 𝑧𝑧1 … , 𝑧𝑧𝑘𝑘} = {𝑍𝑍0:𝑘𝑘−1, 𝑧𝑧𝑘𝑘}  (4) 
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Probabilistic SLAM also requires a probability distribution that is to be computed for 

every time 𝑘𝑘. The probability distribution  

𝑃𝑃(𝑥𝑥𝑘𝑘 ,𝑚𝑚|𝑍𝑍0:𝑘𝑘,𝑈𝑈0:𝑘𝑘, 𝑥𝑥0)  (5) 

describes the joint posterior density of every landmark location and state of the robot 

at each time 𝑘𝑘, given the observations and control inputs for time 𝑘𝑘 and the initial state 

of the robot. However, a recursive solution is generally wanted for solving the problem:  

𝑃𝑃(𝑥𝑥𝑘𝑘−1,𝑚𝑚|𝑍𝑍0:𝑘𝑘−1,𝑈𝑈0:𝑘𝑘−1)  (6) 

The algorithm starts with an estimate for the probability distribution at time 𝑘𝑘 − 1. This 

is done by a state transition, and the control and observation are then computed using 

Bayes’ theorem. The computation needs a description model for how large effect the 

control and observation have. Thus, we have probability models for both observation 

and motion. The observation model simply describes the probability of making 

observations when both the location of the robot and the locations of the landmarks are 

known. The model is generally in the form 

𝑃𝑃(𝑧𝑧𝑘𝑘|𝑥𝑥𝑘𝑘 ,𝑚𝑚)  (7) 

The motion model describes the probability distribution of state transitions and is 

generally in the form 

𝑃𝑃(𝑥𝑥𝑘𝑘|𝑥𝑥𝑘𝑘−1,𝑢𝑢𝑘𝑘)  (8) 

As we can see now, the next state is only dependent on the previous state and the control 

input. Hence, the motion model is independent of both the made observations and the 

map [1]. From this follows that the SLAM algorithm gets divided into two different 

recursive prediction steps: First a time update step occurs, and then a measurement 

update step. The time update step can be described in the form: 

 

𝑃𝑃(𝑥𝑥𝑘𝑘 ,𝑚𝑚|𝑍𝑍0:𝑘𝑘−1,𝑈𝑈0:𝑘𝑘, 𝑥𝑥0) =  ∫𝑃𝑃( 𝑥𝑥𝑘𝑘|𝑥𝑥𝑘𝑘−1,𝑢𝑢𝑘𝑘) × 𝑃𝑃(𝑥𝑥𝑘𝑘−1,𝑚𝑚|𝑍𝑍0:𝑘𝑘−1,𝑈𝑈0:𝑘𝑘−1, 𝑥𝑥0)𝑑𝑑𝑥𝑥𝑘𝑘−1 

 (8) 

The measurement update can be written as:  
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𝑃𝑃(𝑥𝑥𝑘𝑘 ,𝑚𝑚|𝑍𝑍0:𝑘𝑘,𝑈𝑈0:𝑘𝑘, 𝑥𝑥0) = 𝑃𝑃�𝑧𝑧𝑘𝑘�𝑥𝑥𝑘𝑘,𝑚𝑚�𝑃𝑃(𝑥𝑥𝑘𝑘,𝑚𝑚|𝑍𝑍0:𝑘𝑘−1,𝑈𝑈0:𝑘𝑘,𝑥𝑥0)
𝑃𝑃(𝑧𝑧𝑘𝑘|𝑍𝑍0:𝑘𝑘−1,𝑈𝑈0:𝑘𝑘)

 (9) 

The equations for the time update step (8) and the measurement update step (9) will 

recursively calculate the joint posterior for the robot state and map at a time 𝑘𝑘, based 

on all the observations and control inputs that happened before the time 𝑘𝑘.  

In addition to these distributions and measurements there are several different 

approaches to the SLAM problem and there are many different solutions for SLAM 

today. The next section presents some of the general approaches to solve the SLAM 

problem. 

3.1.2   Main SLAM paradigms 
SLAM has been heavily researched and many solutions to the SLAM problem have 

been formed. There are essentially three standard paradigms which methods have been 

derived from [4]. The main SLAM paradigms are extended Kalman filter (EKF) 

methods, graph-based methods and particle methods. The background to these 

methods is fundamental when researching different SLAM algorithms, because 

knowing what kind of paradigm is used in the algorithms will essentially also provide 

some information about the robustness, computational efficiency, and what kind of 

applications the algorithms can be used for. 

EKF-SLAM was introduced in 1986 by P. Cheeseman and R. Smith [6]. The EKF-

based method is the earliest method and uses extended Kalman filtering to estimate the 

location of the robot. It is seen as the most influential method, but it has recently 

become unpopular due to its limiting computational properties [4]. As the robot is 

moving through an environment, it is constantly recording measurements, which 

consist of range measurements from the environment (e.g., camera, LiDAR), as well 

as internal measurements of the robot (e.g., wheel encoders, IMU, GPS). Using the 

EKF method, the system state vector and the covariance matrix are updated with an 

extended Kalman filter [4, 5].  When new features are recognized, new additional states 

are added to the state vector, which means that the covariance matrix grows 

quadratically [4]. The EKF approach is based on a feature-based environment where 
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the features are represented as points. A network of uncertain spatial relationships is 

then formed by the position of the robot and the feature locations.  

The second method is the graph-based algorithms that solve the SLAM problem 

through nonlinear sparse optimization [4].  The SLAM problem can be thought of as 

nodes in a graph, where the nodes are the spotted landmarks and the locations of the 

robot. The graph construction is illustrated in Figure 3.2. The pair of locations 𝑥𝑥𝑥𝑥 and 

landmarks 𝑚𝑚𝑥𝑥, as illustrated in Figure 2.2.a, are tied together by an arc that represents 

the odometry reading.  Other arcs describe the relation between the location of the robot 

and the spotted landmarks, as showed in Figure 2.2.b. The graph after several steps is 

presented in Figure 2.2.c.  

 

Figure 3.2 Graph construction for graph-based SLAM [4] 
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The third method is the particle filter method, which has recently become popular, as 

it is a fast option for conducting robust online SLAM [4]. Particle filters represent 

posteriors through a set of so-called particles. Each particle can be described as a guess 

as to what the true value of a state is. Many of these guesses will then lead to a set of 

particles which will be captured by particle filters to retrieve representative samples 

from the posterior distribution. Due to the fact that microprocessor performance has 

increased (more transistors, higher number of cores, higher clock frequency, faster 

memory), the use of particle filters has become very popular. However, the key 

problem with particle filters is that the state of maps and robot paths is huge. The 

number of particle filters increases exponentially with the dimension of the underlying 

state. [4]  

The most general SLAM paradigms were introduced above. These are the foundation 

of all the different solutions to solve the SLAM problem. 

3.2   Localization  
 

Localization, or the odometry, is one of the key principles of SLAM. The localization 

consists of the odometry of a moving agent. The odometry is essentially the constant 

estimation of position in a 3D coordinate system over time, which also was illustrated 

previously in Figure 3.1. The pose estimation can be done in different ways and 

depends strongly on what kind of sensors we are using to map the environment, as well 

as what kind of computational restrictions the system has. As odometry and mapping 

are tightly coupled and depend on each other, the odometry or sensor pose estimation 

is the foundation of SLAM. The pose estimation is the hypothesis about where and how 

the sensor is positioned in a 3D coordinate system. The pose estimation is provided by 

the localization algorithm. With the pose estimation, the SLAM algorithm can make 

loop closure hypotheses to obtain an optimized trajectory. Loop closure is the act of 

detecting and correctly asserting if the robot has navigated to a previously visited area 

[26]. After a confirmed loop closure detection, the loop must be closed. This involves 

correcting the sensor trajectory to merge the loop with the previously visited area. 

Without loop closure, there would be two representations of the same visited area in 
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the map, because estimation errors accumulate with time. Each type of sensor has its 

advantages and drawbacks. Therefore, a hybrid method is often preferred to minimize 

the drawbacks of each system [9]. A hybrid method is, however, more complex to 

implement due to algorithmic complexity and computational constraints. We also have 

to consider that there are drawbacks when it comes to robustness and accuracy, as 

greater accuracy will decrease robustness. This is due to the fact that greater accuracy 

can only be obtained by processing more data and utilizing more optimization and 

estimation techniques, which will increase execution time and thus decrease 

robustness. Robustness in this case means how fast a sensor can be moved while 

keeping an accurate odometry. A fast-moving robot would, for example, need to 

calculate the motion estimation quickly to keep the computation real-time. In order to 

do this, the motion must be estimated with high frequency, which requires that the 

motion estimation algorithms are efficient. Localization algorithms generally consist 

of different methods for both motion estimation and pose optimization. 

3.2.1   Visual odometry 
Visual odometry is the technique on how to achieve localization in 2D or 3D with 

optical sensors and it involves maintaining a consistent local sensor trajectory in the 

coordinate system. Visual localization algorithms are based on motion estimation 

between captured frames in the image stream. The motion estimation is based on 

different kinds of feature matching, feature detection, and local optimization techniques 

that are performed in a loop [17]. A feature in this sense is any representation in an 

image that can help classify something. The motion estimation in visual odometry is 

the measurement of the camera motion from a current image to the next image. Figure 

3.3 shows a block diagram for the visual odometry which describes the process. The 

methods used for feature detection and matching are many and depend on what kind of 

optical sensor is used. 
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Figure 3.3: Block diagram for visual odometry [17] 

The process begins with feature detection in the images. This can be done with different 

computer vision techniques for corner, scale, rotation, and blob detection (clusters of 

pixels positioned in different ways). Widely used feature detection algorithms are, for 

example, Harris, Shi-Tomasi, Morav, MSER, SUSAN, RANSAC, SURF, SIFT, FAST, 

and BRIEF, etc. [18] These features are very important for the visual odometry 

algorithm, as the algorithm will measure the distance based on the change of the

detected features. Therefore, visual SLAM performs poorly or fails completely in low-

texture or dark environments that have too few or no detected features between multiple 

frames. Table 3.1 shows a chart of some widely used feature detectors. The different 

feature-detecting techniques have different performance in terms of detection 

properties, accuracy, efficiency, and robustness. By examining what kind of detectors 

SLAM algorithms are utilizing one can tell a lot about how robust and accurate the 

algorithms will be. The kind of environment that the SLAM algorithm will be used for 

will also determine which feature-detection techniques will give better results.  
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Table 3.1: Chart of feature detectors [18] 

The last stage of the visual odometry is to perform local optimization. Local 

optimization is an important phase to improve odometry accuracy. Because motion 

estimation only measures the difference from one frame to the next, the errors in the 

frame-to-frame measurements will accumulate over time. Therefore, local optimization 

is important to keep an accurate odometry. A general method is to use a sliding-window 

bundle-adjustment approach, which consists of keeping track of multiple frames in a 

sliding window over the last m frames. [17] 

3.2.4   LiDAR odometry 
LiDAR odometry is slightly different from visual odometry, as the data stream is in the 

form of laser scans instead of an image sequence. The principle is, however, quite the 

same. LiDAR odometry is based on feature-detection in laser scans, and the frame-to-

frame motion will be measured based on the features in the LiDAR sweeps for a 

rotating LiDAR. There are many feature extraction techniques with different algorithm 

complexities. Such techniques are e.g. split-and-merge, line-regression, RANSAC, 

Hough-transform, expectation maximization, and range histograms. However, in a 3D 

scan the complexities tend to grow exponentially for the feature detection techniques. 
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A popular technique in 3D scanning, especially indoors, is the point-to-plane 

association technique. The point-to-plane association technique simply involves 

associating points to a common plane. Extracting plane features in addition to lines and 

corners is very useful in environments where there are many flat walls, doors, and 

ceilings. These techniques are further assisted with e.g. clustering and merging. 

Clustering is a preprocessing method that divides the points into groups of points. 

Sparse groups of points can be discarded, while dense groups of points are registered. 

Merging consists of combining the segments that have been extracted from the scans. 

[19] 

3.3   Mapping 
 

Creating the map is the most essential aspect of the SLAM algorithm, as the end goal 

is to traverse an environment and record it in the form of a point cloud. The mapping 

is defined by how the SLAM algorithm uses the sensors to take continuous 

measurements to register points in the coordinate system, and obtain the sensor pose at 

the same time. The requirement of the SLAM algorithm is to register points in the 3D 

coordinate system, with the goal of forming a dense point cloud of the sensor output, 

and a path of the recorded vehicle odometry. The techniques used for 3D mapping are 

range scans (with lasers or IR sensors), using stereo or monocular cameras or even 

collections of images. The mapping algorithm depends strongly on what sensor the 

SLAM system uses, as each sensor has a different way to calculate its sensor pose or 

odometry, as well as to generate sensor measurements. For example, it is popular that 

LiDAR mapping algorithms use the Iterative Closest Point (ICP) approach to match 

scans and make frame alignments for the mapping, while vision sensors tend to rely 

strongly on fast image matching techniques based on feature detection and matching 

[8]. The main idea with ICP is to compare point sets of the environment and find 

correspondences to obtain the correct relative translation and rotation. This is done by 

iterating the point sets to find an alignment. The robustness of ICP can be further 

improved with different algorithms, for example point-to-plane associations [8]. 

Mapping relies usually on three different main components: spatial alignment of data 
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frames, detection of loop closures, and globally consistent alignment of the whole data 

sequence [8]. In Figure 3.4 we can see an illustration of the problem where the authors 

developed a dense RGB-D SLAM algorithm called Dense Visual Odometry (DVO). 

The image consists of a 3D point cloud representation of an office desk. The ground 

truth (green) is the real-world position of the camera. The odometry is the recorded 

sensor pose, which optimally is the same as the ground truth. The blue lines are the 

loop closure correction, which corrects the odometry and creates an optimized 

trajectory (pink).  

 

Figure 3.4: RGB-D SLAM, dense visual odometry [7] 

Without the loop closure, errors in frames and noise from the sensors will cause the 

estimation of the sensor pose to drift with time, which will lead to an incorrect map or 

result in different representations of the same environment. This can easily be tested by 

initializing the mapping from an object or location and then returning to it after 

scanning an environment. The drift is then clearly noticeable if there is no loop closure 

[7]. 
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3.3.1   Data frame alignment 
The first problem of mapping consists of aligning all the data frames to create the 3D 

map. Depending on the system, the aligning is performed with various algorithms that 

also can have different complexities. For optical sensors the features detected with 

different feature detection algorithms, coupled with the precise sensor pose, will 

become points in the 3D coordinate system. This is how the creation of a point cloud 

initiates. In contrast to optical sensors, the 360-degree rotating LiDAR will capture a 

large point cloud in just one sweep. This makes frame alignment even more important, 

as too many registered points are unfavored. The frame alignment algorithms will 

decide how to align the points and which points should be registered in the point cloud. 

A popular frame aligning technique is the ICP that was mentioned earlier. The idea 

with ICP is to iterate points and match points in a point cloud to the nearest neighboring 

points in another point cloud. [8] 

3.3.2   Loop closure detection 
As errors in the estimation of the sensor pose will accumulate and cause a drift over 

time, loop closure is needed to correct the inaccuracies in the map caused by the errors 

in alignment (see Figure 3.5). The small estimation errors will over time lead to a 

duplication of the map when returning to a previously visited area. The loop closure 

often consists of two steps: recognizing a loop closure and then correcting the 

duplicated region by merging it with the previous point cloud. The loop closure 

problem has been widely researched and can be solved with many different algorithms 

today. [8, 20] 

 

Figure 3.5: Before and after loop closure [60] 
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3.3.3   Global alignment of whole data sequence 
The final SLAM problem is to keep a globally aligned map. This implies that over the 

whole scanning session we must have a consistent locally and globally optimized map. 

Local optimization methods consist of methods to improve the map locally to improve 

map correctness and resolution. Methods for global optimization consist of correcting 

the map on the larger scale with, for example, pose-graph optimization and adjustment. 

The global alignment is tightly coupled with the loop closure problem. The idea is to 

test continuous loop closure hypotheses to match local scans to the global map, as well 

as make corrections to the odometry and the map when loop closure hypotheses are 

confirmed.   

3.4   Robot Operating System (ROS) 
 
ROS is an open-source framework designed for development of robotic applications. 

It serves as an operating system providing everything from low-level device control to 

package management. It also provides tools and has support for many different libraries 

and programming languages. ROS runs on UNIX-based platforms. ROS is used for the 

LiDAR system, and can also be used for the RGB-D system in the thesis because the 

RGB-D method and the Intel RealSense camera also have ROS wrappers. ROS is used 

because it provides an easy way to manage many data streams and to run code 

simultaneously on different computers. It has also a convenient format for saving and 

playing back data. ROS also provides excellent visualization tools, which makes it an 

outstanding tool for simultaneous localization and mapping. [21] 

3.4.1   Framework concepts 
The most important concepts of ROS are nodes, topics, messages, and services. Nodes 

are processes that perform a computation of some form. Nodes communicate by 

sending messages between each other. A message is a strictly defined data structure of 

some kind, often integers, floating points, Booleans etc. Nodes can also compose 

messages of other messages. A node sends a message by publishing a topic, usually 

named as a string of what the message data represents, such as camera or laser_scan. 

A node that wants access to a specific topic subscribes to that topic. ROS enables 
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multiple subscribers and publishers for a single topic, and a node may also subscribe to 

or publish many topics. This publish-subscribe model of ROS constitutes a very 

flexible communication framework that is appropriate for handling complexity when 

developing robot navigation, as a large amount of data streams causes simultaneous 

localization and mapping applications to be very complex. However, this broadcast 

style of sending messages is not appropriate for synchronous transactions. Therefore, 

ROS also has so called services that consist of strictly typed messages; one message 

for the request and the other for the response. ROS also has the functionality of 

launching multiple nodes with just a single command. This is done by the command 

roslaunch which enables launching a cluster of nodes at the same time, given that they 

are defined in an XML file. Other important features of ROS are the package building, 

debugging, installation, simulation, and visualization tools, as well as the possibility to 

record and play back recorded data in the form of rosbags. [22] 

3.4.2   ROS for Simultaneous Localization and Mapping 
SLAM algorithms generally utilize many data streams and employ many processes at 

once, often strictly synchronized. This makes ROS a great tool for developing, testing, 

and visualizing such applications and algorithms. A typical SLAM application could, 

for example, utilize GPS, an IMU, a camera, and a LiDAR. All the data streams must 

be captured, synchronized, processed, and fused in different ways. ROS also contains 

many open-source implementations of common algorithms used in the robotics 

community, and there are many open-source algorithms and libraries for simultaneous 

localization and mapping. Because SLAM algorithms also utilize many libraries and 

often consist of several standalone executables, the recursive build support of either 

rosmake or catkin_make is a great advantage.  

Table 3.2 consists of a table of popular open-source LiDAR and visual SLAM 

approaches that are ROS-compatible.  
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Table 3.2: Open-source ROS-compatible SLAM approaches [49] 

The table shows what inputs and outputs are available for each approach. For 3D 

reconstruction, a point cloud as dense as possible is usually wanted. Odom in Table 3.2 

refers to the fact that the SLAM approach can use the generated odometry to compute 

motion estimation. A pose graph and an occupancy grid are useful for visualization. In 

the thesis work, Google Cartographer and RTAB-Map are used for reconstruction with 

the LiDAR and RGB-D camera, since they have the most favorable features, and both 

support dense online 3D point cloud outputs. 
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4    3D SCANNER CONFIGURATIONS FOR GENERATING 
POINT CLOUDS 
 

The work consists of obtaining point clouds, which involves researching, 

implementing, testing, and adjusting parameters of different SLAM algorithms. As the 

field of Simultaneous Localization and Mapping is a heavily researched field, a 

reasonable decision was to learn as much as possible from existing solutions. With the 

use of open-source solutions, accessible algorithms and hardware, it was possible to 

implement two systems that differ from each other, but still perform accurate SLAM 

and produce point clouds of acceptable resolution. The visual-based SLAM system was 

implemented, tested, and tuned for this thesis work.  Based on the information about 

how well sensors can measure distance, the challenge was to find two systems based 

on two different sensors that are comparable and perform well. The first system utilizes 

an RGB-D sensor from Intel. The second system incorporates a 360-degree spinning 

LiDAR from Velodyne, as well as an IMU. The purpose of the IMU is to sense the 

direction of the setup in relation to the z-direction in the coordinate system, as well as 

to assist with translation and rotation accuracy. This chapter will introduce both 

systems used for 3D scanning environments and acquiring 3D point clouds.  

4.1   The Visual-SLAM system configuration 
 
A large amount of progress has been made in visual SLAM algorithms using both 

monocular, stereo, and RGB-D cameras. However, after various attempts using rolling 

and global shutter monocular cameras to try to implement a 3D scanner, an RGB-D 

camera was chosen for the visual SLAM system because of its depth sensing properties. 

The depth sensing property of the RGB-D camera is a great advantage for SLAM, 

because synthesizing depth from frame-to-frame motion with a normal camera is very 

inaccurate. The visual SLAM system uses an Intel D435 RGB-D camera, and for the 
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evaluation we are using the open-source software Real-time Appearance-Based 

Mapping (RTAB-Map).  

4.1.1   Intel RealSense D435 RGB-D camera 
The RealSense D435, which can be seen in Figure 4.1, is the latest global shutter RGB-

D camera from Intel. The price of the system is of importance for the aspect of 

attractiveness for potential users that would benefit from a SLAM system. The Intel 

RealSense D435 is priced at a couple of hundreds of euros (11 January 2018) when 

ordered directly from Intel. 

 

Figure 4.1: Intel RealSense D435 [23] 

1. Camera specifications 

The camera consists of two depth sensing infra-red (IR) sensors, an IR projector and 

an RGB sensor. The depth sensors have a horizontal FOV of up to 86 degrees and the 

RGB sensor has a horizontal FOV of up to 69 degrees. The RealSense D435 calculates 

depth by utilizing stereo vision and has a depth range of 0.2 m up to over 10 m, but 

only maintains acceptable depth accuracy for mapping at about 3.5 m. This is due to 

the triangulation depth-accuracy equation in section 2.2.1. The camera has support for 

Ubuntu, is reasonably priced, and has an open-source SDK, which makes it a suitable 

candidate for the experiment of obtaining point clouds. Figure 4.2 shows the hardware 

architecture of the camera as a block diagram. The camera consists of a powerful Intel 
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RealSense D4 vision processor which computes real-time depth images by combining 

the readings from all three sensors. The camera connects with a USB Peripheral Type 

C to USB3.1 cable to a host computer.  The image sensors (left and right IR sensors) 

capturing the disparity can capture a resolution of up to 1280 x 720 and a depth stream 

output frame rate of up to 90 frames per second at VGA resolution. The RGB sensor 

can capture a resolution of 1920 x 1080 at 30 frames per second. The infrared laser 

projector projects a static pattern of light to increase the texture in low texture 

environments for the stereo vision. This technology is known as unstructured light, 

which was covered in Chapter 2. Because both IR cameras can see the same projected 

pattern in the video stream, the unstructured pattern of light will provide texture that 

features of normal objects fail to provide. The RGB sensor provides texture information 

for the SLAM algorithms and enables the production of a colored point cloud. [23, 24] 

 

Figure 4.2: Intel RealSense D435 system block diagram [24] 

2. Intel RealSense SDK 

The D435 camera utilizes Intel RealSense SDK 2.0, which has cross-platform support, 

supports many programming languages such as C/C++, Python, node.js, and .NET and 
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already has many integrations and wrappers available, e.g. OpenCV, ROS, Unity, and 

LabView. The SDK is not a finished product and is under constant development. The 

Intel RealSense SDK 2.0 recently provided CUDA support. 

3. Firmware 

The camera comes with a device firmware update tool, which can be used in both 

Windows and Linux. The documentation for the latest specifications and firmware 

changes, as well as the latest firmware images, can be found on Intel’s webpages.  

4. Camera calibration 

The camera arrives pre-calibrated from the factory, but the Intel RealSense also has a 

dynamic calibration tool to calibrate the camera and depth sensors. The tool works on 

both Linux and Windows and uses a mobile application that supplies a calibration target 

for the camera. There is also a depth quality tool available to visualize if the camera 

has been calibrated accurately, and documentation on how to calibrate the camera 

properly. The calibration is done by taking multiple images of the calibration target 

from different angles and in different positions in the FOV. The calibration tool then 

generates the calibration configuration file that contains all camera parameters.  A main 

factor to obtain good results with the SLAM system is that all optical-based sensors are 

well calibrated.   

5. Visualization of depth stream 

The Intel RealSense viewer uses the SDK to visualize all the data in both 2D and 3D. 

Figure 4.3 shows the data streams in the RealSense Viewer. The viewer is a tool to 

visualize that the data stream is accurate and displays the capability of the sensor 

performance for SLAM applications. The upper right window visualizes the depth 

stream, the lower right and left are the two depth sensing cameras where the static 

unstructured light IR pattern also is displayed. The upper left window shows the RGB 

camera image stream. 
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Figure 4.3: Visualization of data streams with RealSense Viewer (no post processing) 

 

Figure 4.4: Visualization of the depth stream as a 3D point cloud with RealSense 

Viewer (no post-processing) 

4.1.2   RTAB-Map 
The open-source simultaneous localization and mapping algorithm that is utilized in 

this work is RTAB-Map, which stands for Real-Time Appearance-Based Mapping [25, 

39, 50]. The algorithm has been developed and is maintained by Mathieu Labbé from 

IntRoLab at Sherbrooke University in Quebec, Canada. The approach uses RGB-D 

data to perform graph-based online SLAM with appearance-based loop-closure. Graph-

based SLAM was briefly introduced in Chapter 3. The map in RTAB-Map consists of 
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a graph with nodes and links. To satisfy online-constraints (real-time localization and 

mapping) when performing feature-detection, loop-closures, and graph-optimization, 

RTAB-Map has very clever memory management. RTAB-Map uses both long-term 

and short-term memory to perform online loop-closures in large scans with a huge 

number of nodes. Figure 4.5 shows RTAB-Map as a block diagram.  

 

Figure 4.5: RTAB-Map as block diagram [49] 

As illustrated above, RTAB-Map can utilize inputs from both RGB-D cameras, as well 

as 2D and 3D LiDARs. TF defines the position (3 DOF or 6 DOF) of the sensors in 

relation to the base of the system. The inputs are synchronized and then passed to the 

SLAM algorithm. After the inputs are synchronized, they are passed to the short-term 

memory module, which creates a node that memorizes the odometry pose, the raw data 

from the sensors, and other useful information for the next few modules. The graph 

management modules consist of Loop Closure and Proximity Detection, Graph 

Optimization, and Global Map Assembling. Without the clever memory management, 

the three graph managing modules would exceed real-time constraints when the 

number of nodes in the graph grows. The memory management is divided into a 

Working Memory (WM) and Long-Term Memory (LTM). When the time for updating 

the map exceeds the fixed threshold, some nodes are moved to LTM to minimize the 

WM and decrease the updating time for RTAB-Map. RTAB-Map then determines 

which nodes to keep in WM and which nodes to transfer to LTM. The real-time 

constraints are exceeded because the processing time becomes greater than the node 

acquisition time. The online constraint consists of being able to show the mapping 

feedback in real time, which means that the processor has the time to localize, map, 

render the map, and perform loop closures at the same time. [49]  
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RTAB-Map has the option to be built from source with the RealSense SDK that will 

integrate the SDK for the Intel RealSense D435 camera in RTAB-Map. RTAB-Map 

can be compiled with different optimization libraries, such as GTSAM, TORO, g2O, 

or Vertigo, to obtain graph optimization and loop closure support. RTAB-Map is 

managed through a Graphical User Interface (GUI) that has plenty of built-in 

functionality in toolbars. The main aspects that the GUI provides are the tools to 

initialize and stop the 3D scans, as well as to visualize the 3D map and the loop closures 

in real time. The 3D map contains both the odometry trajectory as well as the dense 

point cloud that the RGB-D camera captures. The GUI also visualizes all the detected 

features in the depth stream. RTAB-Map is feature-based and can extract features with 

different OpenCV methods. If OpenCV is built with CUDA the feature extraction can 

be assigned to available GPUs on the host computer. This transfers a substantial amount 

of computational load from the CPU to the GPU, which yields significant 

improvements to the robustness and accuracy of the SLAM process. Transferring the 

feature extraction to the GPU will enable the CPU to process all the other computations 

faster, such as e.g. feature extraction, motion estimation, and loop closure detections. 

The loop closure detections are the most critical concern when performing real-time 

SLAM, because visual odometry has a substantial drift when scanning long distances 

in a single direction. 

4.1.3   System description 
Figure 4.6 shows the architecture of the system as a block diagram. A back-end has a 

detection rate of 1Hz, which will add keyframes (nodes) to the graph, detect loop 

closures, and perform graph optimization. The detection rate can be set to a faster rate 

when conducting brief scans or when moving rapidly, in order to generate a graph with 

smaller distances between nodes. This will result in a generated 2D or 3D map, as well 

as odometry generation and correction at a global scale. The approach uses visual 

odometry based on 3D feature detection techniques only. Therefore, it can be prone to 

errors or complete failures due to rapid rotation and translation of the camera. The 

RGB-D stream will arrive at 30Hz, which is used to provide an optimized odometry at 

a minimum of 10Hz. An excellent feature of the Intel RealSense camera is that it has 

on-board processing and outputs the acquired depth-stream. RTAB-Map requires 
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substantial hardware performance to be able to run properly. A Dell laptop with an i7-

700HQ at 2.8GHz, 16GB of RAM, and a Nvidia GTX 1050 with 4GB of VRAM is 

used as host computer. The host is running Ubuntu 16.04. A Nvidia-docker is used to 

isolate the environment in a container on a shared X11 server. CUDA 9.0 is used for 

the Nvidia 1050 GPU. 

 

Figure 4.6: RTAP-Map system architecture [37] 

4.2   The LiDAR system configuration 
 

The LiDAR system that will be compared to the RGB-D system consists of a Velodyne 

LiDAR accompanied by the open-source software Google Cartographer ROS SLAM

algorithm. In contrast to the visual SLAM made with the RGB-D camera that only 

observes a field of about 94 degrees, the LiDAR captures a 360-degree scene with just 

one sweep. This makes the spinning LiDAR excellent for SLAM purposes, because in 

addition to capturing a 360-degree scene, it can also capture hundreds of thousands of 

points per second. Using a Velodyne LiDAR enables the SLAM algorithm to calculate 

a very accurate sensor odometry from an all-embracing scene full of measurements. 

4.2.1   Velodyne VLP-16 LiDAR 
As mentioned in Chapter 2, the LiDAR is a laser ToF device. The outstanding property 

of ToF sensors is that they have consistent accuracy. The Velodyne LiDAR is also a 

long-range 3D LiDAR, which makes it an excellent candidate for performing accurate 
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3D SLAM. However, a LiDAR is comparable to a rolling shutter optical sensor 

(Chapter 2), since the IR beams are fired very rapidly, but in a rolling fashion with a 

quite low sweep frequency. This fact can possibly introduce problems when generating 

maps while moving rapidly.  

1. Sensor specifications

The Velodyne VLP-16 Puck (Figure 4.7) is a spinning 3D LiDAR with an array of 16 

IR lasers that are paired with IR detectors to measure distances in an environment. Each 

laser is fired 18,000 times per second. 16 lasers firing at 18.08 kHz will generate about 

300,000 points per second. Each time a laser emits a laser pulse, the time of shooting 

and the direction are registered. The laser pulse then hits an obstacle and returns some 

of the energy back to the paired IR detector, which registers the power and the time of 

the returned laser pulse. The rotation rate can be changed manually. VLP-16 has a 

horizontal FOV of 360 degrees and a vertical FOV of 30 degrees. This LiDAR has a 

depth range of 100 meters with a constant depth accuracy of +-3 cm. VLP-16 also has 

a low power dissipation at only 10 W, which makes it excellent for portable scanning. 

[32] 

 

Figure 4.7: Velodyne VLP-16 Puck LiDAR [31] 
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2. Velodyne VLP-16 LiDAR configuration 

The Velodyne LiDAR can easily be configured from its web interface configuration 

page, which is reached by pointing a browser to the IP address of the LiDAR. The 

rotation rate and return modes can easily be adjusted. For viewing the real-time LiDAR 

data stream there are many alternatives, for example, PCL, ROS, or Velodyne’s own 

visualization software, VeloView. 

3. Velodyne ROS driver 

The Velodyne LiDAR has an available ROS package that provides point cloud 

conversions. The Velodyne ROS driver provides basic handling of the raw LiDAR data 

and publishes a topic called velodyne_packets. Other Velodyne nodes can then be used 

to subscribe to velodyne_packets and publish other topics, such as velodyne_points, 

which consists of the accumulated points in the original frame of reference. The 

velodyne_points topic is used by Google Cartographer ROS. 

4.1.3   Google Cartographer ROS 
Google Cartographer is an open-source 2D and 3D real-time SLAM software [50, 51]. 

Cartographer is a standalone C++ library for 2D and 3D SLAM. Cartographer has 

support for ROS. The system requirements for Cartographer are, for example, an Intel 

i7 or equivalent, 16 GB of RAM, and Ubuntu as operating system. Cartographer 

subscribes to the Velodyne and the IMU ROS topics. Figure 4.8 displays the high-level 

architecture of Google Cartographer. Cartographer provides mapping through scan-to-

scan matching using submaps. A submap is formed from many laser scans to generate 

a downscaled representation of a part of the map that is accurate enough for short 

representations. The scan matching is done against recent submaps, so pose estimation 

errors will accumulate over time. To prevent the error accumulation, pose optimization 

is regularly run. A submap is finished when no laser scans are added to it anymore. All 

submaps are then considered when performing loop closures, as a scan matcher 

automatically iterates through the submaps to find a laser scan in the submaps. If a 

match is recognized in the submaps from an estimated pose, it is added to the 
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optimization problem as a loop closure constraint. [27] To be able to perform 3D 

mapping, IMU integration is a requisite to be able to sense gravitation (z-direction).  

 

Figure 4.8: Google Cartographer high-level architecture [27] 

The 3D scan is exported as a 3D point cloud, which consists of a combination of the 

generated pose graph and the raw LiDAR point cloud data. Cartographer also outputs 

a projection of the point cloud as a 2D grid map as seen in Figure 4.8. The grid map 

consists of a greyscale picture of the generated point cloud, where the intensity of the 

black levels grows with the density of accumulated points. Therefore, walls will have 

the most black-level intensity because they accumulate the most points. The 2D grid 

map shown in Figure 4.8 is an excellent tool for noticing severe drifts in x- and y- 

direction. The odometry (blue) is also displayed in the grid map, which is convenient 

when analyzing the point cloud. The odometry trajectory is useful to examine when 

certain parts of the map are either missing or are very sparse in points.  
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Figure 4.8: LiDAR scan export as a 2D projection 

4.1.4   System description 
A host computer, such as a powerful laptop or powerful embedded computing device, 

is running Ubuntu and ROS Google Cartographer ROS, the Velodyne LiDAR, and the 

IMU ROS nodes. The host is connected by an ethernet cable to the Velodyne Interface 

Box. The Interface Box is further connected to a battery and the LiDAR. An IMU is 

connected to the computer. An IMU is needed for sensing the gravitational direction in 

the coordinate system.  
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5   ANALYSIS OF GENERATED POINT CLOUDS 
 

The research objective is to compare the generated point clouds from both systems. For 

the point cloud comparison and analysis, both point clouds are exported, analyzed and 

measured with point cloud processing and viewing software. The point clouds can be 

very dense and of high resolution, depending on the length of the scanning process and 

how large the reconstructed environment is. To recognize what the systems are capable 

of, both systems are tested thoroughly. The testing involved an extensive amount of 

scanning, adjusting parameters, and optimizing and accelerating the software to 

perform well. Performing SLAM accurately depends on many different algorithm 

parameters, the computational capacity of the host computer, and external factors from 

the scanned environment. The analysis will look at the common parameters of the 

generated point clouds for each system.  

5.1   Experiment hypothesis 
 

My hypothesis is that the far more expensive LiDAR will produce a more accurate map 

and a better representation of an environment because of its excellent range sensing 

accuracy. The goal of the evaluation is, however, to reveal properties about the point 

clouds acquired with both systems. I am interested in discovering how accurately both 

systems can reconstruct an environment, and what the deviation between the systems 

is when reconstructing the same environment. The comparison is interesting because 

of the huge price difference of the sensors. 
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5.2   Experiment process 
 

To be able to analyze the reconstructions produced by both systems, we need to 

generate point clouds of the same physical environment. The goal is to scan the inside 

of a building as accurately as possible with both systems. The experiment will be 

conducted in a well-textured office, where there are many different features, e.g., desks, 

chairs, and other equipment. The floor plan of the office is shown in Figure 5.1. We 

know that the floor in the office is completely straight. The environment also has plenty 

of difficult surfaces, e.g. glass, fluorescent lights, white walls, narrow areas, and 

featureless places. The northern wall in Figure 5.1 consists only of large windows. The 

goal of the testing is to reconstruct the entire office as accurately as possible with the 

LiDAR and the RGB-D system. An additional goal is to generate accurate floor plans 

to be able to make measurements of the environments by scanning with each system. 

The walls and surfaces in the office will be measured manually with a measuring tape 

to get some reference to the ground truth. The measurements will then be compared to 

the floorplans from the acquired scans. The reconstruction will be monitored during the 

scanning, and both systems will be analyzed based on the parameters introduced in the 

following chapter. 

 

Figure 5.1: 2D floor plan of the office 
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5.2.1   Analysis of the 3D point clouds 
The analysis of the point clouds will be based on evaluation of the scanning process, 

visualization of the generated point clouds with point cloud viewing tools, and 

measurements of the point clouds to make assumptions about the following:  

1. Motion estimation and odometry accuracy 

The motion estimation correctness is based on how well the systems can estimate their 

place in the 3D coordinate system. The odometry accuracy is the result of the motion 

estimation and is strongly related to it. This can be examined by evaluating the 

established odometry for both systems. Motion estimation is important to evaluate as 

drifts in the odometry are directly related to either duplications of point clouds, or a 

deviation in position of a part of the point cloud. The odometry accuracy is often 

corrected or refined with graph optimization and loop closures, which are important for 

performing SLAM. Both systems have software tools to visualize the odometry in the 

generated map. Typically, odometry accuracy is measured by the deviation from the 

ground truth. For this analysis, the odometry accuracy is observed in the point cloud 

based on observable drift in the map, since it is directly related to the accuracy of the 

reconstruction. The motion estimation and odometry accuracy is going to be evaluated 

in Autodesk Revit and CloudCompare.  

 

2. Robustness of scanning process 

The robustness of the scanning process is monitored during the scanning and can also 

be monitored from the odometry of each scan. The robustness is based on how well the 

systems handle translation and rotation, as well as how long it takes to scan a defined 

area with both systems. This is evaluated by examining if the odometry is lost when 

rotating and translating rapidly during the scanning process. The time for generating 

the best possible scan of the same area is recorded. 

 

3. Spatial correctness and metric representation 

The most important feature of a point cloud when reconstructing a 3D environment is 

that the scan is spatially correct and provides a metric representation in the form of a 

point cloud. Spatially correct in this context implies that the scan has approximately 
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the same x, y, and z coordinates as the real environment. The SLAM algorithms are 

required to accurately estimate the odometry to create a spatially correct map. As the 

range accuracy of the LiDAR is +-3 cm, and the depth Root Mean Square (RMS) error 

for the Intel RealSense is about 35 mm at 3 m depth range, small deviations in the scans 

are expected. To generate a spatially correct metric representation of an environment 

without any post-processing software tools, the range sensing sensors of each system 

must provide reasonably accurate measurements (close to the ground truth). The spatial 

correctness and metric representation will be analyzed from drawn floor maps of both 

environments and by making manual measurements as accurately as possible with a 

measuring tape in the scanned environment. The manual measurements are combined 

with the real architectural floor map to form a ground truth. The correctness will be 

measured in centimeters. 

 

4. Density and resolution of the generated point clouds 

The density of the generated point cloud is of interest if the scanning involves capturing 

details of small objects placed in the scanned environment. Such objects could, for 

example, be pipes and wires in a manufacturing facility. The density of the generated 

point clouds is, however, adjustable with algorithm parameters and desirable export 

resolutions. The density is also related to the duration of the scanning process and the 

scanning procedure. Density can also be measured as how many points a surface of a 

defined area has in a point cloud. The density will be based on the visualization of the 

point cloud with scalar fields in CloudCompare, which will display how the density is 

distributed in the point cloud. 

 

5. Other system-specific point cloud or scanning features 

Other system-specific features and aspects will also be included in the analysis. 

System-specific features can be sensor-based abnormalities, e.g. reflective surface 

projection noise and noise from fluorescent lights or strong sunlight.  
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5.2.2   Point cloud export and viewing tools 
 
Visualizing the dense point clouds in 3D requires appropriate point cloud viewing 

software, as comparing environments in large 3D reconstructions can be quite difficult. 

The point cloud viewing software is important because of its point processing 

capabilities. The point processing software provides many different tools to analyze 

and compare the point clouds. The key aspect is that the tools can render millions of 

points with good framerate. There are also many refining and post-processing options 

embedded in the tools. The LiDAR point clouds are exported with Google Cartographer 

ROS assets writer to Point Cloud Library (PCL) Point Cloud Data (PCD) format. The 

RBG-D point clouds are exported with RTAB-Map in Polygon File Format (PLY). The 

point clouds in this study are visualized using the open-source point cloud processing 

software CloudCompare. Other cloud viewing tools that are utilized are AutoDesk 

ReCap and Revit. AutoDesk ReCap is a point cloud visualization tool, while Revit is a 

Building Information Management (BIM) tool. Revit is used to import a point cloud 

through ReCap, as Revit only can import ReCap indexed point clouds. The point cloud 

can then be placed on a floor level in Revit to create a floor, walls, doors, windows etc.   

The PCD-file, as well as almost all other point cloud data formats, consists of a specific 

header that can define certain properties of the point cloud data stored in the file, as 

well as the x, y and z coordinate data. Most point cloud formats are either in ASCII 

format or binary format with an ASCII header. The size of a point cloud file depends 

on the amount of registered points, which usually depends on the duration of the scan, 

as well as the export cloud resolution and cloud decimation. The point cloud decimation 

consists of a subsampling of the full resolution point cloud, usually done with a voxel 

grid filter of a size defined in centimeters. A voxel grid consists of a set of small 3D 

boxes in space that are placed over the point cloud data. To be able to visualize large 

point clouds of many million points and use advanced point cloud processing tools, a 

computer with decent computing power and memory is needed to render and perform 

the various computations. The processing was done on a computer with an Intel i7 

processor, 16 GB of RAM, and a Nvidia 1080Ti graphics card with 11 GB of VRAM. 

The flow of the tool chain is illustrated in Figure 5.2. 



Benjamin Biström | 53 
 

 

Figure 5.2: Point cloud tool chain 

5.3   Experiment setup 
 

Two different systems are tested in the same environment. The RGB-D and LiDAR 

system configurations were described in detail in Chapter 4. The RGB-D system 

consists of a high-end laptop, which is connected to the Intel RealSense RGB-D camera 

with high-speed USB3.1. The other setup consists of a powerful embedded host 

computer, LiDAR, and an IMU. The price of the components of the LiDAR system is 

approximately three times more expensive than the components in the RGB-D system 

(29 November 2018). 
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5.4   Experiment, observations, and measurement results: RGB-D system 
 

The most important aspect of obtaining the map with the RGB-D configuration was to 

use the OpenCV Speeded-Up Robust Features (SURF) compiled with CUDA to 

accelerate the feature detection. This moves a substantial part of the computation from 

the CPU to the GPU, and enables the CPU to perform the required calculations faster 

to keep the real-time mapping intact. This enables capturing more features per image 

on the GPU to obtain a better odometry, while the CPU can perform real-time graph 

optimization and loop closures. The Hessian threshold for SURF can be set to a low 

value to acquire more robustness in featureless places. Lowering the Hessian threshold 

will generate more features from the image stream [57]. To perform long scanning 

operations of larger environments, it is also better to limit the working memory 

footprint for RTAB-Map to a certain amount, so that the host computer does not have 

to process too much data in real time. This enables reconstruction of larger areas and 

scanning for longer periods of time. The generated scan in Figure 5.3 represents a 15-

minute-long scanning procedure to obtain a decimated point cloud of about 86 million 

points. A point cloud with high resolution is generally wanted, but the depth camera 

can yield 300,000 points per detection rate (every time the algorithm generates a node 

in the graph), which accumulates into an extensive amount of data in larger scans. 

Scans with higher resolution tend to be time-consuming to process and require a 

substantial amount of processing power and memory to visualize and manipulate. The 

resolution of the scan can be adjusted in RTAB-Map using a voxel grid filter. This 

allows exporting scans with the desired resolution to generate a desired amount of 

points. The voxel size is the radius between the captured vertices, where each vertex is 

the same as a registered point in the point cloud. The generated RGB-D point cloud is 

exported with a voxel size of 1 cm, a maximum depth range of 3 meters, and a point 

cloud filtering of a 30 cm radius search with 10 neighbor points in the search radius to 

filter out the worst sensor noise. 



Benjamin Biström | 55 
 

 

Figure 5.3: RGB-D point cloud (CloudCompare) 

As can be seen in Figure 5.3, the RGB system is able to reconstruct the environment 

very well. The figure represents the RGB-D point cloud of the office from a top-down 

perspective. There are no large warps in the point cloud and the floor seems straight. 

The RGB-D point cloud also includes the RGB colors of the environment, which is 

very positive for visualization. The RGB-D system manages to capture most areas, but 

the map suffers from a substantial amount of sensor noise. The system is not able to 

capture glass surfaces, which makes it difficult to define where certain walls with large 

windows are situated (northern wall). The ceiling is not included in the map, as the 

maximum depth range of 3 meters is not enough to capture the ceiling. Capturing the 

ceiling in such a large environment would also yield a scan that has too many nodes 

and features in the graph for the algorithm to process. 

Motion estimation 

The motion estimation is based on the detected SURF features in the RGB camera feed. 

An excellent feature of RTAB-Map is that the scan can be paused and resumed multiple 

times to add all the different rooms to the scan database. When pausing and resuming 

the scan, RTAB-Map will match the features in the current position with the database, 

find and load the nearest positions to working memory (WM), and start conducting 

loop closures. This process can be done even if the odometry is lost in a featureless 
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environment. Pausing and resuming is, however, not recommended to keep a consistent 

global map, since it may cause problems for the graph optimization. The motion 

estimation is the most accurate when many features are detected at a short distance to 

the sensor. If features are detected only at a far distance, the algorithm is not able to 

estimate its odometry accurately, and the odometry may drift in all directions. The 

odometry can be seen throughout the scanning process in the map view of RTAB-Map. 

The real-time odometry can be seen throughout the scanning process in the map view 

of RTAB-Map. It is important to make sure that the motion estimation algorithm does 

not lose its trajectory at any point, and that the SLAM algorithm corrects the odometry 

with loop closures while scanning. If there are many features at a close distance 

throughout the scanning procedure, the motion estimation and loop closure detection 

are very accurate and will result in a completely straight floor. A lack of features will, 

however, result in a drift in every direction and cause a distorted map. As can be seen 

in Figure 5.4, the map is very accurate in x- and y-direction, but has difficulties 

determining z-direction in the coordinate system. The floor is warping with a deviation 

of approximately 40-50 cm where the floor is colored heavily in green.  

 

Figure 5.4: Deviation in z-direction in RGB-D point cloud 
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Robustness of the scanning process 

The scanning procedure for the RGB-D configuration consumes far more time, because 

the RGB-D camera only has decent range sensing accuracy under 35 mm at a couple 

of meters. Therefore, everything that is to be included in the reconstruction must be 

carefully scanned at a close distance. The time for scanning the whole office was 

approximately 15 minutes. The sensor noise of the RGB-D camera will also be quite 

severe when scanning, if the camera is rotated in one position instead of moving the 

camera with forward, backward, or sideways translation. The odometry will also lose 

its trajectory if moving too rapidly in environments with a small number of features. 

Losing the trajectory will end the mapping procedure. The scan can be resumed from a 

previous position, where there are enough features. This can be done by either going 

back to a familiar place without pausing, or by pausing the scan and resuming where 

there are enough features. Pausing and resuming can, however, have a negative effect 

on the graph optimization on the global scale of the map. This is because it is harder to 

do graph optimization when there are large jumps in the graph. The robustness depends 

on how many detected features there are in the environment. If there are many features 

the camera can be moved faster without losing the odometry trajectory. 

Spatial correctness and metric representation 

The spatial correctness depends heavily on correctly made loop closures and accurate 

motion estimation. The floor may easily warp in z-direction since there is no IMU in 

the scanning configuration. The measurement can be seen in Figure 5.5, where the 

distances have been measured with the Revit annotating tool. The metric representation 

is accurate but can be hard to measure because of the severe sensor noise. The same 

part of the office (21.50 m) was measured to 21.540 m in the RGB-D point cloud with 

Autodesk Revit. The deviation is only 0.018%, which is the same accuracy as the in 

the reconstruction of the LiDAR system. 
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Figure 5.5: Measurement of the main part of the office in RGB-D point cloud 

Density and resolution of generated point cloud 

The depth resolution of the depth map of the Intel RealSense D435 is less than 1% of 

the distance to an object, which means that at 1 m the expected resolution of a mapped 

frame will be less than 1 cm. The RGB-D point cloud can be exported without 

decimation to output a point cloud of the same depth resolution as the raw depth stream 

from the RGB-D camera. Such large resolution can be slow to post-process and 

analyze. The depth accuracy of the RGB-D camera is the greatest concern of the RGB-

D system. The Intel RealSense depth camera provides a very noisy depth stream, and 

this noise grows quadratically with the distance. Therefore, the point cloud is exported 

with a maximum depth range of only three meters. Figures 5.6, 5.7, and 5.8 show the 

same close-up of the kitchen in the office that was scanned with the LiDAR system. In 

Figure 5.7 and Figure 5.8 the point cloud has been transformed to a mesh. A mesh is 

generated using the Poisson reconstruction plugin in CloudCompare. A mesh is a 

surface reconstruction by connecting the vertices with triangles to construct surfaces 

from points. The mesh gives us information about the depth resolution and density of 

the point cloud, and it is easier to distinguish details in the point cloud. Red represents 

more density, while yellow represents less density. 
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Figure 5.6: Density of RGB-D point cloud 

 

Figure 5.7: Poisson reconstruction mesh of RGB-D point cloud with density as 

colorized scalar fields 
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Figure 5.8: Poisson reconstruction mesh of RGB-D point cloud with RGB colors 

As can be seen in Figures 5.6-5.8, the surfaces suffer from heavy sensor noise. The 

point cloud is very dense, even though it is a decimated point cloud. The points also 

accumulate evenly in the map. This is confirmed with the mesh in Figure 5.7, where 

the density is displayed as scalar fields. The density is displayed in Figure 5.7 with 

colors ranging from blue, green, yellow and red, with blue representing small density 

and red representing large density. But as we can see, the density is evenly distributed 

in the point cloud, where the colors are ranging only from yellow to red. Figure 5.8 

consists of the same mesh as 5.7 but is colored with the original RGB colors. In Figure 

5.8 we can clearly see the severe noise in the white walls and surfaces. 

Other system-specific point cloud or scanning features 

An excellent feature of the RGB-D camera is that RGB colors are included in the point 

cloud. The unstructured light depth sensing technology that the RGB-D camera uses 

has issues with fluorescent light, white walls, reflective surfaces, and glossy materials. 

The noise from white walls can also be seen in Figures 5.6-5.8. White surfaces become 

extra noisy when they are lit up with fluorescent lights. Windows and mirrors are not 

possible to include in the map. Windows will also generate additional noise in the depth 
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map. The noise from windows and glass can be seen in Figure 5.9. The figure represents 

the office from a top-down view. 

 

Figure 5.9: Noise from windows and glass surfaces in RGB-D point cloud 

The area that is marked with a red rectangle consists of the northern wall, which 

consists only of large windows. As can be seen in the figure, it is difficult to accurately 

determine where the wall is situated due to the severe depth noise from the windows. 

5.5   Experiment, observations, and measurement results: LiDAR system  
 
The LiDAR scan is constructed solely with submap matching because of restricted 

computing power. This means that loop closures are disabled, and a small drift in the 

odometry may occur when returning to the same area. Therefore, the scan is stopped 

when reaching the end of the building. The drift may be corrected by post-processing 

the acquired data. This is done by recording the LiDAR and IMU data in a rosbag. By 

playing the rosbag of the Velodyne and IMU data to Google Cartographer on a more 

powerful computer, it is possible to generate a new optimized pose graph, which 

possibly corrects the drift in the point cloud. However, this requires that the embedded 

computing device has enough processing power to perform SLAM and record a rosbag 

at the same time. There were no observable issues during the scanning process, but the 
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rosbag had an interruption in it of about 3 seconds, where there was no recorded data. 

The interruption in the rosbag made it impossible to post-process the data to try to 

correct the drift.  

The unprocessed point cloud can be seen in Figure 5.10 from a top-down view. Since 

there originally is no color in the LiDAR point cloud, the point cloud is better visualized 

with a banded height ramp. The banded height ramp colorizes the point cloud in 

different colors, based on the changes in elevation (z-direction). The height ramp 

enables visualizing objects in the point cloud, and how the ceiling and floors are leveled 

in 3D. As can be seen in Figure 5.10, the LiDAR system was able to capture walls, 

floor, and the ceiling in most places. The system-specific features of the LiDAR can 

also be spotted in the raw point cloud, which are the reflections of the windows.   

Figure 5.10: Unprocessed exported LiDAR point cloud colorized height ramp 

(CloudCompare) 
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Motion estimation 

The scan was conducted so that as few blind spots as possible would be left behind in 

the finished reconstruction, which meant walking through as many tight spaces in the 

office as possible. The motion estimation is very accurate due to the fact that the LiDAR 

has constant range accuracy of +-3 cm, and the odometry is based on a large number 

of measurements in the 360-degree LiDAR sweep. Accurate motion estimation means 

that the system can estimate its actual position (ground truth) with very little deviation. 

Less accurate motion estimation means that the system has a larger deviation to the 

ground truth. The system sometimes suffers from not having a well-established 

reference to the walls and ceiling. This can result in inaccurate motion estimation when, 

for example, rotating rapidly in tight places. Inaccurate motion estimation leads to a 

drift from the ground truth in the point cloud, which cannot always be corrected by 

tightly coupled submaps and enabled loop closures.  No observable drifts can be 

observed in the map on the global scale in x- and y-direction, but a small duplication 

and drift of the floor can be seen in z-direction (height). Figure 5.11 displays the height 

differences in the floor, which ranges from green (0 cm) to blue (40-50 cm). The 

deviation in z-direction is as much as approximately 50 cm (dark blue) from the highest 

to the lowest parts of the point cloud.  

 

Figure 5.11: Deviation in z-direction in LiDAR point cloud 
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The deviation in z-direction can be visualized by leveling the point cloud on a plane by 

picking three points on the surface of the floor. However, leveling a point cloud that is 

warped in 3D is problematic, and by picking only three points will often not level the 

point cloud perfectly. The point cloud can then be colorized with a banded height ramp. 

Optionally, the point cloud can then be cropped to the floor and the height differences 

in the floor can be easily measured or visualized. A perfectly straight floor would 

appear in only one color in a perfectly leveled point cloud, or as a smooth gradient if 

the point cloud is not leveled perfectly. The green areas are elevated about 30 cm lower 

than the blue areas in the floor. Due to the disabled loop closures, there will be an 

observable drift after scanning the same area after some time. This happened in the 

scan in the narrow corridor in the middle of the map, where a clear duplication of the 

floor is visible in blue. As can be seen in Figure 5.12, the drift in z-direction, which 

causes the floor to warp, appears in narrow corridors. The marked areas in the point 

cloud consist of narrow corridors that are only 1.5 m wide. 

 

Figure 5.12: Narrow locations in the map 

 



Benjamin Biström | 65 
 

Robustness of scanning process 

The system is capable of scanning large areas in a short amount of time. The scanning 

time was around 5 minutes with walking speed. The robustness of the scanning process 

is good as the system can handle quite rapid rotations and translations well if it has 

good reference to walls in all directions. Good robustness means that it is possible to 

move quite quickly (approximately 1-2 m/s) during the scanning process. However, 

when walking through narrow locations the LiDAR odometry becomes less accurate, 

and a drift in all directions can occur, depending on the length of the narrow location. 

Usually, the drift happens only in z-direction because the LiDAR and IMU are not able 

to accurately sense the gravitational direction. Even a small rotation offset in space can 

affect long-range LiDAR data tremendously. The magnitude of the drift also depends 

on the angle of the LiDAR and how the system is translating or rotating during the 

weak odometry. The drift usually ranges from 10-30 cm. 

Spatial correctness and metric representation 

If there are no errors in the SLAM process, the metric representation is according to 

the range accuracy of the LiDAR (+-3 cm). The LiDAR is outstanding at keeping 

reference to the walls by submap matching, which will result in an accurate metric 

representation. The main part of the office seen in Figure 5.13 was manually measured 

with a measuring tape to 21.50 meters. The result from the LiDAR SLAM resulted in 

a measurement of 21.544 meters, which is an excellent result of only 0.2% deviation.  
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Figure 5.13: Measurements of the main part of the office in the LiDAR point cloud 

The point cloud was imported to Autodesk Revit to make correct measurements, as it 

is problematic to correctly measure surface distances in a 3D point cloud. Revit was 

used to draw the walls as accurately as possible on top of the LiDAR point cloud.  

Density and resolution of generated point cloud 

The obtained LiDAR point cloud consists of 60 million points and is the result of a 5-

minute-long scanning process of an office. The LiDAR rotation rate was set to 10 Hz. 

This is a good average between resolution and sweep frequency, as resolution will get 

worse with higher rotation rate, and the SLAM result will get worse with less sweeps 

per second when moving. This results in a sweep resolution of about 30,000 points in 

a 360-degree scene. The depth resolution of one LiDAR sweep is 0.2 degrees with a 

rotation rate of 10 Hz. The resolution and density of the point cloud are also tied to the 

length of the scanning process. A longer and slower scan of the same area will yield a 

more detailed scan with more points. A close-up of the kitchen in the office can be seen 

in Figure 5.14, where the same banded height ramp as in the unprocessed point cloud 

in Figure 5.10 is used. As we can see, the point cloud is very accurate where flat 

surfaces appear flat and sharp corners are also sharp in the point cloud.  
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Figure 5.14: Close-up of the density of the LiDAR point cloud 

The LiDAR tends to register the most points on the walls, while the floor is quite sparse 

with less points. The point cloud in Figure 5.14 is so dense that it reveals most details 

in the environment. For example, the kitchen furniture can clearly be seen in the 3D 

reconstruction. The density is confirmed in Figure 5.15, where the point cloud is 

visualized as a mesh, and the density is visualized as colorized scalar fields. We can 

see that the walls are denser in points than the floor. As we can see, some surfaces 

appear very uneven due to the depth resolution that is generated by the SLAM 

algorithm and the LiDAR. The walls where many points have accumulated are still 

very accurate, and it is possible to accurately determine where objects, walls, and floors 

are situated in the point cloud. 
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Figure 5.15: Poisson reconstruction mesh of LiDAR point cloud with density as 

colorized scalar field 

Other system-specific point cloud or scanning features 

As a ToF laser device, the LiDAR has a minor problem with reflective surfaces, as the 

laser will reflect and measure the range through a reflection in reflective surfaces like 

glass, mirrors, glossy materials, and shiny metal, such as polished or brushed 

aluminum. The noise in the LiDAR point cloud consists of measured reflections where 

the laser has bounced onto a wall and back with the help of the reflective surface. The 

noise can be seen in Figure 5.16. The laser bounces back only with a specific angle, 

which will result in a false point cloud mirror duplicate copy of the scanned area beside 

the actual scanned environment. The IR laser beams will also penetrate the glass to 

capture the environment on the other side of the glass surface, which is a positive 

feature.    
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Figure 5.16: Noise from reflective surfaces (windows) in LiDAR point cloud 
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6   EVALUATION  

 

The result of the point cloud analysis will be summarized and discussed in this chapter. 

The results of the comparison of the point clouds and scanning processes will also 

reveal some possible use cases. 

6.1   Evaluation and comparison of results 
 

The results are summarized in Table 6.1 with the different parameters that the analysis 

was based on. The parameters for the analysis are defined in the first column. The next 

column defines subparameters for the parameters. The third and fourth columns are the 

results for both systems. To assist the discussion and evaluation, pictures of the 

acquired point clouds are also included in the comparison.  

The LiDAR was able to very accurately perform motion estimation, even with disabled 

loop closures. The RGB-D system had very accurate visual odometry, and together 

with the performed loop closures, the motion estimation was excellent. 

The LiDAR system is more robust and can scan larger areas than the RGB-D camera 

in a short amount of time. The RGB-D system had a very time-consuming scanning 

process. 

The spatial and metric correctness was very similar with very small deviations from the 

ground truth at approximately 0.2% on 21.5 m in x-direction. The z-direction in the 

coordinate system of the map is the greatest concern for both systems, since the 

deviation in height was quite large at 30-50 cm for both systems.  

The depth resolution is better for the RGB-D system, but the depth accuracy of the 

RGB-D camera is not enough for creating precise reconstructions. The LiDAR system 

has more favorable features. It has smaller depth resolution but has a constant depth 
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accuracy at 100 m. The LiDAR yields a reconstruction with almost no noise, where all 

surfaces and objects are clearly distinguishable. 

The RGB-D system suffers from severe sensor noise from windows, fluorescent lights, 

and white walls. The visual odometry is lost in dark environments and featureless 

places in the map. The LiDAR can map both dark and featureless areas.    

 Parameters LiDAR point cloud RGB-D point cloud 
Motion estimation X- and y-direction Very accurate  Accurate due to 

detection of loop 
closures 

Z-direction Good  Excellent due to 
detection of loop 
closures 

Robustness of scanning 
process 

Time 5 minutes 15 minutes 
Evaluation of 
scanning process 

Very robust, walking 
speed of approximately 
1-2m/s 

Slow scanning 
process 

Spatial and metric 
correctness 

X- and y-direction 0.2%  0.18% (difficult to 
measure) 

Z-direction 30 cm deviation 40-50cm deviation 
Density and depth 
resolution 

Point cloud density Dense Very dense 
Depth resolution Angular resolution 

(azimuth resolution) of 
0.2 degrees at 10 Hz 
rotation rate 

Depth resolution less 
than 1% of the 
distance to an object. 
For example, at 1 
meter the resolution 
will between 1mm to 
2 mm 

Depth accuracy Constant depth 
accuracy of +-3 cm at 
up to 100 m 

Depth accuracy of +-
35 mm at 3 meters 

System specific features Color Range and intensity 
data only 

Rich RGB color data, 
also possible to 
acquire color in 
greyscale with IR 
cameras 

Depth noise No Severe 
Reflective surfaces Mirror duplicates from 

windows and other 
reflective or shiny 
materials 

Severe noise from 
windows, fluorescent 
lights, white walls 

Support for 
scanning dark 
environments 
 

Yes No 
 
 

Featureless 
environments 

Yes No 

 
Table 6.1: Summary of results 
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The point clouds are compared side by side in Figure 6.1. Both point clouds are aligned 

and colored with the same banded height ramp, and then separated. Both point clouds 

have then been cropped to a height of approximately 1.40 m for the floor and walls to 

be clearly visible. As can be observed, the LiDAR cloud (left) has clearly more small 

deviations in z-direction than the RGB-D point cloud. As can be seen in Figure 6.1, the 

RGB-D point cloud suffers from severe sensor noise, while the LiDAR point cloud has 

clearly distinguishable walls and objects. 

 

Figure 6.1: Height ramp comparison of LiDAR point cloud (left) versus RGB-D point 

cloud (right) 
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The RGB-D point cloud (left) appears reasonably straight, but also has a larger warp in 

the map on the right side where it is colored in green. 

The point clouds can be aligned in 3D by choosing 4 or more points in both point clouds 

with approximately the same location. The point clouds are aligned in Figure 6.2 and 

Figure 6.3. The main differences in the point clouds can be spotted by aligning both 

point clouds. We can see that the point clouds are very similar, with only small 

deviations of a couple of centimeters in the floors and walls. Overall, the LiDAR 

provides an accurate representation of all the walls, while the RGB system provides a 

more noisy, dense and detailed point cloud. As can be seen in Figure 6.2, the floors 

cannot be perfectly aligned by point picking, because both point clouds warp a little 

differently in 3D. The main differences in the point clouds are the deviations in z-

direction.  

 
Figure 6.2 Aligned point cloud height ramp comparison 
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Figure 6.3: Aligned point clouds with RGB color 

In Figure 6.3 we can see both point clouds aligned again, but with original colors. The 

LiDAR point cloud is displayed without colors, while the RGB colors from the RGB-

D point cloud are shown. Aligning both point clouds can provide even richer 

information about the environment. Figure 6.3 is an excellent example of how the 

RGB-D point cloud can complement the accurate LiDAR point cloud. The LiDAR 

provides a very accurate spatial representation, while the RGB-D system provides rich 

color data. Figure 6.4 displays both point clouds separately with the walls drawn as 

accurately as possible in Autodesk Revit.  
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Figure 6.4: Comparison of the Autodesk Revit floor plans of the RGB-D system (left) 

and the LiDAR system (right) 

As can be seen in Figure 6.4, it is much easier to accurately determine where the walls 

are in the LiDAR point cloud (right) than in the noisy RGB-D point cloud (left). The 

floor plans are drawn in Figure 6.5. As can be seen, both systems are able to reconstruct 

the environment so well that quite accurate floor maps can be drawn based on the point 

clouds. The floor plan from the RGB-D point cloud (a) has clearly less details in the 

floor map. For example, the white structural pillars cannot be seen in the RGB-D point 

cloud very well. The LiDAR point cloud (b) is more accurate and it is easier to 
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determine all the architectural details from the LiDAR point cloud. However, it is 

problematic to determine where doors are situated if they are closed. When comparing 

to the actual floor plan shown in Figure 6.5 (c), the LiDAR system has generated the 

superior reconstruction.  

 

Figure 6.5: Floor plan results from RGB-D scan (a) and LiDAR scan (b) versus the 

real floor plan (c) 

6.2   Possible applications  
 

The possible use cases for both systems can now be discussed and determined based 

on the results from both reconstructions. The most concerning feature with the RGB-

D system is that it needs many features on a close distance in the environment to be 

able to reconstruct it. Therefore, only suitable environments can be reconstructed with 

the RGB-D system. The RGB-D point cloud is enough for reconstructing environments 

where measurement accuracy is not so important on a larger scale. The RGB-D system 

can, however, provide great accuracy and resolution of smaller objects or 

environments. An excellent feature of the RGB-D system is that the database can be 
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loaded to memory and the scan can be continued to capture areas, which by mistake 

have been excluded from the map. The concern of the LiDAR system is that it currently 

lacks accuracy in the z-direction, which will generate a slightly warped map. The 

LiDAR system currently also lacks loop-closure detection and correction, which also 

will result in a small drift when returning to a visited location after scanning for a while. 

The LiDAR system is excellent for generating floor plans, as the reconstruction has 

approximately the same (less than 1% deviation) 2D dimensions as the real 

environment. Both SLAM systems are very affordable and easy to use compared to 

more expensive 3D scanning systems, such as the Leica or the Faro 3D scanner lineup, 

which all have time-consuming scanning processes. The possible use cases for both 

SLAM systems are, for example:   

• Generating floor plans easily, which could help with layout planning in working 

areas, factories, apartments, and stores 

• Generating very detailed reconstructions of small environments 

• Generating Revit BIM models out of accurate point clouds 

• Generating 3D point clouds to 3D models for Autodesk Fusion 360  

• Affordable 3D consulting 

• Generating 3D information for renovation of old buildings 

• Assisting with landscape design for landscape architects 

• Mass calculations from point clouds 

• Building site measurements with +-3 cm accuracy 

• Forest imaging with LiDAR 
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7   FUTURE WORK 
 

Accurate 3D SLAM in real time still has many challenges if the goal is to generate 

maps that are spatially accurate and as dense as possible. The greatest concern of both 

systems is the deficiency in computing power and optimization of the algorithms. When 

scanning large environments for long periods of time, the data will accumulate to such 

a large amount that it cannot be iterated in real time. The point clouds will also become 

so large that a very powerful workstation is required to be able to process them. 

Currently, the SLAM algorithms are only running on a few cores, which optimally 

would need powerful single core performance to function well in real time. This is a 

great concern, because 3D SLAM devices are meant to be portable. Portable scanners 

need to be small, lightweight, energy efficient, and powerful at the same time.  Hence, 

SLAM systems would need future improvements in computer hardware, as well as 

optimization in all the algorithms, libraries, and SDKs used for SLAM.  

In cramped areas, the LiDAR system currently has a deficiency in determining the 

sensor pose in relation to the z-direction in the coordinate system of the map. This 

deficiency could be corrected by adding an additional vertical LiDAR to the system. A 

horizontal and vertical LiDAR system would considerably improve accuracy of the 

SLAM algorithm, but it would also double the required computing power and the 

amount of generated point cloud data. If more processing power were available, it 

would be possible to obtain higher submap resolutions, greater submap frequency, and 

to perform pose graph optimization over many nodes to enable loop closures in real 

time. Another option would be to combine the LiDAR and IMU with visual odometry 

to utilize the positive features of all sensors and thus remove the deficiencies. Such 

systems have already been developed by Kaarta, Inc., who has pending patents on 

highly accurate SLAM algorithms and hardware. Kaarta is behind the invention of the 

LiDAR Odometry and Mapping (LOAM) [43] and Visual-LiDAR Odometry and 

Mapping (V-LOAM) [9] algorithms, which currently have the most accurate odometry 

according to the KITTI Vision benchmark suite. Their systems Contour, Traak and 
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Stencil 2 are visual-LiDAR systems made for robust and fast mobile scanning. These 

systems can be used handheld, and can also be fastened on vehicles such as cars. 

Kaarta’s systems are also such lightweight systems that they can be fastened on UAVs.  

During the writing of this thesis, the new Nvidia Jetson AGX Xavier board also came 

to market [62]. The Jetson Xavier is said to have more than 20 times the computing 

power and 10 times the energy efficiency of its predecessor, the Jetson TX2. However, 

the Jetson Xavier has an 8-core ARM processor, which hypothetically would require 

multi-core optimization of the SLAM algorithms to achieve impressive results. 

However, the 512-core Volta GPU would perform visual feature detection very well. 

Overall, additional computing power could facilitate further improvements. Upgrading 

to the higher resolution 3D LiDARs, e.g. the VLP-64 or the VLP-128, that have 64 and 

128 vertically distributed lasers, would yield much better resolution in the point clouds. 

However, these LiDARs are still extremely highly priced at tens of thousands of euros 

at the time of writing. Thus, accurate sensing equipment also needs to drop to 

reasonable prices in order to increase the popularity of highly accurate SLAM systems. 

The cheapest, currently available 64-beam LiDAR is the Ouster OS-1, which is priced 

at $12,000 (11 December 2018) [61].  

The RGB-D system could be further improved with some proprioceptive sensors such 

as an IMU. RTAB-Map ROS has also the opportunity to use a 2D or 3D LiDAR in 

addition to the RGB-D camera. This could result in an optimal SLAM system that uses 

visual odometry and appearance-based loop closure, together with LiDAR odometry 

and mapping.  

Furthermore, the noise of the unstructured light sensing system could also be filtered 

with e.g. a Kalman filter on the GPU [38]. This could eliminate the noise from the depth 

sensor in real time. Optionally, different range sensors could also be tested. A popular 

camera, which also was introduced previously in chapter 2, is the ZED depth sensing 

stereo camera with a 2.2 K resolution of 4416x1242. The ZED camera has its own SDK 

that is both CUDA accelerated and capable of being integrated in feature-based SLAM 

systems. However, the ZED camera does not have any on-board processing, which 

means that the host computer must calculate the high-definition depth map. This means 
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that even more computing performance is needed for a SLAM system to function in 

real time. The ZED SDK alone has a requirement of a Nvidia compute capability larger 

than 3.0.  

Another popular RGB-D camera is the Microsoft Kinect v2, which is an RGB-D 

camera with ToF depth sensing. The Microsoft Kinect v2 would hypothetically 

generate a significantly less noisy depth map, but with slightly worse resolution. As a 

ToF RGB-D camera, the Kinect v2 also has a higher power demand than active stereo 

cameras. For example, the Microsoft Kinect v2 has a power demand of 15 W, which is 

a larger power demand than the 10 W LiDAR, as well as the 3.5 W maximum power 

demand of the Intel RealSense D435 camera.    

There is still an extensive amount of work that could be done optimizing both systems. 

The systems also have to be tested thoroughly in the future to be able to guarantee a 

certain accuracy for the SLAM systems in different environments. Overall, 3D SLAM 

is an outstanding tool that can be used for many purposes in the future, including 3D 

scanning applications, maneuvering robots, and for development of autonomous 

systems. In the future, the SLAM systems can be fitted on for example drones to 

introduce even more use cases. However, developing SLAM systems requires a deep 

understanding and familiarity with the algorithms, sensors, and different libraries that 

are used for e.g. feature detection, graph optimization, and loop closures.  
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8   CONCLUSIONS 
 

This thesis compared two 3D SLAM systems based on different sensor technologies 

and algorithms.  Both systems have been able to perform accurate SLAM with a 

deviation in the reconstruction of only 0.2% of the large part of the office. The systems 

generated dense point clouds to reconstruct environments in 3D. The quality of the 

acquired point clouds correlates with the accuracy of the range sensors as well as the 

3D SLAM algorithms. Comparing the point clouds shows the capabilities of both 

systems. Both systems generated point clouds with a small deviation in elevation but 

were still able to keep globally consistent maps. The comparison was previously shown 

in Figure 6.1, where the LiDAR has many small inconsistencies of approximately 30 

cm in elevation, while the RGB-D has a larger warp of about 50 cm in elevation in one 

area. Because of the large number of features, the camera-based system can estimate 

its odometry better in z-direction. The deviation in z-direction for the LiDAR can be 

due to a lack of reference to the ceiling or floor caused by scanning in cramped areas, 

or due to the fact that the IMU is not able to provide enough accurate z-direction to 

maintain a straight floor. The drift in the LiDAR point cloud also strongly depends on 

the fact that loop closures are disabled. Nevertheless, aligning both point clouds shows 

that there is only a minor difference in the spatial and metric representation of the 

reconstructed environment of a couple of centimeters. The RGB-D point cloud suffers 

from severe sensor noise from the triangulation sensor technology, which makes it 

difficult to accurately measure objects and areas in the point cloud. The LiDAR point 

cloud is superior in the metric representation with deviations less than 1% in x- and y-

direction and can be used as a reference point cloud in the comparison. The overall 

result of the analysis is that the LiDAR system generates a point cloud of better overall 

depth quality and spatial correctness, while the RGB-D system generates a point cloud 

of better density, resolution, and with RGB color. The depth sensing technology of the 

LiDAR is more accurate and robust than the RGB-D camera. The cheap and 

lightweight RGB-D system is still able to generate an acceptable reconstruction of a 
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3D environment, but the noise from RGB-D cameras makes RGB-D SLAM suitable 

only for certain applications, or to complement the accurate LiDAR point cloud.  

Two systems with different sensor configurations have been researched and 

implemented during the time of writing this thesis. Researching various SLAM 

algorithms and sensors has given Brighthouse Intelligence a deeper understanding of 

the main problems of detailed and accurate environment reconstruction in real time. It 

has also provided information about the quality of both point clouds and what is 

achievable for both systems. The research has also been helpful in finding possible use 

cases, and discovering how to utilize and analyze 3D point clouds made with SLAM 

algorithms that utilize different strategies for localization and mapping.  
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9    SWEDISH SUMMARY - Jämförelse av egenskaper hos LiDAR-
baserade punktmoln versus kamera-baserade punktmoln för 3D-
rekonstruktion med SLAM-algoritmer 

9.1   Introduktion 
 

Eftersom processorer blir både snabbare och energieffektivare, så ökar även 

populariteten av algoritmer för samtidig lokalisering och kartläggning (eng. 

Simultaneous Localization and Mapping, SLAM). SLAM-algoritmers 

användningssyften och möjliga applikationer blir fler och fler. Idag finns det många 

olika sensorer som kan användas inom applikationer inom robotik. SLAM-algoritmer 

kan utnyttja flera olika sensorer: proprioceptiska sensorer som övervakar en robots inre 

värden, samt exteroceptiska sensorer som övervakar en robots omgivning. I denna 

avhandling jämförs både djupavkänningssensorer och algoritmer för att utföra SLAM 

i tre dimensioner. Avhandlingen är ett uppdragsarbete för företaget Brighthouse 

Intelligence för att bidra i forskning av tredimensionella SLAM-system. Brighthouse 

Intelligence arbetar bland annat med utveckling av teknik för autonoma fartyg. I arbetet 

med avhandlingen jämfördes ett LiDAR baserat (eng. Light Detection and Ranging) 

system med ett RGB-D-baserat system för att rekonstruera en miljö i 3D i form av 

punktmoln. Syftet för arbetet är att dels jämföra olika tillgängliga sensorteknologier 

som används för SLAM-syften och upptäcka hur de olika sensorerna presterar. I 

implementationen av systemen används algoritmer och programvara med öppen 

källkod tillsammans med tillgänglig modern hårdvara. Systemen som implementerades 

blev optimerade så bra som möjligt för att framställa en så noggrann och korrekt 3D-

rekonstruktion som möjligt. De resulterande punktmolnen analyseras för att komma 

fram till slutsatser om båda systemen, dvs. vad för- och nackdelarna för båda systemen 

är, samt vad noggrannheten för både sensorerna och rekonstruktionerna är.  
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9.2   Syfte och ämnesmotivering 
 

Syftet för avhandlingen var dels att skapa ett kamerabaserat SLAM-system och jämföra 

resultatet med ett LiDAR-baserat system, men också för att analysera båda systemen 

och upptäcka potentiella användningssyften för dem. Det problematiska är att 

noggranna sensorer är väldigt dyra och SLAM-metoder är baserade på avancerade 

geometriska datorvisionsalgoritmer som utnyttjar sammanslagning av information från 

multisensorsystem.  

9.3   Presentation av material och metoder 
 

SLAM-algoritmer är väldigt avancerade och utnyttjar ofta väldigt många bibliotek och 

andra verktyg för att utföra sammansättning av information från multisensorsystem, 

estimering av position samt kartläggning. Många bibliotek är även licenserade, vilket 

dels är en orsak varför det finns många SLAM-metoder idag som har öppen källkod. 

Det gick relativt snabbt att fastställa att det var möjligt att utnyttja öppen källkod och 

bibliotek för att skapa och optimera olika SLAM-system. Målet var dock att 

implementera och testa system som kan rekonstruera en tredimensionell miljö väldigt 

bra, dvs. att systemet utmärkt kan estimera sin position i 3D, och kan kartlägga miljöer 

i korrekta mått som motsvarar de verkliga måtten i den kartlagda miljön. Forskningen 

ledde till testning av olika kameror och optiska sensorer för att till slut komma fram till 

vilken tillgänglig sensor-algoritmkombination som skulle generera bäst resultat.  

9.3.1   RGB-D-systemet 
 

RGB-D (eng. Red Green Blue Depth) kamerasystemet består av en Intel RealSense 

D435 djupavkänningssensor. Intel RealSense-kameran är kombinerad med RTAB-

Map (eng. Real-Time Appearance-Based Mapping), en RGB-D SLAM-algoritm med 

öppen källkod. Intel RealSense D435 valdes som sensor för det kamerabaserade 

systemet, eftersom den var lågt prissatt, tillgänglig för beställning med relativt kort 

leveranstid, hade globala slutare, och kombinerade pixelvis räckviddsinformation med 

RGB-bilder med relativt hög bildhastighetsfrekvens. RTAB-Map utför grafbaserad 
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SLAM med utseendebaserad stängning av loopar. Kartan eller 3D-rekonstruktionen i 

RTAB-Map består av en graf av noder med länkar mellan dem. Varje nod i grafen 

består av systemets ställning och position, råa sensordata, samt annan information som 

används av modulerna som sköter optimeringen av grafen. För att extrahera drag ur 

strömmen av bilddata används de patenterade (eng. non-free) modulerna av OpenCV. 

OpenCV är även byggt med CUDA för att möjliggöra extrahering av drag från bilder 

med OpenCV på grafikkortet. För att extrahera drag används GPU-versionen av SURF 

(eng. Speeded-Up Robust Features) som körs på en Nvidia 1050 GPU med 4 GB 

VRAM. CUDA version 9.0 används för GPUn, som har en Nvidia beräkningscapacitet 

på 5.1.  Att extraheringen av drag i bilder sker på GPUn möjliggör att processorn hinner 

utföra slutande av loopar, grafoptimering och kartläggning av stora områden i realtid. 

En i7-7700HQ används som värdprocessor tillsammans med 16 GB RAM. För 

operativsystem används Ubuntu, som körs i en isolerad Nvidia-Docker container med 

delad X11 server.   

9.3.2   LiDAR-systemet 
 
För LiDAR-systemet används en Velodyne VLP-16 Puck 3D LiDAR, som tidigare var 

införskaffad av Brighthouse Intelligence. Velodyne VLP-16 är en roterande 3D LiDAR 

med 16 vertikalt distribuerade IR-lasrar, som fångar en 360 graders miljö i ett svep. 

Lasrarna har en distansmätningsnoggrannhet på +-3 cm. VLP-16 registrerar även upp 

till 300,000 mätningspunkter i sekunden och har en rotationsfrekvens på 5-20 Hz. Den 

är även väldigt energieffektiv och förbrukar endast 10 W, vilket gör den utmärkt för att 

implementera i portabla SLAM-system. Som SLAM algoritm används Google 

Cartographer ROS, som har stöd för både tvådimensionell samt tredimensionell 

LiDAR. Google Cartographer är ett ROS-kompatibelt fristående C++ SLAM-bibliotek 

med öppen källkod som kan utföra 3D SLAM i realtid. Cartographer utför kartläggning 

genom scann till scann-jämförelse med s.k. mellankartor (eng. submaps). Dessa består 

av nerskalade versioner av adderade LiDAR svep som är tillräckligt noggranna för 

korta representationer av omgivningen. Scann till scann-jämförelsen sker endast mot 

nyligen gjorda mellankartor, vilket leder till att tillstånds- och positionsfel kommer att 

öka med tiden. För att förhindra att dessa uppstår undergår systemet kontinuerlig 
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optimering av tillståndet och positionen av systemet. En mellankarta består av 

nerskalade och kombinerade LiDAR svep. En mellankarta är färdig när inga fler svep 

adderas till den. Optimalt utförs även slutande av loopar i en bakgrundsprocess, men 

för systemet i implementationen så måste detta avaktiveras. Slutandet av loopar 

fungerar genom att iterera mellankartor för att hitta enstaka LiDAR-svep och jämföra 

dem med nya LiDAR-svep. För att kartlägga i 3D behövs även en 

tröghetsmätanordning (eng. Intertial Measurement Unit, IMU) för att mäta riktningen 

på gravitationen i kartan i relation till sensorns position.  LiDAR-systemet består av en 

kraftig inbyggd dator, Ubuntu, ROS, Google Cartographer ROS och Velodyne samt 

IMU ROS noderna. Cartograhper ROS-noden prenumererar på Velodyne och IMU 

ROS-rubrikerna (eng. rostopic). Datorn är kopplad med en Ethernet-kabel till 

Velodynes gränssnittslåda, som är kopplad till en strömkälla och Velodyne VLP-16 

LiDARn. 

9.3.3    Metod 
 

Forskningsmålet var att jämföra de genererade punktmolnen från båda systemen. För 

jämförelsen av punktmolnen exporteras först båda punktmolnen, varefter de analyseras 

och mäts med punktmolnbearbetningsprogrammen CloudCompare, Autodesk ReCap 

och Autodesk Revit. För att upptäcka vad båda systemen kan åstadkomma, måste de 

testas noggrant. Testningen innebar en omfattande mängd skanning, justering av 

parametrar, samt optimering och accelerering av programvaran för att fungera bra. 

Noggrann SLAM i realtid beror på många olika algoritmparametrar, värddatorernas 

beräkningskapacitet och externa faktorer i den skannade miljön. För att kunna 

analysera rekonstruktionerna av båda systemen måste vi generera punktmoln av samma 

fysiska miljö. Experimentet genomförs i ett kontor där det finns gott om olika objekt 

och svåra ytor, t.ex., glas, lysrör, vita väggar, samt trånga och mörka områden. Målet 

med experimentet är att rekonstruera hela kontoret så exakt som möjligt med LiDAR 

och RGB-D-systemet, samt att skapa noggranna 2D-ritningar för att utföra mätningar i 

rekonstruktionerna av båda systemen. Väggarna och ytorna på kontoret mäts manuellt 

med ett måttband för att få fram kontorets riktiga mått. Mätningarna jämförs sedan med 

golvplanerna från de förvärvade rekonstruktionerna. Rekonstruktionsprocessen 
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övervakas även noggrant. Utvärderingen av rekonstruktionerna baseras sedan på 

rekonstruktionsprocessen, de genererade punktmolnen, samt mätningarna av 

golvplanerna från båda rekonstruktionerna. 

9.4   Resultat 
 

Undersökningen ledde till att båda systemen kunde utföra exakt lokalisering och 

kartläggning med en avvikelse på endast 0,2% i den största delen av det rekonstruerade 

kontoret, dvs. en 4 centimeters avvikelse på 21.5 meter. Systemen genererade täta 

punktmoln för att rekonstruera miljöer i 3D. Kvaliteten på punktmolnen korrelerar med 

noggrannheten hos sensorerna samt de tredimensionella SLAM-algoritmerna. 

Analysen av punktmolnen visar egenskaperna hos båda systemen. Båda systemen 

genererade punktmoln med en liten avvikelse i höjden på ca 30-50 cm i 

koordinatsystemet, men system kunde ändå generera globalt sammanhängande kartor. 

RGB-D-punktmolnet har en större avvikelse på ca 50 cm i höjd åt en riktning. På grund 

av det stora antalet drag i kontoret kan det kamera baserade systemet beräkna sin 

odometri bättre i höjdriktningen. Avvikelsen i höjdriktningen i kartan för LiDAR-

systemet kan bero på brist på referens till tak eller golv på grund av skanning i trånga 

områden, eller att tröghetsanordningen inte kan bidra med tillräckligt noggranna 

positionella data för att upprätthålla ett rakt golv. Driften i LiDAR-punktmolnet kan 

även starkt bero på det faktum att stängningar av loopar är inaktiverade. RGB-D-

punktmolnet lider av mycket störningar som kommer från triangulationstekniken, 

vilket gör det svårt att noggrant mäta objekt och områden i punktmolnet. Det väsentliga 

resultatet av analysen är att LiDAR-systemet genererar ett punktmoln med allmänt 

bättre kvalitet, rumslig representation och essentiella detaljer. RGB-D-systemet 

producerar ett punktmoln med bättre densitet och upplösning och innehåller även RGB-

färg. 

Två system med olika sensorkonfigurationer har undersökts och implementerats under 

tiden för skrivningen av denna avhandling. Genom att undersöka olika SLAM-

algoritmer och sensorer har Brighthouse Intelligence fått djupare förståelse av de 

viktigaste problemen inom detaljerad och exakt miljörekonstruktion i realtid. Studien 
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har också skapat information om kvaliteten på båda punktmoln och vad som kan uppnås 

med de analyserade systemen. Forskningen har också varit till hjälp för att hitta 

potentiella användningsfall och hur man analyserar tredimensionella punktmoln. 
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