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“Oh what a tangled web we weave… (Scott, 1808)” 
Sir Walter Scott, 1771-1832 

 

 

1. Introduction 

 

The World Wide Web, or the Web, is a network of interconnected sites and 
hyperlinks between them. New structures can be added to this web by 
creating hyperlinks that have a source and a target. There are no regulations 
or quality control and links can be created to target any Web sites. Without 
any control of the hyperlinking the Web could get very tangled, chaotic even, 
but could there still be some structure in the chaos? Could hyperlinks reflect 
some offline phenomenon? Webometrics is a research field that tries to 
answer these questions among others and tries to find patterns and structures 
in the anarchy of hyperlinking on the World Wide Web.  

The Internet started to grow in 1969 when the first four computers were 
connected together at University of California Los Angeles (UCLA), University 
of California Santa Barbara (UCSB), Stanford Research Institute (SRI) and 
University of Utah (Leiner et al., 2000). Since then the Internet has rapidly 
grown into the global network of interconnected computers it is today. This 
network builds the infrastructure of the Internet. Sir Tim Berners-Lee (W3, 
2009) envisioned and invented another kind of network in 1989, a network of 
interconnected documents built on the Internet for global information sharing 
and exchange. This network has since then developed to the World Wide Web 
as we today know it. The World Wide Web is that part of Internet that we 
access and see through our Web browsers. It is built by the Web sites and the 
links between them. The Internet is a global network of computers connected 
by cables and the World Wide Web is a global network of content partly 
connected together by hyperlinks.  

Chakrabati, Dom, Kumar, et al. (1999) wrote that “the Web has evolved into a 

global mess of previously unimagined proportions.” Nobody can say exactly 
how large the Web actually is. Lawrence and Giles (1999a) estimated that the 
publicly available Web was 800 million pages large in 1999. Moore and 
Murray (2000) estimated that there were at least 2.1 billion indexable pages 
on the Web in July 2000 and that the estimated daily growth rate at that time 
was seven million pages each day. If the growth rate had been consistent, in 
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July 2007 there would have been about 20 billion Web pages. But with the 
increasing Internet penetration in the world it is probably feasible to assume 
that the growth rate of the Web is also increasing. One of the newer search 
engines, Cuil, claims to have indexed over 124 billion Web pages (Cuil, 2009). 
On top of that comes the “invisible Web” or the “deep Web” that is the part of 
the freely accessible Web that is for various reasons not covered by the search 
engines (see section 3.3.2) (Sherman & Price, 2001). These billions of Web 
pages are connected through billions of hyperlinks, creating a very tangled 
web.  

Search engines like Google, Bing, Yahoo! and Cuil help us navigate this tangled 
web of hyperlinks and documents and find the information we are looking for. 
The early search engines like AltaVista and Hotbot used the frequency of 
keywords in the documents to rank the results (Schwartz, 1998). This allowed 
easy manipulation of the ranking of the search results by just typing in many 
possible keywords in the documents. Google’s PageRank algorithm changed 
this. PageRank used hyperlinks and the network structure of the hyperlinks to 
rank the results (Brin & Page, 1998). PageRank treats links as references or 
recommendations. More inlinks suggest that the site receiving them is more 
valuable, but not all links are equal, according to Google. Just as some ties in a 
spider’s web are stronger than others (Vollrath, 2000) and some social ties 
between people are stronger than others (Granovetter, 1973; 1983), some 
links between Web sites are also stronger or more important than others. 
Links from a site that already receives many links are assumed to be more 
important than links from another site that does not have as many inlinks 
(Brin & Page, 1998). The success of Google (Compete, 2009) could be taken as 
an indication that PageRank works well and that PageRank gives more 
relevant results. PageRank showed that there is valuable information in the 
chaos of hyperlinks. Although Google’s ranking algorithm has probably 
developed considerably since 1998, it can still be assumed that Google and all 
major search engines use some kind of link based ranking algorithm.  

Hyperlinks on the Web can be created for probably as many reasons as there 
are Web sites. It is reasonable to assume that for instance hyperlinks to a 
municipal Web site in Finland are not created for the same reasons as 
hyperlinks to the British model Jordan’s Web site. This is why it is important to 
know the reasons why the links have been created. There is no control or 
quality assurance for what can be published and what kinds of hyperlinks can 
be created on the Web and to what sites. Even though links could be created 
randomly and for various reasons, there seem to be enough patterns so that 
valuable information and interesting phenomena can successfully be mined 
from them (Thelwall, Vaughan & Björneborn, 2005). There sometimes seems 
to be some underlying information in the hyperlinks that can be used in 
webometric studies to map trends and relationships. As links are sometimes 
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created to reflect offline phenomena they can be a valuable source of 
information for webometric research. 

1.1. Link analysis 

Hyperlinks have attracted researchers from many disciplines, as they try to 
create new knowledge from hyperlinks. Researchers from different disciplines 
studying the Web bring methods and experience from their own fields into 
Internet research and Web research. Two of these analytical methods and 
approaches that have emerged in the late 1990’s are hyperlink network 

analysis (HNA1) and webometrics. The hyperlink network analysis approach to 
Web research has its roots in social network analysis (SNA) (see section 2.3). 
In HNA links are treated like social ties between different actors. On the Web 
these actors are usually the creators of the Web sites or the organizations 
behind the Web sites. Hyperlink network analysis has usually studied how 
existing theories and methods from SNA can be applied on Web research and 
it has focused on the network structure and the single nodes in the networks. 
The information science approach, webometrics, has focused more on 
method development for both data collection and interpretation, and to 
develop methods for validating data with content analysis and link 
classifications to gain deeper understanding of linking (Park & Thelwall, 2003; 
Thelwall, 2006). The assumption both of these methods have, is that links 
indicate some action of their creators or a relationship between the people or 
organizations they connect. Links are created for some reason to fulfil a 
certain task and that is why they may reflect some offline phenomena. The 
Web is a problematic source of information for both of these approaches as 
there are no general rules or practices for link creation. This places emphasis 
on the data collection methods and interpretation of results, but the data 
collection may also be the strength of the research field. Unrestricted access2 
to publicly available data is a clear advantage when using the Web as a source 
of data for research. Also the relative timeliness of that data can be an 
advantage, although the age of data can sometimes be difficult to determine. 
The most exciting results from webometric studies may be those that 
correlate strongly with some offline trend or phenomena and that are 
validated through content analysis. In such cases webometrics would provide 
tools that can be used to produce results very fast, in contrast to other more 
traditional research methods like surveys and interviews that may take a long 
time.  

                                                           
1 All abbreviations used in this text are collected and explained in appendix A.  
2 Although restricted by the tools available for data collection. See section 3.3. 
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Link creation may seem to be a totally random process, anarchistic even, but 
both hyperlink network analysis and webometrics try to find patterns in the 
chaos of Web links and find some deeper meaning from them. Webometrics is 
still a very young field of research. Almind and Ingwersen (1997) set the 
foundations for webometrics and also gave the research field its name just 
over a decade ago in 1997.  Since then the majority of webometric studies 
have focused on developing and improving methods for link data collection 
and processing, and interpreting the results. These early webometric studies 
include among others studies about the use, quality and coverage of 
commercial search engines (Bar-Ilan, 1999; Ingwersen, 1998; Lawrence & 
Giles, 1999a; Rousseau, 1997; Snyder & Rosenbaum, 1999; Thelwall, 2001a), 
networks and small worlds on the Web (Björneborn, 2004; Björneborn & 
Ingwersen, 2004) and the use of links as indicators of business performance 
and business competitive positions (Vaughan, 2004a; Vaughan & Wu, 2004; 
Vaughan & You, 2005; 2006). Hyperlinks have been suggested to give evidence 
about quality (Brin & Page, 1998), visibility (Vreeland, 2000; Chu, He & 
Thelwall, 2002; Yi & Jin, 2008) and impact of a collection of Web sites 
(Ingwersen, 1998) or different academic subjects (Thelwall & Price, 2003). 
Links have been used to trace patterns of informal scientific communication 
(Wilkinson, Harries, Thelwall & Price, 2003), patterns in interlinking between 
academic Web sites on both national and international level (Thelwall, 2002a; 
Thelwall & Smith, 2002a), and links have been found to correlate with 
research ratings in universities (Smith & Thelwall, 2002; Thelwall, 2001b; Tang 
& Thelwall, 2003; Li, Thelwall, Musgrove & Wilkinson, 2003).  

Hyperlink network analysis studies the structure and nodes of hyperlink 
networks using existing methods and tools from social network analysis. 
Measures like density and centralization (Scott, 1991; Wasserman & Faust, 
1994), Bonacich’s eigenvector centrality (Bonacich & Lloyd, 2001), Freeman’s 
degree centrality, closeness centrality and betweenness centrality (Freeman, 
1979), cluster analysis (Aldenderfer & Blashfield, 1984) and quadratic 
assignment procedure (Krackhardt, 1992) have been used to study patterns in 
hyperlink networks and in particular social and communicative functions of 
the networks and in the networks. Earlier studies in hyperlink network 
analysis include studies about computer-mediated communication (Garton, 
Haythornthwaite & Wellman, 1997; Jackson, 1997), political communication 
(Park & Thelwall, 2008a), trust (Palmer, Bailey & Faraj, 2000), social 
movements (Halavais & Garrido, 2003; Biddix & Park, 2008), affiliation 
networks (Park, Barnett & Nam, 2002), and how offline behaviour transfers to 
online actions (Park & Thelwall, 2008b; Park & Kluver, 2009). Otte and 
Rousseau (2002) combined information science with social network analysis 
and showed that methods from social network analysis could be used 
successfully in information science.  
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Keeping in mind the nature of the Web, where anyone with the necessary 
skills can publish anything on it without any censorship or quality control, it is 
remarkable that results from hyperlink analysis can correlate with other 
information sources of known value. The results from earlier webometric 
studies and studies using HNA have collectively increased knowledge of how 
search engines function and perform and how link data gathered from the 
Web should be processed and interpreted for informetric purposes. The 
results from previous studies have shown how links and networks they create 
between Web sites can be used to improve Web information retrieval and 
how links can be used to indicate real world phenomena both in academia and 
business. However, much less has been written about government Web sites. 
This research redresses this imbalance through a study of local government 
Web sites in the region of Finland Proper (Varsinais-Suomi in Finnish, 
Egentliga Finland in Swedish) in the south-western part of Finland.  

1.2. Region of Finland Proper 

In 2006 the regional and local administration levels in Finland were divided 
into six provinces, 20 regions and 431 municipalities (Local Finland, 2009). The 
provinces are on level 2 on the Nomenclature of Territorial Units for Statistics 
(Nomenclature des Unités Territoriales Statistiques - NUTS) scale (Statistical 
Regions of Europe, 2009). The regions are on NUTS-3 level and the more 
unofficial regions called functional regions are placed on NUTS-4 level, which 
is equal to the newer LAU 1 level (Local Administrative Units). The 
municipalities are on NUTS-5 level, which equals to the newer LAU 2 level.  

The region of Finland Proper is located in the south-western part of Finland 
and its area is slightly smaller than Wales, Israel or New Jersey. About half of 
this area is land and the rest is sea. In January 2006 the population in the 
region was 456,000 people. The city of Turku was the capital of the region and 
had over 170,000 residents, which was about 37% of the whole population in 
the region. Some of the municipalities in the region were very small: 45 
municipalities had less than 10,000 residents and 22 municipalities had less 
than 2,000 residents. The two smallest municipalities in the region, Iniö and 
Velkua, both had about 250 residents. At the time of the data collection for 
this research Finland was in the middle of a municipal reform where municipal 
mergers were carried out to create new, larger municipalities. The goal with 
the municipal mergers was to remove excessive operations and to create a 
more efficient local administration.  

The region of Finland Proper has five functional regions (Figure 1.1). Existing 
cooperation between the municipalities and commuting for work have been 
used as criteria when forming the functional regions. Because of this, 
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municipalities in the same functional region have to be close to each other 
and sometimes they are even neighbours. The functional region of Loimaa 
(coloured blue in the map) is known for agricultural and provisions 
production. Salo (coloured green in the map) is a leader in high technology 
industry and contains some of mobile phone manufacturer Nokia’s main 
plants. The region of Turunmaa, or Åboland in Swedish, (coloured orange in 
the map) attracts tourism for its unique archipelago and the region of Vakka-
Suomi (coloured red in the map) hosts Finland’s car factory and main metal 
industry. Turku, the capital of Finland Proper, is an old university city with high 
quality research and manufacturing, e.g. in biotechnology, which are also 
typical for the functional region of Turku (coloured gray in the map).  

 

Figure 1.1. Municipalities and functional regions in the region of Finland 

Proper 
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Finland is a bilingual country with two official languages: Finnish and Swedish. 
Finland was part of Sweden until 1809 and this bond between the two 
countries is still visible through the minority languages in both countries. 
About 6% of the population in Finland speaks Swedish as their first language. 
Some municipalities, especially along the long western and south-western 
coastline opposite Sweden, are almost 100% Swedish-speaking. Language 
plays an important role even on the Web. Some municipalities, with a strong 
Swedish-speaking population, have their Web sites or parts of their Web sites 
in both of these languages. Often these municipalities also have two domains, 
one in Finnish and one in Swedish, corresponding to the name of the 
municipality in these languages. The municipality of Pargas for instance, is 
Pargas in Swedish and Parainen in Finnish, and the municipality has two 
domains, www.pargas.fi and www.parainen.fi. This bilingualism that is visible 
even on the Web may have an impact on data collection and link creation and 
is thus one of the objects of study in this research. 

1.3. Motivation and objective 

The Web is an enormous source of information. The content of Web pages is a 
visible kind of information, but the Web also contains information of a more 
hidden kind, like the connections that hyperlinks create between different 
Web sites and what those connections and hyperlink networks represent. The 
research field of webometrics tries, among other things, to create new 
knowledge from this hidden information embedded in the hyperlink structure 
on the Web and to understand what kinds of real world phenomena and 
relationships it may represent.  

From a broad perspective, the goal of this research is to increase 
understanding of linking behaviour on the Web and especially of government 
related Web linking. This research studies how municipalities in the region of 
Finland Proper are represented on the Web and how they create hyperlinks 
and receive hyperlinks. The present research investigates municipal 
interlinking, co-inlinking and co-outlinking networks and studies what kind of 
offline relationships, if any, could be read from these networks. Could 
hyperlinks be used to map cooperation between the municipalities, and could 
linking data be used to map possible future municipal mergers? Could linking 
networks reveal something about the geopolitical connections between the 
municipalities in the region?  

This research will also contribute to the research field of webometrics by 
developing some new methods and evaluating the usability of some existing 
methods from social network analysis for webometric research. Hyperlinks are 
created for many different reasons and because of this link data can contain a 
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lot of noise and e.g. duplicated links. For a webometric research it is important 
to collect the best possible link data by trying to exclude noise in the data. This 
research develops and evaluates webometric methods and methods to filter 
the best possible data from different linking types (interlinking, co-inlinking 
and co-outlinking). An extensive set of methods from social network analysis 
will be tested and their usefulness for webometric research will be assessed. 
Both webometric methods and methods from social network analysis will be 
used and whether these could be used to study existing cooperation and 
other possible relationships between municipalities in Finland will be 
evaluated and discussed.  

The results could bring a new perspective to the ongoing discussions about 
municipal mergers in the region of Finland Proper and even provide indicators 
of the most suitable future mergers. The research will also analyze the extent 
to which the Web is a useful source of information about Finnish 
municipalities in the sense of a) giving reasonably reliable information and b) 
giving information that is not possible to obtain by other methods, is not 
reliable from other methods (and hence needs triangulation with Web data) 
or is more difficult or slower to obtain by other methods.  

1.3.1. Research questions 

To fulfil the goals of this research, three research questions have been 
formulated: 

Research question 1: How do municipalities in the region of Finland 

Proper use the Web? 

In general research about Web use, as stated in research question 1, 
could include user behaviour, traffic and e.g. usability, in addition to 
various properties of the Web sites. However, in this webometric 
research investigating “use of the Web” is limited to hyperlinking 
(both to and from the municipal Web sites) and quantitative 
properties of the Web sites, e.g. size and age.  

Earlier studies have shown how larger and older Web sites attract 
more links, leading to a “rich get richer” phenomenon. This research 
investigates whether this is also the case in governmental Web sites. 
Do “richer” municipalities “get richer” on the Web? The size and the 
age of the researched Web sites will be measured, as well as the 
number of inlinks and outlinks. The presence of power law 
distributions in the link counts could be an indication of a “rich get 
richer” phenomenon or growth due to preferential attachment (see 
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sections 2.2.5 and 2.2.4). If this is the case, then it could be an 
indication of an unfair exaggeration of the real situation of the 
municipalities, a possibility that may have a great impact on the 
formation of linking networks.  

The amount of inlinks and outlinks will also be used to study the 
possible impact and visibility of the Web sites. It will be investigated 
whether some type of Web Impact Factor could be a useful measure 
for governmental Web sites. What could actually be measured with a 
Web Impact Factor on governmental Web sites? In the calculations of 
the WIFs both Web site sizes and population of the municipalities will 
be used and their usability will be discussed. 

Some of the researched municipalities are bilingual, which raises the 
question of how language might influence linking behaviour. How 
does bilingualism affect linking? This study will assess how municipal 
Web sites that have two domains in two different languages are linked 
to and whether there is a correlation between the proportion of 
inlinks to a domain in one language and the proportion of population 
that speak that language as their first language. Does language play a 
part in linking patterns? When the majority of the population in a 
municipality have Swedish as their first language, does the Swedish 
domain of the municipality’s Web site receive the majority of the 
inlinks? 

Research question 2: Can links (interlinking, co-inlinking and/or co-

outlinking) be used to map cooperation between municipalities?  

Adjacency is assumed to be a requirement for cooperation, so the 
linking networks are tested against adjacency of the municipalities. 
Different measures of adjacency will be used: 1) neighbourhood, 2) 
exact distance between municipalities and 3) belonging to same 
functional regions. The aim is to map possible geographic trends in 
linking between, to and from municipalities in Finland Proper and to 
investigate whether these linking networks can be used to map 
cooperation or some other existing offline trend or phenomena 
between the municipalities.  

Does local government Web site interlinking, co-inlinking and co-
outlinking in the region of Finland Proper follow geographic patterns? 
Do the linking networks indicate cooperation between the 
municipalities? Can links (interlinking, co-inlinking and/or co-
outlinking) be used to add something to the ongoing discussions 
about municipal mergers or even be used to predict future municipal 
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mergers? To answer the questions asked the linking data will be 
analyzed and compared with geographic data using three different 
methods; 1) linking data will be converted into site-by-site matrices 
and compared with a matrix based on neighbourhood in the region, 2) 
exact link counts will be compared with exact distances between the 
municipalities, and 3) the linking networks will be converted into block 
density matrices according to the functional regions to analyze the 
linking in and between the functional regions.  

Research question 3: What are the most important motivations for 

interlinking between, co-inlinking to, and co-outlinking from municipal 

Web sites in the researched region? 

Hyperlinks can be created for a multitude of different reasons. 
Although all links technically may look the same, they can reflect 
many different motivations. Nothing can be said about the possible 
findings or discovered trends in linking networks unless something is 
known about the motivations to create the links. Hence it is important 
to ask some questions about the linking motivations. Why do local 
government Web sites in Finland Proper interlink? What are the 
motivations to create co-inlinks to and co-outlinks from municipal 
Web sites? Why have the links been created? What purpose do the 
links fulfil? What type of links are created and how can they be 
classified? A content analysis of link creation motivations with a 
suitable classification for interlinking, co-inlinking and co-outlinking 
will be done to answer the third research question.  

Motivations to create interlinking links (on municipal Web sites), co-
inlinking links (on other Web sites) and co-outlinking links (on 
municipal Web sites) will be studied by classifying the links according 
to the purpose and type of the links. Because the researched set of 
links is created on municipal Web sites or to target municipal Web 
sites, it could be assumed that this official nature of the Web sites will 
reflect on the links as well, and hence the classification of the links 
may not leave too much room for interpretation. In that case the use 
of a single classifier to classify the linking motivations might be 
sufficient.  

In this research the reliability and validity of the data collected from hyperlinks 
is assessed by correlations with other existing offline information sources, like 
adjacency of the municipalities in the region (research question 2) and 
through content analysis (research question 3). In a way, this research uses 
triangulation to ensure the reliability and validity of the results, as the answers 
to one of the research questions will confirm the answers to the other 
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research questions: motivations for linking (research question 3) will confirm 
and explain the possible trends discovered in the linking networks (research 
question 2), and the properties of the nodes and the linking networks 
(research question 2) will support findings of the Web site properties and the 
use of the Web links (research question 1).  

1.4. Structure of the dissertation 

This thesis is divided into seven chapters. In the first chapter the background 
and the research questions are presented. The research questions are quite 
general and they include many different aspects of the Web sites and the 
linking that will be researched.  

The second chapter presents earlier research about the dynamic structure of 
the Web (section 2.2.2), small world phenomenon (section 2.2.3), power law 
distributions (section 2.2.4) and how a discovered power law distribution 
could be an indication of growth due to preferential attachment (section 
2.2.5). The possible network growth by preferential attachment is of special 
interest for this research as it is hypothesized to result in an unfair 
representation of the real situation on the Web and hence, it could have an 
impact on the second research question. This hypothesis leads to the 
exclusion of the most influential node from the network and the analysis of 
the reduced, but possibly a more accurate network, in section 6.2.5. The 
hypothesis and the results are discussed in section 7.2.2.  

Some methods from social network analysis that are used in this research are 
presented and explained in chapter 2. Different matrix similarity measures are 
presented in detail (section 2.3.5) as these will be very important in answering 
the second research question. The results of the matrix similarity measures for 
different linking types are discussed in sections 7.3 (interlinking), 7.4 (co-
inlinking), and 7.5 (co-outlinking).  

Chapter 3 describes different link data collection methods such as web 
crawlers (section 3.2.1) and search engines (section 3.2.2), and presents some 
earlier webometric studies (section 3.4) and hyperlink network analyses 
(section 3.5). The link data collected with different methods usually contains 
some noise and some data cleansing is usually required. Methods to obtain 
the best possible quality and reduce noise in the link data is presented in 
section 3.3. This section has a clear impact on the link data collection in this 
research.  

As was stated earlier, nothing can be said about possible discovered trends or 
connections in the linking networks unless the linking motivations are known. 



12 

Answering the third research question will give information about the linking 
motivations and with that, increase the reliability of the results to the other 
research questions. Chapter 4 presents earlier research about link 
classifications and studies about linking motivations. The chapter begins with 
a short overview of citation motivations. The short discussion about citation 
motivations is included because of the analogies and technical similarities 
between citations and hyperlinks. It should however be emphasized that citing 
and linking are very different phenomena and they are only that, analogous.  

The methodology used in this research is presented in chapter 5. The research 
design of the research builds on the Information science approach to link 

analysis presented by Thelwall (2004). The methodology chapter presents the 
identification of the researched Web sites (section 5.3), link data collection 
(section 5.4) and data cleansing (section 5.5). The research methods that were 
used to answer the first two research questions are presented in section 5.6 
and the methods used to answer the third research question, and with that, 
validate the results through content analysis, are presented in section 5.7. 

The results are presented in chapter 6, which is divided into four parts; the 
first part answers the first research question by presenting descriptive link 
data that was collected and analyzed (section 6.1). The second and the third 
research questions are answered in the following three parts of the chapter: 
part two of chapter 6 presents the municipal interlinking in the region of 
Finland Proper and the motivations for interlinking (section 6.2), part three 
presents co-inlinking to the municipalities in the region, co-inlinking 
connections between the municipalities, and the motivations to create co-
inlinking links (section 6.3), and part four presents the results from co-
outlinking analysis on the municipalities in the region and the motivations to 
create the co-outlinking links (section 6.4).  

Chapter 7 discusses the results (sections 7.2 to 7.5), possible limitations with 
this research (7.8) and suggestions for future research (7.10). The discovered 
answers and the most important findings to the first research question are 
discussed in section 7.2. This section includes discussion about the 
characteristics of the municipal Web sites in the region of Finland Proper 
(section 7.2.1), power law distribution as an indicator of unfair representation 
(section 7.2.2), linking to bilingual Web sites in the region (section 7.2.3), a 
novel methodology to collect the most accurate age of Web sites (section 
7.2.4), and a discussion of the usefulness of the Web impact factors for 
municipal Web sites (section 7.2.5). Sections 7.3 to 7.5 discusses the results 
and answers to the second and third research questions according to linking 
type so that interlinking is discussed in section 7.3, co-inlinking in section 7.4, 
and co-outlinking in section 7.5. The chapter and the thesis end with 
suggestions for future research in section 7.10.  
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“If human life were long enough to find the ultimate theory,  
everything would have been solved by previous generations. 

Nothing would be left to be discovered.” 
Stephen Hawking, 1942- 

 

 

2. Network Analysis 

 

The birth of graph theory is related to how the problem with the seven 
bridges of Königsberg puzzled Leonhard Euler in the 18th century. In 
Königsberg it was a popular activity to walk along the banks of Pregel River 
and to cross the seven bridges over it. It was a popular puzzle in the city to try 
to start on one side of the river and to try to cross each of the seven bridges 
only once and end where one had started. It was an unsolved puzzle until 
Leonhard Euler turned the problem into a graph by replacing land areas with 
nodes and bridges with links connecting the nodes. From this graph he could 
mathematically prove that such a walk that would cross each bridge only once 
and end where it had started was not possible. Such a walk was not possible 
until later when another bridge was built over the Pregel River. By solving the 
problem with the seven bridges of Königsberg Euler had started a new 
research field, graph theory (Barabási, 2002) 

2.1. Real world networks 

Graph theory or network analysis has become a popular type of research and 
thanks to some interesting breakthroughs and some bestselling books about 
networks and graph theory (e.g. Buchanan, 2002; Barabási, 2002; Strogatz, 
2003; Watts, 2003) a wider audience has become aware of the topic. One of 
the key concepts in network analysis is adjacency (Johanson, Mattila & 
Uusikylä, 1995). Two adjacent nodes in a network are assumed to have a 
stronger bond between each other than to other nodes further apart. 
Adjacent nodes are connected together by a link between them and this 
connection or link represents some kind of relationship between the nodes. 
Motivations for creating the link explain why the two nodes are adjacent and 
what their adjacency means in the network. The nodes and the links between 
them define what the network is about and what kind of information can be 
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discovered from it. There are different kinds of networks and Newman (2003) 
divides networks in the real world into:  

1) Social networks. Studies of social networks can include e.g. studies of 
terrorist networks (Fellman, 2008), voting patterns in the Eurovision 
song contest (Dekker, 2008), distance between humans (Milgram, 
1967), informal networks in companies (Krackhardt & Hanson, 1993) 
and the transmission of diseases (Klovdahl et al., 1994; Liljeros et al., 
2001; Newman, 2002), among many others.  

2) Information networks. Studies of information networks include e.g. 
studying patterns of co-authorship (De Castro & Grossman, 1999; 
Newman, 2004), mapping networks of scientific papers (De Solla 
Price, 1965), mapping potential future collaborations of scholars 
(Boyack, 2009), creation of maps of science (Small & Garfield, 1985; 
Leydesdorff, 1987; Small, 1999; Cahlik, 2000; Boyack, Klavans & 
Börner, 2005), and to visualize and study online communication 
(Prabowo et al., 2008). The World Wide Web may in fact be the 
largest information network in the world (Newman, 2003). 

3) Technological networks. Examples of technological networks include 
road networks, power grids, railways, river networks, telephone 
networks and the structure of the Internet to name a few (Newman, 
2003).  

4) Biological networks. Studies of biological networks include e.g. 
research in ecology to study preserving of threatened species (Urban 
& Keitt, 2001), research about genetic networks (Goh et al., 2007), 
and mapping the structure of food webs and neural networks 
(Newman, 2003). 

These are just a few examples of studies where methods from network 
analysis have been successfully used. Network analyses often include studies 
about the individual roles different nodes have in the network, mapping of 
various subgroups in the network and investigations about the overall 
structures of the networks. Social network analysis (SNA) is a set of methods 
to map and analyze, both visually and mathematically, networks that are 
usually built of people, organizations or other social groups and the 
connections between them (Wasserman & Faust, 1994), but different kinds of 
networks can be studied with the same methods. For instance, a Web site’s 
link structure can be seen as a directed graph (Yang & Liu, 2009) and in fact, 
the Internet is a directed network of interconnected computers and the whole 
Web is a network of documents interconnected by hyperlinks (Dorogovtsev & 
Mendes, 2002). Because the Web in fact is a very large communication and 
interaction network methods from social network analysis can be used to 
study it.  
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2.1.1. Terminology  

The terminology involved with studying networks can be quite confusing as 
different disciplines use their own terminology to indicate similar things. 
Mathematicians use the term graph theory, sociologists use the term social 

network analysis and physicists talk about complex networks. When it comes 
to networks, mathematicians and computer scientists study the graph 
structure of the Web (e.g. Kleinberg et al., 1999; Deo & Gupta, 2001), 
sociologists study the social structures (e.g. Granovetter, 1973; 1983) and the 
information scientists study the possibilities to study scholarly communication 
and collaboration networks (e.g. Borgman & Furner, 2002). The visual 
representation of a network is frequently called a graph across different 
disciplines, while a network is a set of objects connected to each other.  

Different disciplines use different terms for the components of a network. A 
node in a network, that can represent a person, organization or a Web site, is 
usually called a vertex in mathematics, site in physics, actor in sociology and 
node in computer science (Newman, 2003). Likewise a connection between 
the nodes is called an edge in mathematics, bond in physics, tie in sociology 
and a link in computer science (Newman, 2003). Björneborn (2005) developed 
a detailed link typology and terminology for webometrics (Figure 2.1) that will 
be followed throughout this text. The primary target of webometric research 
is the hyperlink or the link that is located on a source page and ends at a 
target page. A Web page can be defined as a document that has its own URL3, 
while a Web site is the sum of all Web pages and directories under the same 
domain. Visitors to a Web page can use the links to move from one page or 
part of a page to another. In this sense all links could in fact be seen as 
navigational links (Haas & Grams, 1998a).  

What the links are called depends on from which node or Web site they are 
studied from. A single link can be called an inlink or an outlink, depending on 
whether it is studied from the source page or the target page. In Figure 2.1 
letters indicate nodes that are Web sites and arrows depict links between the 
nodes and that they have a direction. For instance, B has an inlink from A and 
an outlink to C. Inlinks are links that target the studied Web sites and the 
webmasters of the studied Web sites have only little control over where or 
how many inlinks their Web site receives. Outlinks are links created on the 
studied Web sites by the webmasters and they target other sites outside the 
studied Web sites. Inlinks have sometimes also been called backlinks (e.g. 

                                                           
3 A URL or a Uniform Resource Locator shows the location of files on the Web. A URL 
has the following structure: http://www.domain.com/path/file.html, where the URL 
points to a file or a Web page named file.html, that is located in a directory called 
path, which is under the top level domain domain.com.  
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Chakrabarti, Gibson & McCurley, 1999). Node B also has a selflink to itself. 
Bar-Ilan (2004a) wanted to better understand internal links, links within a Web 
site, and studied what she called self-linked and self-linking, analogous to self-
citing and self-cited in bibliometrics. She found that most of the links in fact 
were navigational, but that the number of content-bearing links was still 
significant.  

In Figure 2.1 below, node I is isolated because it has neither in- or outlinks. 
Search engines primarily use Web crawlers to find new sites and new pages to 
be added to their databases. These Web crawlers use the link structure when 
they move on the Web. Node I would be a Web site or a Web page that search 
engines would not be able to find as it has no inlinks, unless someone submits 
information about the Web site directly to the search engine. E and F have 
reciprocal links because they link to each other, they have a mutual 
connection. Reciprocal ties or links may be more transitive than nonreciprocal 
links (White & Houseman, 2003). This could mean that reciprocal links form a 
stronger connection through which information would pass on easier. In a 
similar way we can assume that two people have a stronger connection 
between them if they are both friends with each other. Node B links to both C 
and D, which analogous to co-citations means that C and D are colinked. B and 
E both have a link to D, meaning that B and E are colinking. B and E have a 
mutual interest to D, analogous to bibliographic coupling. A has a transversal 

outlink to G. The so called transversal links are links that function as short cuts 
between Web clusters of different topics located in different areas of the 
network (Björneborn & Ingwersen, 2001; Björneborn, 2004). They function as 
paths from one topic to another in the same way as weak ties connect 
different social groups together (Granovetter, 1973; 1983). These links may 
lead to serendipitous experiences because following them may take the 
visitors to completely new and even unexpected content (Björneborn, 2004). 
Because links are directed, H can be reached by a direct link path from A, but 
H cannot be reached from C, as C does not have any outlinks.  
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Figure 2.1. Basic network terminology (Björneborn, 2005) (figure reproduced 

with the permission of Björneborn) 

In terms of social network analysis Figure 2.1 above is a directed graph in 
which the arrows indicate the direction of the links and with that, the 
direction of the relationships (Wasserman & Faust, 1994). The graph in Figure 
2.1 is dichotomous because it only shows whether there is a connection 
between the nodes or not, the links are not valued. In a valued graph the 
strength of the connections would also be available. This strength is often 
indicated with the width of the line: wider lines indicate stronger connection 
or relationship.  

A walk in a graph is a sequence of nodes and links where nodes are adjacent 
to each other and connected through a direct link between them (like the 
walks over the seven bridges in Königsberg). A walk from node A to node F in 
Figure 2.1 above could have the following sequence: A, B, D, F. A path is a 
distinct walk, where all nodes and all links are unique. This means that each 
node and each link in a path can only be used, or passed through once. A path 
from A to F in Figure 2.1 would have to have the sequence: A, B, D, F. A 
shortest path between two nodes is called a geodesic and the length of such a 
path is called a geodesic distance. In Figure 2.1 there are two possible paths 
from A to G, one that goes through B, D and F, and one that goes directly from 
A to G. The path directly from A to G is a geodesic and the geodesic distance 
from A to G is therefore one. The diameter of a graph is the longest geodesic 
that exists in the graph. It is a measure of how long the distance between the 
two nodes that are furthest apart is. In Figure 2.1 above, the diameter is 
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infinite because of the disconnected node I, but if node I would be ignored, 
the longest geodesic would be the path from A to E and it would go through B, 
D and F and the diameter would be 4. If the graph was not directed, the 
diameter would be three, because the longest geodesic could have the 
sequence A, B, D, E. A dyad in a network consists of two nodes and the link 
between them, representing the smallest possible unit of subgroups or 
relationships in a social network. Triads are groups of three nodes and the 
links between them (Wasserman & Faust, 1994).  

A graph can also be represented in a matrix, of which the most basic form is 
an adjacency matrix, as it shows whether two nodes are adjacent or not, or 
whether they have a connection to each other or not. The data in the matrix is 
therefore binary or it is said to represent dichotomous data. According to 
Wasserman and Faust (1994), an adjacency matrix is usually called a 
sociomatrix in social network analysis.  The basic network data set is an n X n 
matrix M, where n equals the number of nodes in the analysis. Each cell 
indicates the strength of the relationship or in a binary matrix whether a 
relationship between two nodes exists or not. Park, Barnett and Nam (2002) 
studied hyperlink-affiliations between Korea’s top Web sites from the 
perspective of Web site credibility. They used a simple binary matrix where a 
zero indicated the lack of a link and a 1 indicated the existence of a link. Such 
a matrix can be called a binary connectivity matrix. Table 2.1 below is the 
adjacency matrix or a binary connectivity matrix of Figure 2.1 above.  

The matrix in Table 2.1 is asymmetrical because not all the relationships are 
reciprocal. The rows show the out-connections or the outlinks while the 
columns show the in-connections or the inlinks. From the matrix it can be read 
that A has a relationship with B, but that B does not have a relationship with 
A. The only reciprocal connection is between E and F, just like in Figure 2.1 
above.  

Table 2.1. Simple network matrix, based on Figure 2.1 

A B C D E F G H I

A 0 1 0 0 0 0 1 0 0

B 0 1 1 1 0 0 0 0 0

C 0 0 0 0 0 0 0 0 0

D 0 0 0 0 0 1 0 1 0

E 0 0 0 1 0 1 0 0 0

F 0 0 0 0 1 0 1 0 0

G 0 0 0 0 0 0 0 0 0

H 0 0 0 0 0 0 0 0 0

I 0 0 0 0 0 0 0 0 0  
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In the proposed terminology by Björneborn (2004) two sites receiving links 
from a third site are said to be colinked. In a similar manner, two sites linking 
to a third are said to be colinking. Here an extension of this terminology is 
proposed and used throughout the text: the analysis of sites that are colinked 
is co-inlink analysis and the analysis of sites that are colinking is co-outlink 

analysis. Web sites that are colinked could also be said to be co-inlinked and 
sites that are colinking could be said to be co-outlinking, while colinking could 
refer to both in- and outlinking. The proposed extension clearly defines 
whether the researched links are in- or outlinks.  

The terminology defines different areas of webometric research based on the 
link types that are studied. In Figure 2.2 below the researched area of Web 
sites is represented by the nodes A and B. In each case A and B represent the 
set of Web sites to be researched. Even if the researched set of Web sites 
stays the same, different types of links between, to and from the sites define 
the type of research that is conducted. Nodes A and B are interlinked together 
or A and B are interlinking through direct reciprocal links, or mutual links 
between them. Interlinking links are created by the researched Web sites and 
these links are assumed to reveal something about the direct connections or 
existing relationships between the sites.  

Co-inlinking is based on cocitation analysis (Small, 1973): if a single document 
cites two other documents, these documents are likely to have similar 
content, and the more often they are cited together, the stronger the 
similarity is assumed to be. Nodes A and B in Figure 2.2 are co-inlinked 
together by C. Something in C joins A and B together and because of that it 
can be assumed that A and B have some kind of a connection or that they are 
similar. Co-inlinking may reveal something about the external view on the 
relationships between the studied set of Web sites.  

Co-outlinking is based on bibliographic coupling where two documents are 
assumed to be similar if they both cite to a third document (Kessler, 1963; 
1965). A and B are co-outlinking to D, they have a mutual interest to D. There 
is something in D that both A and B have found interesting or valuable enough 
to link to. The content of the target site D may reveal something about what 
kind of shared interests the organizations have.  
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Figure 2.2. Different linking types researched in webometrics

Instead of similarity the colinks (both co-inlinks and co
something else also, e.g. competitive position
relationships between the organizations the sites represent. 
may reveal depends on the motivations why the links have been created. 
nodes in Figure 2.1 and Figure 2.2 could be people and the links could indicate 
friends or relatives, the nodes could be businesses and the link could
cooperation or concurrence, or the nodes could be Web sites and the links 
could be hyperlinks between the Web sites. 
very large network of Web sites as nodes and hyperlinks creating the directed 
links between them.  

2.2. The nature of the Web

The Web can be a very challenging environment to research simply because of 
its size and the broad variety of content and motivations for link creation. But 
even from the anarchy on the Web, some patterns and regularities have bee
discovered. Some of the patterns discovered are in fact common to all 
complex networks (see section 2.2.3.). Because of the network structure on 
the Web, it can be studied with methods developed for network analysis. 
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The Web can be a very challenging environment to research simply because of 
its size and the broad variety of content and motivations for link creation. But 
even from the anarchy on the Web, some patterns and regularities have been 
discovered. Some of the patterns discovered are in fact common to all 

Because of the network structure on 
the Web, it can be studied with methods developed for network analysis.  
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2.2.1. The size of the Web 

Lawrence and Giles (1998) estimated that the size of the indexable Web was 
roughly 320 million pages and a year later they estimated that the publicly 
available Web was 800 million pages large (Lawrence & Giles, 1999a). These 
“rough” estimates (Dahn, 2000) gave some direction to the size of the Web at 
that point in time. Moore and Murray (2000) estimated that there were at 
least 2.1 billion indexable pages on the Web in July 2000 and that the 
estimated daily growth rate at that time was seven million pages each day. If 
the growth rate would have been consistent, in July 2007 there would have 
been about 20 billion Web pages, but with the increasing Internet penetration 
in the world (Internet World Stats, 2009) it is feasible to assume that the 
growth rate is also increasing. Gulli and Signorini (2005) estimated that there 
were over 11.5 billion indexable Web pages, which fits with the growth rate 
calculated by Moore and Murray (2000), but one of the newer search engines, 
Cuil, claims to have indexed over 124 billion Web pages (Cuil, 2009). On top of 
that is the whole “invisible Web” which is the part of the Web that is not 
accessible and covered by search engines (Sherman & Price, 2001). The 
invisible Web is the term most often used to cover all of the Web content that 
is not accessible through search engines, while the deep Web or the hidden 
Web usually means pages that are dynamically created due to a query or to a 
request that the visitors to a Web page make (Shestakov, 2008). Such 
dynamically created pages may not be possible to include in studies about the 
Web and even if they were included they may distort the figures by creating 
infinite amount of pages and links as answers to Web crawlers’ requests. This 
hidden part of the Web has been estimated to be 500 times as big as the 
indexable Web (Bergman, 2000), but because of the dynamic nature of the 
Web this figure may no longer be accurate.  

There are four different types of invisibility on the Web: 1) the opaque Web, 
which contains files and pages that could be indexed by search engines but 
that for some reason are not, 2) the private Web, that contains pages and 
sites that have deliberately been excluded from search engines, 3) the 
proprietary Web, that includes sites that have restricted access, like password 
protected pages, and 4) the truly invisible Web, that includes those pages that 
for technical reasons cannot be crawled and added to search engines’ 
databases (Sherman & Price, 2001; Ford & Mansourian, 2006). The sheer size 
of the Web makes it a very challenging source of information for research.  

Albert, Jeong and Barabási (1999) and Barabási, Albert and Jeong (2000) 
measured the diameter of the Web and found the average distance between 
two random Web documents to be 19 links. This suggested that one could 
move from any random page on the Web to any other random page through 
roughly 19 clicks. This also suggested that the Web is highly connected. Broder 
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et al. (2000) drew a graph of the Web using 200 million 
billion links. Their research resulted in the groundbreaking Bow
which includes parts of both the visible Web and the invisible Web (
2.3). The Bow-Tie model illustrated the structure of the publicly indexable 
Web. Most Web pages or nodes belong to one of 
model: the central area that is called SCC (Strongly Connected Component) 
and the two areas called IN and OUT. Inside the strongly connected 
component any two pages or nodes can be connected by a path of edges or 
links between them. In the strongly connected component the diameter could 
be quite low. If the path is started in the IN part, it can reach any node inside 
the SCC, but the opposite is not possible because the links only go in one 
direction, from IN to SCC. There are no links going to the IN component and 
hence it cannot be easily reached by Web crawlers. Nodes in the OUT part can 
be reached from the core, but again, the opposite is not possible. It is not 
possible to move from the OUT part into the strongly connected cor

Figure 2.3 The Bow-Tie model (

Approximately the same amount of nodes that belong to one of the three 
already mentioned parts, belong to a set called TENDRILS. These do not have 
any directed paths to or from the central core, but they have paths to either 
or both of the IN and OUT parts of the model. TUBES again can connect the IN 
part with the OUT part directly. Some Web pages are completely 
disconnected. New Web sites and new Web p
there has not been enough time for anyone to find them and create links to 
them.  
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(Broder et al., 2000). 

Approximately the same amount of nodes that belong to one of the three 
already mentioned parts, belong to a set called TENDRILS. These do not have 

directed paths to or from the central core, but they have paths to either 
or both of the IN and OUT parts of the model. TUBES again can connect the IN 
part with the OUT part directly. Some Web pages are completely 
disconnected. New Web sites and new Web pages are often disconnected, as 
there has not been enough time for anyone to find them and create links to 
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The study by Broder et al. (2000) showed that the four different parts of the 
Web are roughly the same size. This means that very large portions of the 
Web are not easily accessible through search engines. Their study also showed 
that there are many disconnected Web sites and that some sites cannot be 
reached from the rest of the Web because they only have outlinks. This means 
that it is not always possible for any two random Web sites to be connected 
through a chain of hyperlinks, which means that the average diameter of 19 
clicks (Barabási, Albert & Jeong, 2000) is not quite accurate for the whole 
Web. It may be accurate for the strongly connected component but not for 
the whole graph. A modification of the bow-tie model was given by 
Björneborn (2004; 2005) in the shape of the Corona model for the academic 
Web. The corona model gives a more detailed view of the reachability 
between the different components and with that, a more detailed picture of 
the structure of the Web.  

2.2.2. The dynamic nature of the Web 

The Web is dynamic and constantly changing. Ke et al. (2005) lists four 
different dynamic aspects of the Web: size of the Web, Web pages, link 
structure and user interests. The Web is constantly growing, as new pages and 
new sites are opened at a never before seen rate. In 2000 there were 5836 
new country level domains of .fi registered. In 2008, there were 38,508 
registrations (Ficora, 2009a). Existing content on the Web is also changing. 
Whole sites can move to new domains or be deleted. Sometimes pages may 
be inaccessible due to some computer or communication problems or they 
are simply removed. What was there yesterday, may not be there today, or as 
Feldman (1997) put it: “It was here a minute ago!”.  

The dynamic nature of the Web has also been confirmed in later studies (Tan, 
Foo & Hui, 2001; Koehler, 2002; Koehler, 2004). Koehler (1999) showed that 
almost all of a randomly selected set of 361 Web pages had changed during a 
time period of one year and about a quarter of the pages no longer existed 
after one year. Based on these findings Koehler (1999) defined two measures: 
constancy, for the rate of change, and permanence, for the probability that a 
Web page can later be found at or through the same URL. Bar-Ilan and Peritz 
(1999) found the Web pages in their study to be more stable than those in 
Koehler’s study. However, Bar-Ilan and Peritz (1999) chose Web pages of a 
well defined scientific topic. Certain areas of the Web may be more stable. 
This is supported by Koehler (2002; 2004) who also found that the stability of 
Web pages differ between different disciplines and fields. Bar-Ilan and Peritz 
(2009) studied the development or evolution of ‘informetrics’ on the Web in a 
longitudinal eight year study. They discovered a 33-fold increase in Web 
content mentioning ‘informetrics’. They also discovered decay and 
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modification in the old Web sites as some pages disappeared over time and 
others were modified. According to Ortega, Aguillo and Prieto (2006) the 
“Web is characterized by both strong dynamism and instability”. This 
statement is based on the findings from a longitudinal study about the 
evolution of Web sites. They found that several sites had disappeared over 
time but that those that had remained had gone through some major 
changes. Links are part of the content of the Web pages and when the content 
is updated and changed links may change or disappear too.  

In a longitudinal study of the stability of Web links about two thirds of 
academic outlinks were found to be unchanged and there were also evidence 
about stability in the inlinks, although some significant individual differences 
were present in the data (Payne & Thelwall, 2008a). Finally, users’ information 
needs and personal interests change also. Some situations in life can create a 
new kind of information need, which could even just be a temporary need, 
while other information needs are more permanent. User Web search 
behavior has been found to change over time (Jansen, Spink & Pedersen, 
2005). Jansen, Spink and Pedersen (2005) for instance found a shift towards 
increased interactivity and broadening information needs among users 
between two time periods, 1998 and 2002. Information needs and 
information seeking behavior are important areas of research in the field of 
library and information science (e.g. Vakkari, 2003; Case, 2006). This research 
however does not include these areas.  

The characteristics of the Web clearly have an impact on how and what kind 
of data can be collected from the Web and about the Web. Due to its dynamic 
nature, any study about the Web is just a snapshot of that particular time and 
situation: the Web may look different tomorrow.  

2.2.3. Small worlds on the Web 

Many of us have met someone that we have realized we have mutual 
acquaintances with and thought to ourselves: What a small world! The theory 
of small worlds derives from Milgram (1967) who popularized the concept of 
six degrees of separation indicating short distances between people. Milgram 
(1967) showed that letters given to a few random people and directed to a 
certain person at a different location would reach that target person through 
a chain of an average of six people. The letters were transferred in the chain 
by handing them forward to other people that were thought to be closer to 
the target or that could have known someone who did know the target. Some 
of the chains were broken and the letters never reached the target, but those 
that did, did it in a chain of in average six persons. From this research the 
notion of six degrees of separation was popularized to mean that any two 



persons in the world could be joined together through a chain of in average six 
acquaintances. This rather low degree of separation is 
of the small world phenomenon.  

Small worlds are a balance between order and randomness. Small world 
graphs have features of both random graphs and ordered graphs. An ordered 
graph is a graph where every node is connected to other 
ways, like in the ordered graph in 
connected to the two closest nodes and to the nodes next to those. The links 
in a random graph do not follow any patterns; they have been add
randomly between the nodes. Small world networks or graphs have features 
from both of these. The small world graph in 
combination of the ordered graph and the random graph in the same figure. 
Random links that have been added to an ordered gr
important shortcuts between different areas of the graph, making the 
distances between arbitrary nodes shorter. 

Figure 2.4. Ordered, random and small wo

Small world phenomenon allows the simultaneous existence of highly linked 
clusters (high order) and randomness in links between clusters (high 
randomity), but there is a trade-off between maximal connectivity (regular 
graph) and minimal wiring (random graph) (Mathias & Gopal, 2000). If 
connectivity is decreased in a network a random network would emerge, and 
if wiring is increased a regular graph would emerge. Mathias and Gopal (2000) 
also found that small-worlds can be created due to the formatio
which form dense local clusters.  

Small worlds are characterized by high local clustering, which is typical for 
regular graphs, and short distances between any pairs of nodes in the 
network, which is typical for random graphs (Watts & Strogatz, 1
1999; Strogatz, 2001). Only a small percentage of the links has to function as 
short cuts in order to create a small world network connecting distant parts 
together. Granovetter (1973) showed that in a similar way weak ties or “short 
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persons in the world could be joined together through a chain of in average six 
acquaintances. This rather low degree of separation is in fact possible because 

Small worlds are a balance between order and randomness. Small world 
graphs have features of both random graphs and ordered graphs. An ordered 
graph is a graph where every node is connected to other nodes in similar 
ways, like in the ordered graph in Figure 2.4 below where every node is 
connected to the two closest nodes and to the nodes next to those. The links 
in a random graph do not follow any patterns; they have been added 
randomly between the nodes. Small world networks or graphs have features 

these. The small world graph in Figure 2.4 below is a 
combination of the ordered graph and the random graph in the same figure. 

that have been added to an ordered graph function as 
cuts between different areas of the graph, making the 

distances between arbitrary nodes shorter.  
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off between maximal connectivity (regular 
andom graph) (Mathias & Gopal, 2000). If 

connectivity is decreased in a network a random network would emerge, and 
if wiring is increased a regular graph would emerge. Mathias and Gopal (2000) 

worlds can be created due to the formation of hubs 

Small worlds are characterized by high local clustering, which is typical for 
regular graphs, and short distances between any pairs of nodes in the 
network, which is typical for random graphs (Watts & Strogatz, 1998; Watts, 
1999; Strogatz, 2001). Only a small percentage of the links has to function as 
short cuts in order to create a small world network connecting distant parts 

Granovetter (1973) showed that in a similar way weak ties or “short 
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cuts” between different social groups function as information channels and 
that it is through these weak ties that information about job vacancies is more 
likely to travel. Our friends, the people we have the strongest ties with, usually 
belong to the same social circles that we do (they are in the same subgroup of 
the network) and they usually have access to the same information we do, 
while weak ties function as short cuts and connect different social circles that 
may have access to different information than we do.  

Complex networks are characterized by complexity in the networks of maybe 
tens of thousands of nodes and tens of thousands of links (Strogatz, 2001). 
Complex networks have been shown to have a tendency to be clustered and 
at the same time to have a small diameter, which leads to a small world 
phenomenon (Hayes, 2000b). The small-world phenomenon is pervasive in a 
wide range of different networks from social networks like the collaboration 
network of actors and biological networks like the neural network of the 
nematode worm to technological systems such as the electrical power grid 
(Watts & Strogatz, 1998; Albert, Jeong & Barabási, 1999; Watts, 1999; 
Newman, 2000; Buchanan, 2002; Barabási, 2002; Strogatz, 2003; Watts, 
2003). Collaboration networks in scientific communication also form small 
worlds (Newman, 2001; Li-Chun et al., 2006) and the phenomenon has been 
studied within communication networks (Comellas, Ozón & Peters, 2000) and 
within library and information science (Chatman, 1991; Burnett, Besant & 
Chatman, 2001). Small-worlds have been discovered on the Internet (Jin & 
Bestravros, 2002) and Albert, Jeong and Barabási (1999) and Adamic (1999) 
have shown that the Web has a small-world structure where highly interlinked 
clusters are joined together with some seemingly random links, although later 
power law research revised this thesis. Small world phenomenon has also 
been shown to have an important role in the evolution of the World Wide 
Web (see section 2.2.5) (Watts & Strogatz, 1998; Albert, Jeong & Barabási, 
1999).  

Links can jump between different topics on the Web, creating shortcuts 
between them and joining distant areas together. Björneborn (2005) studied 
shortest paths within 7669 subsites4 of the academic Web in the UK. He found 
that the Web is a “Web of genres”, communities of topically similar sites, and 
that personal Web pages and computer science departments may have an 
important role creating transversal links that jump between different genres, 
creating small world phenomena on the Web. They are the weak ties between 
different parts of the Web.  

                                                           
4 Subsites are their own independent parts or sections of Web sites. In academic Web 
sites a faculty could have a subsite and a department could have a subsite under the 
faculty.  
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2.2.4. Power laws on the Web 

It has been discovered that a few people have the majority of the wealth, in 
literature a few words are used many times while many words are used only a 
few times, a few scholars receive the majority of the citations, and a few Web 
sites receive huge amounts of links while many Web sites only receive few 
links. Such distributions are very different from a normal distribution or the 
Gaussian distribution where most of the occurrences are gathered close to the 
average (Weisstein, 2009). These distributions are following Power laws. 
Networks that are characterized by power laws are often called scale-free 
networks (Barabási, Albert & Jeong, 2000).  

Power law like distributions have been discovered by Pareto5 in distribution of 
wealth (referred to in e.g. Broder et al., 2000; Adamic, 2000; Adamic & 
Huberman, 2002), by Zipf in distribution of words in literature (referred to in 
e.g. Broder et al., 2000; Adamic, 2000; Adamic & Huberman, 2002), by Lotka in 
the distribution of publications among authors in a field (Garfield, 1980) and 
by Bradford among journals within a field (Garfield, 1980). Power laws, Zipf’s 
law, Lotka’s law, Bradford’s law and Pareto’s law are in fact different ways to 
look at the same thing: phenomena where events of very large scale are rare 
but events of small scale are frequent (Garfield, 1980; Adamic, 2000). On the 
Web some sites are very popular and have millions of inlinks. Millions of sites 
have just a few visitors and only a few inlinks, while few sites have millions of 
visitors and millions of inlinks. Distribution of links in this way is called a power 
law distribution. Several earlier studies have discovered power law 
distributions on the Web, in e.g. the distribution of inlinks and outlinks 
(Barabási & Albert, 1999; Albert, Jeong & Barabási, 1999; Faloutsos, Faloutsos 
& Faloutsos, 1999; Barabási, Albert & Jeong, 2000; Broder et al., 2000; Baeza-
Yates, Castillo & López, 2005).  

In a Web crawl of 260,000 sites Adamic and Huberman (2000) found that the 
distribution of interlinking inlinks received from other sites in the researched 
set of Web sites followed a power law. Power laws in the distribution of 
inlinks have also been confirmed in several other studies (Faba-Pérez, 
Guerrero-Bote & Moya-Anegón, 2003a; Katz & Cothey, 2006a; Petricek, 
Escher, Cox & Margetts, 2006). Power law like indegree and outdegree of links 
have been found in university Web sites in Australia, New Zeeland and the UK 
(Thelwall & Wilkinson, 2003), indicating that new links are most likely created 
to target pages that already receive a lot of links. Web pages are distributed 
among Web sites according to a power law: many sites have few pages, but 
few sites have many pages (Huberman & Adamic, 1999; Baeza-Yates, Castillo 

                                                           
5 Pareto’s law is also known as the 80:20 rule, indicating that approximately 20% of 
the population earn 80% of the income. 
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& López, 2005) and also the size of Web pages seems to follow a power law 
(Baeza-Yates, Castillo & López, 2005). Adamic and Huberman (2001) found 
that visits to Web sites, as well as inlinks to and outlinks from them, follow 
power laws. It seems that several different aspects of the Web follow power 
laws.  

When a power-law distribution is plotted on a log-log scale it follows quite 
closely a straight falling line, and scaling factor a describes the slope of the fall 
(Newman, 2005a). A power-law distribution can mathematically be described 
as p(x)=Cx-a, where a is the scaling factor that tells us how steep the fall of 
distribution is when plotted on a log-log scale. For complex networks the 
scaling factor has been discovered to be usually between -1.6 and -3.6 
(Newman, 2003).  

Dil et al. (2001) investigated the fractal nature of the Web and suggested that 
because of the power law feature of the Web, any part of the Web could be 
seen as a mini-Web with the same graph-theoretical properties as for the 
whole Web. There is a degree of self-similarity when looking at any “slice” of 
the Web. According to Kumar et al. (2002), we can take any “slice” of the Web 
and its “graph-theoretic properties are similar to those of the entire Web”. The 
Corona model (Björneborn, 2004; 2005) also supports the fractal nature of the 
Web. The Corona model of an academic “subweb” contains the same graph 
components as the Web does and it shows evidence of similar power law like 
link distributions as has been discovered on the Web at large scale.  

The power law distribution discovered in inlink counts is associated with 
preferential attachment or cumulative advantage, where ‘the rich get even 
richer’. This means an inequality in the way links are distributed. Few sites 
receive the vast majority of the links while there are many Web sites that only 
receive a few links. Typical for such a distribution is that the graph has a very 
long tail, and this long tail can also be very important (Anderson, 2007). Even 
though some receive the majority of attention there is still great demand in 
the form of volume that the long tail of low occurrences receives. In online 
music stores for instance, some very popular artists sell the majority of 
records sold at the stores and the majority of the artists only sell a few 
records. This long tail of less popular artists can however make up for the 
same volume as a few popular artists do, and hence they are very important 
for the store.  

2.2.5. Preferential attachment 

A reason for the power law distribution of links and pages may be in how the 
network is growing. In bibliometrics some recognized scholars get 
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disproportionate recognition for their work; they receive more citations 
because they already have a lot of citations and their work is therefore easier 
to find. In scientometrics this effect is called the Matthew effect6 (Merton, 
1968; Bonitz, Bruckner & Scharnhorst, 1997). The same principle, that ‘rich get 
richer’ or that ‘success breeds success’, was used by Price (1976) to explain 
how this cumulative advantage reveals how citation networks in scholarly 
articles are formed and later by Barabási et al. (2002) to explain the growth of 
scientific collaboration. Same kind of effect has been discovered also on the 
Web. Barabási and Albert (1999) and Albert, Jeong & Barabási (1999) 
discovered that the Web is growing due to preferential attachment. Barabási 
and Albert (1999) model the Web as a scale-free network7 which is the result 
of growth by preferential attachment. Preferential attachment, or the ‘rich get 
richer’ phenomenon or the Matthew effect, means that Web sites that 
already have a lot of inlinks are more likely to receive even more inlinks, 
because of their already high visibility. New pages are most often created to 
sites that are already large and new links are added to sites that already 
receive huge amounts of links. Even the whole Internet grows as new routers 
are connected to the Internet as a result of preferential attachment (Yook, 
Jeong & Barabási, 2002).  

Different network growth models that are based on preferential attachment 
have been developed. Boudourides and Antypas (2002) simulated the growth 
of the Web by introducing the influence of topicality as a higher probability for 
new link connections than totally random connections. The simulation 
resulted in a network with similar properties to the Web, i.e. the presence of 
small world phenomenon and power law distribution of links. The Pennock, 
Flake, Lawrence, Glover and Giles (2000) model (PFLGG model) is a 
mathematical model of the growth of edges in a network. According to the 
model links are added in a non-random fashion but preferentially attaching to 
pages that already have many links. With this the model builds upon the 
earlier model of preferential linking by Barabási and Albert (1999), according 
to which a page that has a lot of inlinks will receive even more inlinks. 
Pennock, Flake, Lawrence, Glover and Giles (2002) showed in fact that 
although the ‘rich get richer’ phenomenon is present on the Web and the 
distribution of links follows power laws, the distribution in a specific topical 
category of Web sites or subcategories of similar topics do not necessarily 
follow power law distributions. Although a strong tendency, preferential 

                                                           
6 From the Gospel according to St. Matthew 25:29: “For the one who has will be given 

more, and he will have more than enough. But the one who does not have, even what 

he has will be taken from him.” 
7 Networks where the distribution of links or connections follows power laws and the 
network grows due to preferential attachment are sometimes called scale-free 

networks. 
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attachment may not be a rule, at least not in every situation and for every set 
of Web sites. Dorogovtsev and Mendes (2000) developed a model based on 
preferential attachment that also takes age into account. Fenner, Levene and 
Loizou (2007) added to this a small probability of the attached node to 
become inactive. Liben-Nowell and Kleinberg (2007) tried to predict growth 
and future links in co-authorship networks assuming that proximity or 
similarity of nodes could be used as a measure for prediction. They tested 
methods like common neighbours, the Jaccard coefficient and preferential 
attachment and others, with not very convincing results or accuracy. Co-
authorship networks and other networks may also have a random component 
making any predictions difficult.  

The reason why the Web is growing due to preferential attachment is 
probably in the way we search the Web and in how search engines work. 
Search engines use the link structure on the Web to rank the results to our 
queries (Brin & Page, 1998). This means that sites that receive more links 
appear higher in the search results. Sites that are higher in the search results 
are more likely to be found and because of that more likely to be linked to 
than sites lower down in the search results. The more links a site has, the 
more visitors can find it and the more additional links it will receive when 
these visitors maybe link to it. Preferential attachment on the Web causes a 
cumulative effect that creates more visibility for those that already have a lot 
of visibility. Cumulative advantage or preferential attachment has some 
serious implications for webometrics as the link counts to certain pages are 
not reliable measures of the quality of the content. They are merely a result of 
preferential attachment (Thelwall, 2008) aided by the search engines. This in 
fact gives search engines tremendous power to influence what we read, what 
information we receive and what we learn and raises some concern for the 
quality of the results retrieved with Web search engines.  

2.3. Methods in Network Analysis 

Börner, Sanyal and Vespignani (2007) divides network measurements into 1) 
measurements of the properties of the nodes, 2) local measurements, and 3) 
global measurements. The properties of the nodes include measuring their 
connections and mapping their position in the whole network. Local 
measurements include studying the local structures of certain areas in the 
network and measuring e.g. the clustering of these areas or identifying 
community structures. The global structures are the sum of the local 
structures. Measuring global structures can include measuring the link 
distributions in the network or studying global properties such as small worlds 
in the network.  
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Measuring network properties like density, diameter and centralities belong 
to basic tasks in learning to understand graphs (Hayes, 2000a) and they give 
some basic measurements of the features of the network. The density of a 
graph is the proportion of links that are present of all possible links 
(Wasserman & Faust, 1994). It is a measure of the overall network integration. 
The density can go from 0, when there are no links present, to 1 when all 
possible links are present. Density is always a relative figure as it describes 
how many links of all the possible links for a particular network are present. 
For valued graphs calculating densities is a bit more difficult, as the data has to 
be converted to dichotomous form before it can be measured (Johanson, 
Mattila & Uusikylä, 1995). This can be done by selecting a suitable cut-off level 
for the conversion (see section 2.3.6). Degree distributions and other 
centrality measures are often used to analyze the positions different nodes 
have in a network.  

A lot of earlier research has focused on the properties of the individual nodes. 
Researchers have studied the nerve cells in human brains, people in a social 
network, different species in food webs and servers on the Internet, while 
lately the focus has shifted to the network structures and to how these nodes 
interact with each other in the various networks researched (Barabási, 2002; 
Strogatz, 2003; Watts, 2003; Barabási & Bonabeau, 2003; Barabási, 2007). It 
has been suggested that network analysis could be the key to understand how 
various complex systems from human brains to societies and food webs to the 
Internet function and interact (Barabási & Bonabeau, 2003; Barabási, 2007).  

2.3.1. Centrality measures 

Centrality measures are measures used to explain features of single nodes and 
their position in the network. Hanneman and Riddle (2005) writes that “power 

arises from occupying advantageous positions in networks of relations”. 
Certain positions in a network are more advantageous than other. Central 
nodes may be in a position where they can easily influence a lot of people or 
receive a lot of information. In disease transmission networks centrality 
measures are meaningful (Rothenberg et al., 1995; Bell, Atkinson & Carlson, 
1999; Newman, 2002) as the most central persons can transmit the disease to 
many others. In communication networks centrality measures are meaningful 
as the most central nodes are in advantageous positions where they can 
receive and transmit information to many other nodes (Prabowo et al., 2008). 
In scientometrics centrality measures have been used to analyze and find the 
most central institution in a network of academic institutions (Kretschmer, 
Kretschmer & Kretschmer, 2007) and to find the most active collaborator in 
collaboration networks of researchers (Kretschmer & Aguillo, 2004). In 
webometrics centrality measures have been used to study different aspects of 
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Web sites. The most central Web sites are often authoritative or prestigious 
and they may function as hubs or brokers in a network of Web sites and links 
(Park & Thelwall, 2003). There are different methods to measure centrality of 
the nodes in a network.  

2.3.1.1. Freeman Degree Centrality 

Degree centrality is the measure of how many connections a node has in a 
network (Wasserman & Faust, 1994). In a non-directional network 
connections received and given are not separated, while in directional 
networks both in-degrees and out-degrees are measured. If a node has a high 
in-degree it means that other nodes seek to connect with the node, indicating 
what has often been said to be prestige. Nodes that have a high out-degree 
have a lot of connections to other nodes and may therefore be in a position 
where they are able to influence others. Such nodes are sometimes said to be 
prominent. High in-degree could also be seen as an advantage because such 
nodes have many connections to turn to in order to satisfy their needs. Nodes 
with many inlinks are in a position where they may receive a lot of 
information from other nodes. The degree is a simple measure of the “power 

potential” of a node (Hanneman & Riddle, 2005) and the benefits of having 
high in-degree or high out-degree depend on the nodes in the network and 
what the nodes represent.  

Graph centralization is a measure of inequality in the whole graph (Hanneman 
& Riddle, 2005). The centralization of a given graph is an average of all the 
degrees in the network compared against the average degree of a perfect star 
network8, which is the most unequal graph that is possible. High graph 
centralization would mean that the power and positional advantages are 
distributed very unequally among the nodes in the network with a few or only 
one node being in the very centre of the graph. Very low graph centralization 
would mean that the nodes have equal positions and that no single node has 
more advantageous position than other nodes. The degree of graph 
centralization can be between 1 (maximum centralization) and 0 (minimum 
centralization).  

On the Web in-degree centrality is the same as the number of inlinks a Web 
site receives and the out-degree equals the amount of outlinks a Web site has. 
On the Web inlinks mean visibility and outlinks are directing traffic to other 

                                                           
8 A perfect star network is a network with n nodes of which all the nodes have in- and 
out-degrees of one, except one node that has in- and out-degrees of n-1. In other 
words, one node is connected to all the other nodes, while all the other nodes are 
only connected to one node, creating a graph of a perfect star (Hanneman & Riddle, 
2005). 
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Web sites or indicating a connection between the Web sites. A Web site with 
many inlinks is more visible and more people can find it because they are 
more likely to find a link to it. Search engines use the link structure on the 
Web to rank results, which means that Web sites with many inlinks get a 
higher ranking in search engines’ results and are therefore in a position to 
receive even more visitors. A Web site with many outlinks can direct traffic to 
many different directions, and if a Web site has a high in-degree at the same 
time, it can direct a lot of traffic to other Web sites. An outlink can also be 
thought of as an indication of a connection between Web sites. Hence, a Web 
site with many outlinks would appear to have many connections to other Web 
sites and the organizations represented by the Web sites.  

Bonacich (1987) proposed a modification to the original degree centrality 
measure. He argued that two nodes with the same degrees may in fact not be 
equally powerful or influential. The centrality of a node is also dependent on 
the centrality of the closest connections it has. If a node has a certain number 
of connections and these connections are also very central and have high in- 
and out-degrees, then that node is more influential than another node with 
the same in- and out-degrees. Hence Bonacich degree centrality looks a bit 
further than just the immediate connections a node has, it also looks at the 
connections the immediate connections have. Bonacich degree centrality is 
similar to the PageRank algorithm (Page & Brin, 1998), where links from sites 
that already receive a lot of links are more valuable than links from sites that 
do not have any inlinks to them.  

2.3.1.2. Closeness Centrality 

Degree centrality only takes into account the immediate connections a node 
has, while closeness centrality is the measure of how close a node is to every 
other node in a network (Wasserman & Faust, 1994). Short distances to other 
nodes in the network would mean that every corner of the network could be 
reached through relatively short chains of people, Web sites or citations, 
depending on what the nodes in the analyzed network represent. Closeness 
centrality is therefore different from degree centrality and betweenness 
centrality as a lower value for closeness centrality indicates a more central 
position in the network. The less links it takes to reach all the other nodes, the 
more central a node is. The standardized closeness converts the centrality 
measure back to a direct measure of centrality, meaning that higher numbers 
indicate a more central role. The closeness network centralization is again a 
measure of inequality of the whole network.  

Different centrality measures are distinct, but conceptually related (Valente et 
al., 2008), but although related, high degree does not necessarily mean high 
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closeness (Ko, Lee & Park, 2008). Degree centrality tells about the immediate 
connections a node has, while closeness centrality tells about a nodes position 
in the whole network. How these measures are useful in a Web environment 
is also different and depends greatly on what the network represents. On the 
Web a Web site with a low closeness centrality would truly be in a central 
position of the whole network, with distances of only a few clicks from all the 
other Web sites, while a Web site with a high degree centrality would have 
many immediate connections to other Web sites.  

2.3.1.3. Betweenness Centrality 

The betweenness centrality is a measure of how many times a node is 
between other nodes on geodesic paths (Wasserman & Faust, 1994). A node 
is seen to be in a favoured position where the node may influence other 
nodes if the node is on many geodesic paths. If the node is not on a geodesic 
path then the node cannot influence the nodes on that path and it would be 
missing out on the information that travels on the geodesic path. The 
normalized betweenness centrality is the percentage of the maximum 
possible betweenness a node could have in the network.  

The betweenness centrality measure has a weakness because it assumes that 
a flow through a network moves along the shortest paths, but this is not 
always the case. People for instance, do not always choose the shortest 
possible paths. It is not always easy to find the shortest paths in a social 
network (Adamic & Adar, 2005) or a network of any other kind. Killworth et al. 
(2006) studied the accuracy of choices in a small-world network and found 
that the mean of the used shortest paths was almost double in length 
compared to the optimal length with optimal selections.  

The network that is studied characterizes what the flow or the exchange 
between the nodes is: e.g. what is transmitted in the network. This also 
determines whether centrality measures are meaningful measures for that 
particular network. Betweenness centrality does not translate to the Web in 
quite the same way that degree centrality or closeness centrality does. A Web 
site that has a high betweenness centrality would be on many shortest 
possible link chains between different Web sites. It could therefore be in a 
position where it could direct traffic to other sites (Ortega et al., 2008), but on 
the Web it is probably not very likely that someone would consciously follow 
geodesics to get from one Web site to another. Content of the Web sites 
probably has a greater influence than distance between the sites. Although in 
serendipitous information discoveries the shortest paths may have an impact. 
On the Web betweenness centrality would tell more about the possibilities to 
use the network than about the actual network and its features. Ortega and 
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Aguillo (2009) took another approach and used betweenness centrality to 
show which universities were in a position where they could connect 
universities that did not yet have a direct connection to each other. Ortega et 
al. (2008) used betweenness centrality to analyze which nodes function as 
mediators between different nodes and different subnetworks, which nodes 
are in a position to transfer information and traffic from one node to another. 
Nodes in such positions could be creating paths between different areas of 
the studied university network in Europe.  

Centrality measures are maybe the most fundamental measures for features 
of nodes in networks and the measures have been developed further and 
their use and reliability have been discussed in many papers (Borgatti, 2005; 
Zemljic & Hlebec, 2005; Everett & Borgatti, 2005; Newman, 2005b; Borgatti & 
Everett, 2006; Borgatti, Carley & Krackhardt, 2006; Butts, 2006). Degree, 
closeness and betweenness centralities are limited as they can only be used 
on graphs with binary relations. In order to measure the centralities of valued 
graphs they have to first be converted to binary form (see section 2.3.6). 
However there are some suggestions on centrality measures that could be 
used directly on valued graphs. Kretschmer and Kretschmer (2006) introduced 
a new centrality measure based on degree centrality but including weighted 
links between the nodes and Bonacich (2007)  proposed a measure of 
centrality for valued graphs that was based on Eigenvectors (Bonacich, 2007).  

2.3.2. Reciprocity 

In directional graphs the links have a direction that indicates in which 
direction the relationship is formed. When links go in both directions between 
two nodes the relationship or the connection can be said to be reciprocated: 
there is a mutual connection between the nodes. In a directional network if a 
node A has a link to a node B it is not necessary for node B to also have a link 
to node A, but when this happens it can be assumed to indicate a stronger 
connection between the nodes than a single link in only one direction would. 
In friendship networks it is probably rare for links not to be reciprocated, but if 
a friendship bond is only unidirectional it is obviously a weaker connection 
than a reciprocal friendship would be. Reciprocal links can be assumed to 
indicate the strongest relationships between the nodes in a network. The 
reciprocity of a network is the percentage of all reciprocal links that are 
present from all possible reciprocal links (Wasserman & Faust, 1994).  

Reciprocal linking on the Web can contain some potentially useful 
information. Reciprocal links usually only exist among similar sites (Soon & 
Kluver, 2007) and could therefore be used as a measure of similarity or 
strength of a connection. On the Web reciprocal linking is an indication that 
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Web sites or organizations represented by Web sites are aware of each other 
and that they are seeking mutual benefits. Reciprocal linking could be seen as 
the weakest possible indicator of collaboration between organizations 
(Kretschmer, Kretschmer & Kretschmer, 2007). Organizations that have 
reciprocal linking between them can benefit from the fact that reciprocal 
linking may increase recognition of the Web sites and also enhance the flow of 
traffic between the two Web sites (Schumate & Lipp, 2008; Schumate & 
Dewitt, 2008). The idea that reciprocal linking might reflect cooperative 
alliances in politics have been suggested (Park, Thelwall & Kluver, 2005) and 
later the idea has been further investigated (Park & Thelwall, 2008a). 
Reciprocal linking between politicians’ Web sites and citizens’ Web sites has 
been studied by Park and Thelwall (2008a), who discovered that the more 
influential blogs tend to be more reciprocally linked. Reciprocity could 
therefore be seen as a measure of influence among bloggers. To create a 
reciprocal link to someone that is linking to your site is not necessary, but in 
some cases, like on academic’s home pages, reciprocal linking may even be 
expected (Thelwall, 2003a).  

Returnability has been proposed as a generalization of reciprocity (Estrada & 
Hatano, 2009). While reciprocity is the probability that for a link between A 
and B there also exists a link between B and A, returnability literally goes a bit 
further in the graph, as it measures the proportion of closed walks, or 
returnable walks, and gives weight to the length of the walks (Estrada & 
Hatano, 2009). Hence returnability gives information about the overall 
reciprocal structure of a graph. Rousseau and Thelwall (2004) studied Escher 
staircases on the Web and found that these cycles of four nodes with 
reciprocal links between them, formed a basic structure on the Web.  

2.3.3. Clustering 

One of the potentially most important tasks in social network analysis is the 
identification of smaller subgroups or communities in large networks. 
Cohesive subgroups are groups of nodes that have more or stronger 
connections to each other than to rest of the network. Wasserman and Faust 
(1994) list four features or properties that characterize cohesive subgroups in 
networks: 

• The mutuality of links 

• The closeness or reachability of subgroups’ members 

• The frequency of links among members 

• The relative frequency of links among subgroup members compared to 

non-members 
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Mutuality of links refers to reciprocity of links. Nodes that have reciprocal links 
to each other have a stronger connection than nodes with links only in one 
direction. The closeness of the members of a subgroup refers to short local 
distances between a set of nodes in a graph. Nodes in a subgroup can have 
shorter distances to each other than to other nodes in the graph. The number 
of links can indicate a cohesive subgroup, both inside the subgroup and also in 
comparison to links to other nodes outside the subgroup. The frequency of 
links could in fact be used to map where the borders of subgroups exist.  

The most basic method to discover communities in networks is using cluster 
analysis (Newman, 2003). According to Wasserman and Faust (1994) 
hierarchical clustering “groups entities into subsets, so that entities within a 

subset are relatively similar to each other”. Clustering is a very essential part 
of the small world phenomenon, as small worlds are defined by dense local 
clustering and short distances between the nodes. Batagelj and Mrvar (2000) 
used the Erdös9 collaboration graph to present some approaches for analyses 
of large graphs. Among other methods they applied block-modelling to the 
graph and used cliques as a block model to obtain clusters from the graph.  

Blockmodelling is a technique to reduce large networks into a more 
manageable size by reordering and combining cells in a matrix (Doreian, 
Batagelj & Ferligoj, 2005). Nodes that share the same position in a network or 
that are otherwise joined somehow can be partitioned to a new subgroup. 
This kind of partition is called a blockmodel. By permuting a matrix by various 
criteria we can arrange the cells so that certain cells form blocks (Hanneman & 
Riddle, 2005). Table 2.2 is a network connectivity matrix or a adjacency matrix 
with four nodes and the connections between the nodes. The values are 
binary, indicating whether there is a connection or not between the nodes. 
Again the direction of the connections can also be read from the matrix: rows 
are outlinks and columns are inlinks.  

 

 

 

                                                           
9 Paul Erdös (1913-1996) was a mathematician who was famous for the vast amount 
of co-authored papers he had with other mathematicians. Later mathematicians have 
created the Erdös collaboration network, in which a researcher that had co-authored 
a paper together with Erdös would have Erdös number 1. If a researcher had co-
authored a paper with a researcher that had the Erdös number one this researcher 
would have Erdös number 2, and so on. Erdös number is the measure of how many 
steps one is from having a co-authored paper with Erdös (Barabási, 2003; Watts, 
2003).  
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Table 2.2. Example of an adjacency matrix 

  Emma David Lennart Eva 

Emma 0 1 1 0 

David 1 0 0 1 

Lennart 0 1 0 1 

Eva 0 1 1 0 
 

The rows and columns in the matrix can be permuted so that women form a 
block of their own and men form a block of their own (Table 2.3) (Hanneman 
& Riddle, 2005). Table 2.3 now contains the same data but it has been 
permuted and partitioned so that women form a block of four cells in the 
upper left corner and men form a block of four cells in the lower right corner. 
The lower left corner shows the links from men to women, and the upper 
right corner shows the links from women to men.  

Table 2.3. Example matrix after permutation to blocks 

  Emma Eva David Lennart 

Emma 0 0 1 1 

Eva 0 0 1 1 

David 1 1 0 0 

Lennart 0 1 1 0 
 

The densities of these blocks can now be calculated (Hanneman & Riddle, 
2005). Table 2.4 shows the densities for the four blocks and we can see that 
none of the possible links between women are present, but 100% of the links 
from women to men are present. Three quarters of the links from men to 
women are present and half of the links from men to men are present. In this 
example the diagonal values have been ignored because they would have 
represented selflinking.  

Table 2.4. Block density matrix 

  Women Men 

Women 0 1 

Men 0,75 0,5 

 

The block density matrix can be modified even further to a block image or an 
image matrix (Hanneman & Riddle, 2005). A block image converts the block 
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density matrix into a dichotomous matrix by selecting a cut-off level and 
assigning 0s to the occurrences that are below the cut-off and 1s to those 
values that are equal or greater than the chosen cut-off. The average density 
is usually used as a cut-off level (Hanneman & Riddle, 2005). The average 
density for the block density matrix in Table 2.4 is 0.56. Using 0.56 as a cut-off 
level the block density matrix can now be converted into a block image (Table 
2.5).  

Table 2.5. Block image of the block density matrix 

  Women Men 

Women 0 1 

Men 1 0 
 

Block image in Table 2.5 shows that in this example case links between 
genders are the strongest. The sequence of different methods presented 
above is a way to transform larger data sets into more manageable form and 
quantity which makes the interpretations and the understanding of the data 
and the distribution of the information easier.  

2.3.4. Cliques, n-cliques, k-plexes and k-cores 

Cliques are a special type of subgroups with a very strict definition. 
Wasserman and Faust (1994) define a clique as “a maximal complete 

subgraph of three or more nodes”. A clique is a subgroup in which all the 
nodes have stronger links to other members of the same subgroup than to 
nodes outside the subgroup (Hanneman & Riddle, 2005). All of the nodes in a 
clique have to be adjacent to each other. Nodes can also be part of more than 
one clique. A clique is a very strict subgroup, as already the absence of a single 
link is enough for a subgroup to not be a clique. An n-clique is defined by 
Wasserman and Faust (1994) as “a maximal subgraph in which the largest 

geodesic distance between any two nodes is no greater than n”.  Basically an 
n-clique requires that there exists some shortest paths between the members 
of the subgroup, thus giving the subgroup more freedom than cliques do. 
Further modifications and developments of the cliques have been done by e.g. 
Falzon (2000). 

k-plexes and k-cores are two other ways of finding subgroups in networks. 
According to Wasserman and Faust (1994) a k-plex is “a maximal subgraph 

containing gs nodes in which each node is adjacent to no fewer than gs – k 

nodes in the subgraph”. Hence a k-plex permits the nodes to be lacking no 
more than k links to other members of the subgraph. Wasserman and Faust 
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(1994) define k-cores as “a subgraph in which each node is adjacent to at least 

a minimum number, k, of the other nodes in the subgraph”. While k-plexes tell 
how many links may be missing, k-cores tell how many links there should be 
as a minimum, and hence, k-cores are more inclusive than k-plexes 
(Hanneman & Riddle, 2005). Both k-plexes and k-cores give more freedom to 
the subgroups than cliques do, as they allow some links to be absent.  

Ortega and Aguillo (2009) used the data collected by the Ranking of the World 
Universities project (www.webometrics.info), which uses both Web visibility 
and rich file content10 to rank the universities in the world. They used K-cores 
and centrality measures (degree and betweenness) to describe the 
interlinking between universities in the world and geographical maps to 
visualize the distribution of Web pages by country and the linking between 
them. K-cores were used to indentify high density groups. They found high 
clustering and short average path lengths, suggesting the presence of small-
world properties in the graph. They discovered that the world network of 
universities actually comprises of smaller, national subnetworks that are 
connected to each other through a central core.  

By using n-cliques Ortega et al. (2008) showed which sub-graphs had high 
connectivity and discovered some tightly connected clusters in the graph. By 
using k-cores they analyzed which subnetwork or subgraph formed the core of 
the network. This showed that the network of European universities is formed 
through national subnetworks and linguistically formed subnetworks. Their 
results showed that there is no single large network of universities, but that 
the European university network is built from national subnetworks.  

2.3.5. Matrix similarity measures 

Similarities in networks can be measured at the individual node level or at the 
whole graph level. The position different nodes have in a network can be 
compared, but also the whole structure of the graph can be compared with 
another graph of the same size. The positional measures of different nodes 
can be used to compare their roles and power in the network (Hanneman & 
Riddle, 2005). To compare similarities at the individual level centrality 
measures are sometimes used (Kang 2007), with the assumption that nodes 
with similar positions or centralities, are similar. In author co-citation analysis 
Pearson’s correlation coefficient is often used to convert the raw co-citation 
frequencies to measures of similarities between the authors. This approach 

                                                           
10 The so called rich files in this ranking are certain file formats relevant for academic 
activities. These file formats are: Adobe Acrobat (.pdf), Adobe Postscript (.ps), 
Microsoft Word (.doc) and Microsoft Powerpoint (.ppt).  
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has however been criticized (Ahlgren, Jarneving & Rousseau, 2003) and 
defended (e.g. White, 2003) and other methods like Salton’s cosine (Salton & 
McGill, 1983) have been suggested instead (Leydesdorff, 2005; Van Eck & 
Waltman, 2008). In the same context the importance of understanding various 
types of matrices has been emphasized (Leydesdorff & Vaughan, 2006) and 
the influence different matrix generation approaches may have has been 
highlighted (Schneider, Larsen & Ingwersen, 2007; Schneider & Borlund, 
2007a). Comparing matrices is somewhat troublesome because of the vast 
amount of possible similarity measures to choose from. Matrices can be 
compared qualitatively by just visually comparing the graphs and studying the 
positions of the nodes (Van Eck & Waltman, 2008) or some statistical methods 
can be used. In the following some methods for comparing binary matrices 
are presented with the help of two simple examples of binary matrices.  

2.3.5.1. Simple match 

A simple way to compare similarities between two matrices would be to look 
at how well the 1s and 0s match each other in the two matrices, how well the 
values overlap. The simple match can be expressed as the matrix operation of:  

(M11+M00)/(M11+M10+M01+M00) 

In the equation M11 indicates the match of the 1s in the first matrix with the 
1s in the second matrix, M00 indicates how the 0s overlap, M10 indicates how 
the 1s in the first matrix match the 0s in the second, and so on. A simple 
match results in a percentage of how well two binary matrices match, or in 
other words, in how many cells the 1s overlap and in how many cells the 0s 
overlap. Simple match gives a measure for how well the existing links and the 
lack of links match between two matrices of the same size and with the same 
set of nodes. The measure is also the probability that for a value in any cell in 
the first matrix the same value would be found in the corresponding cell in the 
second matrix.  

Hanneman and Riddle (2005) writes that “where density is very low, the 

‘matches’, ‘correlation’ and ‘distance’ measures can all show relatively little 

variation among the actors, and may cause difficulty in discerning structural 

equivalence sets”. Simple match might not therefore be the best possible 
measure to compare matrices when the matrices have very low densities 
because if the two matrices both have very low densities a high simple match 
would be expected and that would not tell anything about how well the 
existing connections or links match.  
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Table 2.6. Example matrix A 

  A B C D 

A 0 0 1 0 

B 1 0 1 1 

C 0 0 0 0 

D 0 1 1 0 
 

Table 2.7. Example matrix B 

  A B C D 

A 0 0 1 0 

B 0 0 0 1 

C 1 1 0 1 

D 0 1 1 0 
 

 

In Table 2.6 and Table 2.7 two network connectivity matrices are presented. 
Both have four nodes and they are dichotomous. A simple match of the two 
matrices would count in how many cells the content of a cell in the first matrix 
would also be found in the corresponding cell in the second matrix. In the case 
above the simple match is 58.3%. The probability of finding a 1 in the second 
matrix in the same cell where there is a 1 in the first one is therefore about 
60%, but the same probability exists for finding a 0 in the corresponding cells 
in the two matrices. The 0s may have a great impact on the calculated 
similarity if the density of the matrices is relatively low. Counting non-
existence may not be very informative in some cases and thus the occurrences 
of 0s should be excluded. Some similarity measures and statistical tests have 
been used in order to address this issue and a so called positive match 
coefficient may be a good choice when comparing matrices that have low 
densities (Hanneman & Riddle, 2005). 

2.3.5.2. Jaccard coefficient 

The positive match coefficient or the Jaccard coefficient (sometimes also 
referred to as Jaccard index) is a statistical measure of similarity between two 
data sets of equal size. It does not take the zeros into account as it is counted 
by dividing the number of matching existing links with the total number of 
links in the two compared matrices (Hanneman & Riddle, 2005). As a matrix 
operation Jaccard coefficient can be formulated as:  

M11/(M11+M10+M01) 

Jaccard coefficient is similar to the simple match but the zeros, or M00, are 
excluded from the calculation. A Jaccard coefficient for the match between 
matrices in Table 2.6 and Table 2.7 is 0.444, indicating that there are some 
similarities in the matrices even when the 0s are ignored. Jaccard coefficient 
gives a single figure for the match, describing how good or how bad it is. A 
Jaccard coefficient of 1 would mean a perfect match, while a Jaccard 
coefficient of 0 would mean that the matrices do not match at all.  
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2.3.5.3. Matching of existing links 

Another possibility is to compare only existing matches. This can be done by 
creating a new third matrix that contains only the matching links, which could 
then be used to even visualize the matching links in a graph. For any given cell 
where there was a 1 in both matrices a 1 would also be drawn in the new third 
matrix. Only the matching 1s would be used in the new matrix. In matrix 
notation this can be written as M11. Next the number of matching links would 
be counted and divided with the total number of existing links in the first 
matrix. As a matrix operation this can be written as: 

M11/(M11+M10) 

The new matrix operation is very similar to Jaccard but it does not take the 
links in the second matrix that do not match into account. The new combined 
matrix can be visualized and the new graph can be qualitatively analyzed. A 
combination of the two example matrices (Table 2.6 and Table 2.7) would give 
the following matrix (Table 2.8): 

Table 2.8. Example matrix C 

  A B C D 

A 0 0 1 0 

B 0 0 0 1 

C 0 0 0 0 

D 0 1 1 0 

 

In this new matrix only four links matched, which means that about 67% of 
the links in the first matrix matched the links in the second matrix. If the 
second matrix would have been very dense, such a match could have been 
considered as very low. The testing for existing links could be further modified 
to give separate figures for both the match of existing links and a figure that 
shows how comprehensive the match is. 

2.3.5.4. Precision/Recall 

Precision and recall are basic operations for evaluating information retrieval 
systems like Web search engines (e.g. Harter & Hert, 1997; Clarke & Willett, 
1997), but the concept could also be used to compare matrix similarities. 
When comparing two binary squared matrices of the same size precision 
would be a measure for how many links in the first matrix would match with 
links in the second matrix. Precision is a test of matching existing links like in 
section 2.3.5.3. To get a high precision most of the links in the first matrix 
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should match with links in the second matrix, but precision can be high even if 
there are several links in the second matrix that do not match. Recall is a 
measure of comprehensiveness of the match. Recall is a measure for how 
many of the links in the second matrix actually matched links in the first one. 
This can be written as a matrix operation:  

Precision: M11/(M11+M10) 
Recall: M11/(M11+M01) 

The Jaccard coefficient includes both of these measures and hence it avoids 
the impact of low densities in the matrices, but the Jaccard coefficient only 
gives a single figure for the match while the match may have more 
dimensions. Jaccard coefficient is not as multi-faceted as the precision/recall 
method and it does not reveal as much information. Precision/recall gives two 
measures, one for the match and one for the comprehensiveness of the 
match.  

In the example case above precision is about 67% and recall is about 57%. 
Both values are quite high and indicate that there definitively are some 
similarities in the matrices and that the match is fairly comprehensive. From 
these values an average precision/recall ratio can be calculated by counting 
the average of both. For the example case the precision/recall ratio is 62%, 
but the same ratio could have been obtained with a very high precision and a 
very low recall, or vice versa. Hence it is important to also be aware of the 
difference between precision and recall. For a high similarity of existing links 
the precision/recall ratio would have to be high and the difference between 
precision and recall would have to be low.  

2.3.5.5. Quadratic Assignment Protocol 

Quadratic Assignment Procedure or QAP was introduced by Hubert and 
Schultz (1976) as a method to test hypotheses with social network data. QAP 
is actually the same as the earlier Mantel test, although this origin has failed 
to be mentioned in studies using the QAP (Schneider & Borlund, 2007a; 
2007b). The Quadratic Assignment Procedure matrix correlation test 
calculates the probability of getting the same match by accident, by 
comparing the actual similarity to the similarity gained from random 
permutations of the rows and columns in the second matrix. QAP first 
calculates the correlation between two matrices. These matrices have to have 
the same size and include the same set of nodes. Then QAP permutates the 
second matrix several times and after each permutation it calculates the 
correlation between the first matrix and the permuted one. The assumption 
QAP builds on is that the actual correlation between two matrices is 
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statistically significant if the correlation is higher than the correlation obtained 
from random permutations of a matrix (Johanson, Mattila & Uusikylä, 1995). 
Because of its flexibility the Mantel test, and hence QAP also, is recommended 
for “empirical evaluation of proximity measures in informetric studies” 
(Schneider & Borlund, 2007b) and it has been widely used (e.g. Krackhardt & 
Porter, 1986; Park, Barnett & Nam, 2002; Kim, Park & Thelwall, 2006) and 
tested (Krackhardt, 1988; 1992) in earlier research. 

For the example matrices above, QAP shows that the likelihood of getting as 
high matches as were obtained with simple match, Jaccard and the 
precision/recall technique by chance is as high as 50%. This means that there 
is a 50/50 chance that the obtained similarities are just a fluke and hence the 
similarities are not very reliable in this example case.  

Another approach for evaluating matrix similarities uses geometric shapes of 
the graphs drawn from the matrices. Procrustes analysis compares the shapes 
of geometric figures in the graphs and calculates the areal differences of 
overlapping shapes (Schneider & Borlund, 2007b).  

Choosing a matrix similarity measure always depends on the data at hand and 
the goals of the research. Schneider and Borlund (2007b) writes:  

“It is not possible to give a definitive answer to what measure or 

technique is best to use in all circumstances. All ordinations are wrong 

to some extent, simply because they all simplify a high-dimensional 

reality into a low-dimensional summary… Some applications argue for 

or against certain biases, and so suggest a logical choice of technique. 

Even in these cases, however, a conservative approach would use a 

variety of complementary techniques and measures and search for 

corroboration in the solutions… A good ordination is one that makes 

sense and is useful for the task at hand.”  

The choice of an appropriate measure should always be done based on the 
material and the research goals, but as Schneider and Borlund (2007b) 
conclude there may in fact not be a single measure that would in every case 
be “the best” and that in every case the results should be confirmed with 
some complementary techniques, such as content analysis or link 
classifications in webometrics.  

2.3.6. From valued to binary 

The methods in social network analysis mainly work on binary data and to use 
some of the methods to analyze valued graphs the graphs have to be 
converted into binary values. A dichotomous relationship has to be 
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established in the graph and a suitable cut-off value C has to be assigned to do 
that. This cut-off level will define whether the connection is strong enough 
and there are enough links for the connection to be present in the 
dichotomous graph or not. Links that are equal or greater than the chosen 
cut-off value will be present and marked with 1s in the matrix and links with 
values lower than the cut-off will be replaced with 0s. Selection of a suitable 
cut-off is important as it has great impact on the outcome and the visual 
representation of the new graph (Wasserman & Faust, 1994). This cut-off 
value decides whether a connection is present in the new matrix or not. In 
Table 2.9 below a matrix of a valued graph is presented.  

Table 2.9. Example of a valued graph 

  A B C D E 

A 0 5 4 1 0 

B 5 0 4 1 0 

C 4 4 0 3 2 

D 1 1 3 0 4 

E 0 0 2 4 0 
 

The outcome of various cut-off values is shown in Figure 2.5 below. If the cut-
off value is chosen to C = 5, only one link will be remaining in the graph, and if 
the cut-off value is chosen to be C = 1 no links will be removed from the graph. 
Choosing a suitable cut-off value may be difficult and different options could 
be tested. Choosing a too high cut-off level would make the network collapse 
and the connections between the nodes to disperse. The connectivity of the 
network would suffer and all the nodes might not be reached anymore. If a 
too low cut-off value is chosen, the network would be very dense and well 
connected and no patterns would emerge from it.  



Figure 2.5. The influence of choosing a cut

The average number of links is often used as a cut
case above the average number of links is 2.4, placing the cut
between C = 2 and C = 3. If the average would have been closer to either 2 or 
3 it would have been a clearer case and the choice of the cut
have been easier, but in this case both cut
analysis could be done on both to see which provides the more appropriate 
results with highest reliability.   

2.3.7. Collapsing networks

Networks’ resilience against attacks has been studied in various networks, like 
food webs (Dunne, Williams & Martinez, 2002a; 2002b), terrorist networks 
(Fellman, 2008) and the Internet (Cohen et al., 2000; 2001). To know how 
networks behave under attacks or when some of the links or nodes are 
removed is important in many different net
important to know what would happen to the whole food web if some species 
would be extinct and whether the food web could survive it. Studying terrorist 
networks could reveal information about which nodes should be removed i
order to prevent terrorist attacks. Studying the Internet and the Web can give 
information about how resilient the Internet is against viruses attacking 
computers. Answers to these are very important in order to understand how 
networks behave when certain nodes are removed from the networks. 

Scale-free networks with link distributions that follow power laws have been 
found to be very resilient to random removal of links (Albert, Jeong & 
Barabási, 2000; Broder et al., 2000; Holme et al., 2002; Zhao et al.
seems logical because the chances are that random removal of nodes will 
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(Fellman, 2008) and the Internet (Cohen et al., 2000; 2001). To know how 
networks behave under attacks or when some of the links or nodes are 
removed is important in many different networks. In food webs it would be 
important to know what would happen to the whole food web if some species 
would be extinct and whether the food web could survive it. Studying terrorist 
networks could reveal information about which nodes should be removed in 
order to prevent terrorist attacks. Studying the Internet and the Web can give 
information about how resilient the Internet is against viruses attacking 
computers. Answers to these are very important in order to understand how 

n nodes are removed from the networks.  

free networks with link distributions that follow power laws have been 
found to be very resilient to random removal of links (Albert, Jeong & 
Barabási, 2000; Broder et al., 2000; Holme et al., 2002; Zhao et al., 2005). This 
seems logical because the chances are that random removal of nodes will 
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remove a node with only few links and hence removal of such low-degree 
nodes will not affect the overall connectivity of the network. But if the high-
degree nodes were to be targeted for removal the network would be very 
vulnerable (Newman, 2005). Removal of influential nodes may destabilize the 
network (Carley, Lee & Krackhardt, 2002) and maybe even make it collapse 
completely. The network structure changes remarkably when influential 
nodes are removed (Holme et al., 2002).  

On the Web removal of some random sites would not have a great impact in 
the reachability or connectivity of other sites, but if a central Web site with a 
high degree would be removed the connectivity of the network and in 
particularly that part of the Web where the removed site dominated would 
change dramatically. Removal of influential Web sites could have an impact on 
the rankings on search engines, because search engines use the linking 
structure to determine the ranking order (more about search engines and 
their ranking algorithms in chapter 3). Removal of an influential site would 
have an immediate impact on the traffic flow between the sites affected. 
Some sites could become completely isolated.  

It is also possible to look at collapsing networks on the Web from another 
angle. The nodes in a network always represent something or someone and 
the links represent the connections or the relationships between the nodes. 
Removing certain nodes would reveal what would happen to the connections 
that are left intact and how the dynamics of the network would change. If a 
certain organization’s Web site was removed from an interlinking network on 
the Web, it could provide information about what could happen offline if the 
organization was removed from the network due to bankruptcy or some other 
reason. Removing the most influential nodes could possibly tell something 
about the dynamics and the relationships of those nodes that were left in the 
network. Would some node stand out and be the new centre, the new most 
influential node and take over the role the removed node had? Or would the 
whole network collapse and become disconnected?  

Purposefully removing the most influential nodes from a network could also 
reveal some information that would otherwise have been hidden or 
overshadowed by the most influential nodes. Removing the most influential 
nodes could give other nodes some room to stand out and be studied in 
detail.  

2.3.8. Visualizing networks 

In network analysis and webometric studies one usually deals with very large 
amounts of data. The results are often visualized to make the interpretation of 
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the data easier. Information visualization is often used to make the 
management, analysis, distribution, reception and understanding of large 
amounts of data easier (Card, Mackinlay, & Shneiderman (eds.), 1999; Baeza-
Yates & Ribeiro-Neto, 1999). Through information visualization large amounts 
of data can often be much faster and easier transferred to the receiver as 
knowledge than with other methods. Think for instance about the difference a 
written description of some person’s appearance and a picture of him or her 
has. Information visualization is a process where data and information are 
transferred in a visual form to knowledge with the help of human’s natural 
characteristics for understanding and receiving visual information. With the 
help of effective visual user interfaces we can manage large amounts of data 
and rapidly and effectively find small characteristics, trends and patterns that 
are hiding in them (Gershon, Eick & Card, 1998; Börner, Chen & Boyack, 2003).  

Different visualizations have long been used in bibliometrics to demonstrate 
collaboration or citation networks (Cawkell, 2000). In scientometrics for 
instance, information visualization have been used to analyze large data sets 
and create different maps of science (Small & Garfield, 1985; Leydesdorff, 
1987; Small, 1999; Cahlik, 2000; Boyack, Klavans & Börner, 2005) that aim at 
giving a visual representation of how different disciplines are connected and 
how they may influence each other. For very small data sets a potential 
information visualization technique would be to simply place the nodes in a 
circle and draw the links between them (Thelwall, 2001b; Thelwall & Smith, 
2002a). In larger data sets where nodes may cluster together based on their 
similarity or strength of the links between them some statistical techniques 
are usually preferred (Chu, He & Thelwall, 2002; Thelwall, 2002b). Network 
visualization is also an important tool in network analysis (e.g. Park, Barnett & 
Nam, 2002; Garrido & Halavais, 2003). 

In webometrics visualization techniques have been used in e.g. to research 
interlinking patterns (Thelwall & Smith, 2002b). Thelwall (2001c), Thelwall and 
Smith (2002b) and Thelwall, Tang & Price (2003) used network diagrams to 
explore the link structure and to visualize the strength of hyperlink 
connections between certain areas of the Web. Different visualization 
techniques have been used for several decades to aid in the interpretation of 
large quantities of data and to aid in communicating those interpretations to 
others (Freeman, 2000). The popular spring-based visualization algorithm 
Kamada-Kawai (1989) has been used in many studies (e.g. Chen, 1998; 
Rousseau & Thelwall, 2004; Leydesdorff & Vaughan, 2006; Leydesdorff, 2004; 
2007). Kamada-Kawai is a commonly used spring-based algorithm that tries to 
give meaning to a network by treating the links like springs that are trying to 
pull the nodes closer to each other. Kamada-Kawai tries to find balance in the 
network visualization by letting the springs pull on the nodes over and over 
again until they are in balance and with that it also decreases the stress of the 
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network. Kamada-Kawai gives a clear picture when the set of visualized nodes 
is not too big (<100) (Leydesdorff, 2004). Another often used spring-based 
algorithm is the Fruchterman-Reingold algorithm (Fruchterman & Reingold, 
1991).  

Ortega and Aguillo (2009) used the data collected by the Ranking of the World 
Universities project (www.webometrics.info) and plotted the link data on top 
of a geographic map to visualize how the different countries linked to each 
other. The Fruchterman-Reingold algorithm (1991) was used in the 
visualization because it is considered faster for large networks (de Nooy, 
Mrvar & Batagelj, 2005) than Kamada-Kawai algorithm (1989). Ortega et al. 
(2008) mapped the Web presence of European universities using both 
interlinking and co-inlinking links. For network visualization they used the 
spring based algorithm Kamada-Kawai (1989) while Multidimensional Scaling 
was used for analysis. Distances between the nodes in the graph were 
calculated using Multidimensional Scaling. They used a cut-off level or a level 
of significance to convert the co-inlink data into a binary form. Only the 
strongest connections were then visible in the graph. García-Santiago and de 
Moya-Anegón (2009, to appear) used clustering techniques and visualized the 
groupings in a tree diagram. Klavans and Boyack (2006) state that different 
visualization techniques are actually reduction techniques as the 
multidimensional data is reduced and plotted on a two-dimensional graph.  

Multidimensional Scaling (MDS) is a frequently used technique in 
scientometrics and webometrics (e.g. Larson, 1996; Faba-Pérez, Guerrero-
Bote & De Moya-Anegón, 2003a; Musgrove, Binns, Page-Kennedy & Thelwall, 
2003; Faba-Pérez, Guerrero-Bote & De Moya-Anegón, 2004; Kim, Park & 
Thelwall, 2006; Vaughan & You, 2008; Gouveia & Kurtenbach, 2009, to 
appear). The basic assumption in Multidimensional Scaling is that the data 
contains some information about the similarities or dissimilarities between 
the nodes (Johanson, Mattila & Uusikylä, 1995). This data can be used to 
visualize the similarities or dissimilarities by drawing the nodes and links on a 
map where the distance between each node represents the level of similarity 
or dissimilarity of the nodes (Hanneman & Riddle, 2005). The amount of nodes 
and links in the matrix places some restrictions on which visualization 
algorithm and software to use. Multidimensional Scaling can be used for data 
sets of a magnitude of some hundreds of nodes, while Pajek (Batagelj & 
Mrvar, 1998) and the Kamada-Kawai algorithm can handle thousands of nodes 
(Klavans & Boyack, 2006). The features of the available software may also 
have some influence in the decisions.  
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2.4. Conclusions 

The Web is built from highly dense clusters that are connected to each other 
by short cuts that may jump between different topics, creating a small world 
network. This network grows due to preferential attachment, so that sites that 
already receive a lot of links or that have many visitors or that have many 
pages receive even more links, get even more visitors and have even more 
new pages created on them. In fact, the preferential attachment is so strong 
that the distribution of inlinks, outlinks, pages and visitors do in many cases 
follow power law distributions. The “rich get richer” on the Web because they 
are rich to begin with, not necessarily because of their quality or some other 
value. The detection of power law distributions could therefore be an 
indicator of inequality or even of an unfair representation of the actual 
situation among the nodes in the network.  

The power law distributions give a hint of another possible feature; the fractal 
nature of the Web. The fractal nature would mean that researchers could take 
any slice of the Web and the discoveries would most likely apply even on a 
larger slice. In that case any small scale studies may give some insights even to 
large scale properties of the Web, but it would seem logical that the fractal 
nature do not cross between different topical Web spaces. Studying small 
business Web sites may not give insights into relationships between 
universities in different countries, but studying e.g. Web relationships 
between municipalities in a certain region may give some insights about the 
Web relationships between larger local governmental regions, or at even 
larger scale about relationships between different governments.  

Various methods have been developed to study networks and the properties 
of the nodes and the links in the networks. Centrality measures can reveal 
something about the roles individual nodes have in a network, while clusters, 
cliques and k-plexes among others can be used to map local neighbourhoods 
in graphs. Methods from network analysis have been long used to study all 
kinds of networks and lately they have been used on the network called the 
World Wide Web. However, methods from social network analysis have not 
yet been extensively used or evaluated in webometrics and their applicability 
is therefore unknown.  

The Web is a large network where the sites are nodes and the hyperlinks 
between the sites are the links connecting them together. Links on the Web 
are normally created by people and the links may reflect the attitudes, 
interests and connections of their creators. Because this network of Web sites 
and links between them has been created by people they may reflect some 
offline phenomena.  
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“If we knew what it was we were doing,  

it would not be called research, would it?” 
Albert Einstein, 1879-1955 

 

 

3. Webometrics 

 

The research field of webometrics has its roots in library and information 
science and in particularly in scientometrics and bibliometrics. Because of this 
heritage its research methods are very similar to bibliometric methods but 
applied on the World Wide Web to extract and analyze information from the 
hyperlink structure and content on the Web. The original idea of webometrics 
was that hyperlinks between Web sites may be a valuable source of 
information, in a similar way that citations are a valuable source of 
information about use and visibility of scientific articles and about the 
connections between different authors and different articles. Both links on the 
Web and citations in scientific articles are used in a similar way: to reference 
something, some other source of information and because of this similarity 
both may be useful for researching various relationships between the 
researched documents, authors or organizations.  

Webometrics is still a young field of research and therefore a lot of 
webometricians have been involved in methods development and evaluating 
existing bibliometric methods in the new Web environment. The appeal of 
using the Web as a data source is that it gives free access to timely data. 
Gathering data that would otherwise have taken weeks of interviewing or 
going through hundreds of survey replies can be done in days when using the 
Web for data collection, and because Web content is created by its users, it 
may reflect users’ opinions and relationships between them. Several 
webometric studies have in fact found significant correlations between offline 
and online phenomenon. Some trends and phenomenon seem to transfer to 
the Web, supporting the idea that the link structure on the Web may be a 
valuable source of information. 
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3.1. Development of webometrics 

Webometrics has its roots in scientometrics and bibliometrics. Scientometrics 
is the science to study science (De Solla Price, 1963) and there have been 
many efforts to use bibliometric methods to map science and show how 
different disciplines are connected together (Garfield, 1979; Small & Garfield, 
1985; Leydesdorff, 1987; Small, 1999; Cahlik, 2000; Boyack et al., 2005). 
Bibliometrics has been defined as research of the quantitative aspects of 
production, distribution and use of all saved information (Tague-Sutcliffe, 
1992). Bibliometrics has also been described as the research field that studies 
scholarly communication, publishing, and the development of literature 
(Borgman, 2000). Bibliometrics literally means “book measurement”, but in 
fact bibliometrics has been used to measure different aspects in all kinds of 
(usually) written documents. Measured quantities have usually been 
frequencies of different occurrences, like words in a text or authors of a 
collection of scientific articles. Analogous to this definition, webometrics 
would mean “measurement of the Web”, which is quite appropriate.  

Bibliometric techniques traditionally include methods such as citation 

analysis, co-word analysis and simply counting the occurrences of words or 
articles. Citations have been used as a measure of scholarly work, to map 
social and collaboration networks, and to map the intellectual influence and 
the achievements of individual researchers (Cole, 2000). Bibliometric 
indicators such as citations have been useful tools when mapping 
collaborative patterns between authors, departments, universities and 
countries (Bordons & Gómez, 2000). Simple occurrences of citations for 
instance can give some information about the perceived value of the cited 
document; a document that receives a lot of citations can be assumed to be 
more popular or be of higher quality than others. A similar assumption lives 
on even today in the Web 2.0 era in the so called “wisdom of crowds” and 
even search engines indirectly tap into the pool of knowledge created by Web 
users. Some Web services let users rate, recommend or even review their 
products. References in the form of user created ratings or recommendations 
can provide some notion about the value or usability of products or Web 
services, and the more recommendations a service or a product gets the more 
valuable it may be.  

Co-citations (Small, 1973) were proposed as a measure of similarity between 
scientific articles. If two articles are often cited together, they are assumed to 
have something in common. The more often two articles are cited together, 
the stronger the similarity. The same principle has been used in author co-
citation analysis (ACA) (e.g. White & McCain, 1998) and co-word analysis (e.g. 
Courtial, 1994). In author co-citation analysis pairs of authors and how often 
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they are cited together is measured. Co-word analysis is a content analysis 
technique because the frequencies of certain words and their joint 
occurrences are used in the analysis (Callon et al., 1983; Courtial, 1994; He, 
1999). Words that are used frequently together have a strong relationship 
between them and the frequencies determine the strength of the 
relationship. The words and their mutual relationships are often drawn on 
network maps to visualize the connections and to aid in interpretation of the 
data.  

Bibliographic coupling has been suggested as a similarity measure by Kessler 
(1963). The assumption with bibliographic coupling is that if two articles both 
cite the same third one, they are similar because they have a shared interest 
towards it, they are coupled bibliographically together. The same idea is also 
used in social network analysis: if two people have a common friend, it is likely 
that they will also at some point in time become acquaintances or friends. 
Amsler (1972) proposed a similarity measure that combined co-citation and 
bibliographic coupling. The idea was that two papers are similar if they are 
cited in the same paper (co-citation) and if they also cite the same paper 
(bibliographic coupling) or the first one cites a paper that again in turn cites 
the second paper. Such a combination would exclude those connections that 
are based on only co-citation or bibliographic coupling and the idea is that a 
combination of these two methods would leave only the strongest 
connections or most similar papers.  

Citations are recognitions of previous work and they refer readers to other 
articles and other information sources in a similar way that Web links refer 
visitors to other Web pages and Web information sources. The similarities 
between the use and structure of citations and Web links gave some scientists 
the idea of using Web links as sources of information about Web sites and 
pages and about authors of them (e.g. Larson, 1996; Rousseau, 1997; Almind 
& Ingwersen, 1997; Ingwersen, 1998; Bar-Ilan, 2000a). Cronin (2001) wrote 
that “the Web affords bibliometricians rich opportunities to apply and adapt 

their techniques to new contexts and content” and according to Bar-Ilan 
(2000a) there are a lot of valuable and freely available data hidden in the Web 
and that the Web has an excellent potential to serve also as a bibliographic 
database. In fact, the Web has been used to study scholarly communication 
much in the same way that scientific literature has been used for the same 
purpose (see section 3.4.3). Thelwall (2008b) lists three potential benefits of 
webometrics in contrast to bibliometrics: 1) the Web can give timelier data 
than citation databases, 2) the Web contains a wider range of scholarly 
communication and published material, such as presentations, content on 
Web sites, and even blog entries, and 3) much of the Web is freely accessible. 
Thelwall (2008b) continues by stating that it seems unlikely that webometrics 
would replace traditional bibliometrics because of the disadvantages of Web 
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data, but it can be useful for some other purposes. Webometrics can for 
instance be used for short and fast pilot studies that may give information 
about possible future directions of more extensive studies.  

Webometrics developed as a new branch from bibliometric research in the 
middle of the 1990s, as a result of the development of the Internet and the 
World Wide Web. Almind and Ingwersen (1997) were the first to define the 
field and they even gave it its most widely used name: webometrics. Almind 
and Ingwersen (1997) used quantitative data collected from the Web and 
compared Danish use of the Web to other Nordic countries. In their research 
they defined webometrics as:  

”…research of all network-based communication using informetric or 

other quantitative measures”.  

The definition by Almind and Ingwersen (1997) focused the definition of 
webometrics as research that used quantitative methods on the Internet and 
the Web. A later definition of the field reads:  

 “The study of the quantitative aspects of the construction and use of 

information resources, structures and technologies on the WWW 

drawing on bibliometric and informetric approaches” (Björneborn & 
Ingwersen, 2004). 

In other words webometrics is the study of the content, structure, use and 
technology of Web sites using quantitative bibliometric methods (Björneborn 
& Ingwersen, 2001). Both of these definitions incorporate the heritage from 
library and information science by including the reference to bibliometric or 
informetric methods. According to Björneborn and Ingwersen (2001), there 
are three possibilities for knowledge discovery on the Web: researchers can 
study 1) Web page contents, 2) link structures, or 3) users’ information 
behaviour. Studying Web page content can give information about how some 
Web design decisions may affect the perceived credibility of Web sites or how 
consumer created content can be used to analyze trends, opinions and public 
concerns. User studies are important to gain knowledge about how Web users 
use search engine to find information to their information needs (Zhang, 
Jansen & Spink, 2009) and how they “surf the Web” (Huberman et al., 1998). 
This knowledge can be used to develop new and improved tools for Web 
information retrieval. Research about hyperlink structures on the Web can be 
said to be in the very core of the research field of webometrics. Methods used 
to study link structures on the Web can range from scientometric techniques 
to social network analysis. Borgman and Furner (2002) divide the possibilities 
for link analysis into relational link analysis and evaluative link analysis. In 
relational link analysis different link-based Web indicators are used to show 
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flow, connections and relationships of various strengths between people, 
organizations, journals, Web sites or countries even. Evaluative link analysis 
uses Web indicators to measure features like impact, visibility, quality, 
influence and importance. According to Borgman and Furner (2002) relational 
link analysis could answer questions like: “Who is related to whom?”. In 
evaluative link analysis the research questions could be like: “Whose research 

or influence is better?”. 

The original idea in webometrics was that both links on the Web and citations 
in journals can be used similarly as information sources for research and that 
same quantitative methods could be used to analyze both phenomenon 
(Cronin, 2001; Prime, Bassecoulard & Zitt, 2002; Faba-Pérez, Guerrero-Bote & 
Moya-Anegón, 2003b; Smith, 2004; Thelwall, Vaughan & Björneborn, 2005). 
Analogous to citations Rousseau (1997) even called hyperlinks “sitations”. 
Smith (2004) studied whether hyperlinks are in fact analogues to citations and 
found that of the studied set of links only 20% could be considered as 
analogues to citations. This shows that when talking about the analogies 
between citations and hyperlinks one has to keep in mind that they are only 
that, analogies. Citations in scientific literature are very formal recognitions of 
previous work and they follow common unwritten rules of conduct. Although 
the motivations to create citations can vary (see chapter 4), hyperlinks are 
created in a much more informal setting than citations and the motivations to 
create hyperlinks may include a much wider range of various motivations than 
motivations to create citations (Björneborn & Ingwersen, 2001; 2004). 
Motivations for link creation or citing are important to understand, because 
without the understanding of the motivations it is not possible to understand 
what the relationships created by these connections really mean. Even though 
Web links cannot be treated directly as citations, there are some appealing 
elements to using the Web and Web links as a data source and earlier 
webometric research has discovered some significant correlations between 
online and offline phenomenon (see section 3.4).  

3.2. Link data collection 

There are three methods to collect data from Web content and links: 1) the 
researcher can manually visit every site and collect the link data, 2) a personal 
Web crawler can be programmed to crawl certain sites and collect the link 
data and save the content of the pages, and 3) Web search engines can be 
mined for information about links and content. Manually going through 
hundreds of sites would be very time consuming and it cannot be 
recommended unless the researched set of sites is very small (Thelwall, 
Vaughan & Björneborn, 2005). Web search engines can be effectively mined 
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for link data from thousands of sites at once but search engines may have 
some inconsistencies and deficiencies which have to be taken into account 
when interpreting the data. With a Web crawler the researcher has full 
control of which sites the data is collected from and the set of crawled sites 
can be fairly large (maybe <100), but there are certain types of content that 
the crawler may not be able to read and use. The researcher should also 
consider the ethics of crawling certain sites in certain countries (see section 
3.2.1.1). All data collection methods have their strengths and weaknesses and 
it always depends on the present research and the research goals which 
method suits that research best. The two latter methods to collect link data 
are discussed in the next sections.  

3.2.1. Web crawlers 

Web crawlers are programs that are programmed to start from a given Web 
page and to use links from it to move automatically and independently on the 
Web from one page to another, from one Web site to another, collecting and 
saving information about the links and the content on the Web sites, until 
there are no more links to follow (Chun, 1999; Bar-Ilan, 2001a; Thelwall, 
2001d; 2002d; 2003b; Chakrabarti, 2003; Chau & Chen, 2003). Web search 
engines also use Web crawlers to find new pages and new sites to be added to 
their databases. Web crawlers can be programmed to only search for pages 
covering certain topics, to avoid certain pages and areas of the Web 
(Chakrabarti, Berg & Dom, 1999; Menczer, et al., 2001) and to check for and 
exclude duplicate content (Thelwall, 2004). Crawlers that besides collecting 
data also check the content for duplicates are usually called content crawlers 
(Thelwall, 2004).  

Web crawlers may have some weaknesses because they may not be able to 
crawl dynamically created Web pages or other non-html Web content. 
Another concern for automated link data collection with Web crawlers is 
mirrored content and copied content on the Web, as these may distort the 
figures by doubling the occurrences. Baeza-Yates (2003) summarizes the types 
of Web data that can create challenges for search engines and in particularly 
for the data collection with Web crawlers. Dynamic data created by users’ 
actions may be a great challenge. Dynamically created content may cause 
problems and require human intervention as the crawler may create dynamic 
content by itself. An example of this was in Thelwall (2003b) when the crawler 
started to retrieve dynamically created pages from a Web calendar and was 
stopped by the researcher when it had reached year 2030. This is why human 
intervention is often required during Web crawls in order to remove duplicate 
and redundant data and to sometimes stop the crawl and ban certain, 
dynamically created parts of a Web site (Thelwall, 2003b). Multimedia data 
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usually includes images, animations, sounds, video or flash, and flash may be 
the most problematic of these when retrieving link data as crawlers may not 
be able to follow links that are embedded in flash. Structured data forms 
another concern. From a link data mining view XML streams are problematic 
as they duplicate the content and create a sort of mirror sites. Semantic data 
may cause concerns for information retrieval (such as standards for metadata 
or degree of trust in an information source) but for link data mining semantic 
data should not cause concerns according to Baeza-Yates (2003).  

Crawlers can usually retrieve information only from HTML. Embedded 
programs like JavaScript and Flash may be out of reach for some crawlers 
(Thelwall, 2003b), although modern search engines are able to crawl and 
index various file types such as Microsoft Word, Excel and PowerPoint, PDF 
files and even Shockwave Flash. In Google’s advanced search for instance, a 
query can be restricted to only search for certain file types. However, all 
search engines may not be able to crawl certain file types. Webmasters using 
these techniques may not have their pages crawled completely and some 
pages may not appear in search engines because Web crawlers can only visit 
pages that they have found links to. Different areas of the Web may be 
outside the reach of crawlers for various reasons. Some areas of the Web may 
be protected by passwords and some areas may be banned with the 
robots.txt protocol (Koster, 2009a; 2009b). However an advantage when using 
a crawler is that the researcher can be more in control of the coverage of the 
researched sites and that the researcher can determine the algorithms to 
count links for the analysis.  

3.2.1.1. Crawling ethics 

Web crawlers can be dangerous tools if wrongly used. A thousand 
simultaneous crawls to a Web site could potentially overload the Web server 
hosting the Web site and cause a denial of service for visitors trying to access 
the Web site. Even though it is unlikely that this could happen unintentionally 
when a researcher crawls some Web sites, it is important to be aware of the 
dangers and estimate the cost and effect of the actions the crawler is set out 
to do (Thelwall & Stuart, 2006).  

The issues involved with Web crawling ethics are denial of service, cost, 
privacy, and copyright (Thelwall & Stuart, 2006). Web crawlers that burden 
Web servers hosting the crawled Web sites may cause a denial of service. The 
server cannot keep up with all the requests which results in denial of service. 
This means that people trying to access the Web site cannot open the pages. 
There are a lot of different service providers for Web site hosting and some 
may charge for additional traffic that exceeds the traffic included in the 
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service. Web crawlers could also find pages that were intended to be private. 
Secret information could possibly leak out if such pages were crawled. Search 
engines actually do something illegal when they crawl Web sites; they take 
copies of copyrighted material and store the copies in their databases. The 
idea and practice is that Web site owners can opt-out by using the robots.txt 
protocol to restrict the pages the crawlers are allowed to access. The 
robots.txt protocol was developed to protect Web sites against heavy use 
(and risk for denial of service) and to prohibit crawlers from accessing pages 
that are intended to be private (Koster, 2009a; 2009b). An ethical crawler 
would follow the restriction in the robots.txt protocol (Thelwall & Stuart, 
2006). 

Thelwall and Stuart (2006) provide guidelines for ethical Web crawling and link 
data mining. Something that researchers using Web crawlers have to take into 
account are the ethical aspects of using a lot of bandwidth when crawling the 
sites. The financial implications a crawl might have should be evaluated 
against the social and intellectual benefits of the crawl. To minimize the 
burden on the crawled Web sites the sites should be crawled during hours of 
low traffic and even then, maybe with a restricted speed. Alternative ways to 
collect the link data should also be considered (i.e. search engines API’s). A 
part of the ethical aspects is also to respect the robots.txt protocol if such 
exists. Thelwall and Stuart (2006) suggest that researchers should email 
webmasters of large sites and inform them in advance of the intended crawl 
and give them a chance to opt-out.  

3.2.2. Search engines 

Web search engines like Google, Yahoo! and Bing can give researchers free 
access to huge amounts of data about the content and link structure on the 
Web. Web search engines collect data with similar Web crawlers that 
researchers can use to collect link data. In fact, Web search engines have 
three different parts: the crawler, the indexer and the search engine interface 
where the queries are inserted (Bar-Ilan, 2004b). Web crawlers independently 
search the Web for updated or new content that could be indexed and stored 
in search engines’ huge databases. The index is used when a query is entered 
into the search interface. The search engine does not search the Web when a 
query has been entered; it searches this index.  

As search engines become more and more popular tools for information 
seeking, it is crucial for organizations and businesses to be visible in them 
(Espadas, Calero & Piattini, 2008). Wouters, Reddy and Aguillo (2006) found 
that larger Web sites are often less visible. It can be assumed that the time 
crawlers have to crawl a single site is limited and within that time they are 
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able to cover smaller sites better. Wouters, Reddy and Aguillo (2006) 
emphasize that this indicates the importance of the depth where the 
information is placed in the Web site hierarchy: too deep in the Web site and 
it may not be found by crawlers and therefore it cannot be found on search 
engines either. They also found that 50% of the visibility of the studied 
scientific content was found with different search engines, indicating some 
overlap in the results.  

Different search engines use different ranking algorithms (Bar-Ilan, 2005a) and 
these are all well kept secrets. Google (2004) only reveals that their ranking 
algorithm is “based on a number of factors designed to provide end-users with 

helpful, accurate search results”. Because of Google’s success with PageRank 
(Brin & Page, 1998), it can be assumed that all the major search engines use 
some kind of algorithms that are based on the link structure on the Web, but 
not knowing exactly how search engines give the results to users’ queries is a 
concern for any information seeking task. Users cannot be sure about the 
objectivity of the search engines and whether search engines filter the results 
or even exclude some information from the results. This is also a concern for 
researchers using search engines for link data collection.  

Search engines are not designed to fulfil the needs of Web researchers: they 
prioritize efficiency and speed rather than accuracy. No Web user wants to 
wait long for the results to the queries he or she has entered and with possibly 
over 60 billion searches conducted every month, efficiency is very important 
(Lipsman, 2007). The amount of time search engines process queries is 
assumed to depend on traffic volume. This is why Thelwall (2001c) and later 
Vaughan and Thelwall (2003) used search engines at times when Internet 
usage was at lowest.  

Some search engines allow the use of automatic computer programs that may 
access their databases or parts of their databases with some times restricted 
amount of queries per day (Mayr & Tosques, 2005), but these may inherit the 
same problems that search engines have. LexiURL Searcher 
(http://lexiurl.wlv.ac.uk/) is a program that can automatically submit queries 
to search engines and give reports on the results. Instead of manually 
inserting queries one by one to different search engines, researchers can 
automate the process by using LexiURL Searcher or they can write their own 
programs. LexiURL Searcher is able to access search engines databases 
through the Application Programming Interfaces11 that some search engines 

                                                           
11 An Application Programming Interface, or an API, is a programming interface that a 
software may provide to give other software access to it. Search engines for instance 
may use APIs to give other software access to their databases and researchers can use 
the APIs to create their own software to retrieve data from search engines’ databases.  
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provide. In some cases this access is limited to i.e. certain amount of queries 
per day or the database is not identical to the database that can be accessed 
through the search engines’ Web interface (Thelwall, 2004a).  

Commercial search engines have been the object of several studies (e.g. 
Peterson, 1997; Bar-Ilan, 1999; 2000b; 2002a) and many earlier studies have 
discovered some deficiencies and inconsistencies in them (e.g. Bar-Ilan, 1999; 
Notess, 2000; Rousseau, 1999; Snyder & Rosenbaum, 1999) that have even 
raised the question of whether search engines could be used for link data 
collection for informetric purposes (Snyder & Rosenbaum, 1999; Bar-Ilan, 
2002a). For a search engine to be suitable for webometric studies, it should at 
least have a large enough database of indexed Web sites, give consequent and 
reliable results, be able to combine search terms with Boolean logic and 
include advanced techniques for information searching (Smith, 1999a). 
According to Bar-Ilan (2005a) an ideal search engine should have a uniform 
and exhaustive coverage, the results should be stable, the search features and 
capabilities should be clearly documented, the search engine’s database 
should be frequently updated and that whole documents should be indexed, 
as the top five features. Li (2003) states that using search engines for data 
collection can only give indications, not definite conclusions and answers.  

3.2.2.1. Overlapping coverage of Web search engines 

One of the deficiencies with search engines is their limited coverage. 
Lawrence and Giles (1999b) showed that no single search engine covered 
more than one third of the publicly accessible Web in 1999. A later study 
about search engine coverage found search engines to have very uneven 
coverage, even of large national domains (Thelwall, 2000). This lack of 
coverage is due to two things: 1) Web crawlers may not be able to keep up 
with the growing and dynamic web, and 2) there are parts of the Web that 
cannot even be indexed. It can probably be assumed that Web crawlers have 
developed a lot since 1999 and the broadband connections have certainly 
become faster and cheaper. Hence Web crawling has become easier, faster 
and cheaper, but at the same time the Web is growing at an increasing speed 
and outside the reach of search engines is the so called “invisible web” or 
“deep web” and its size could be even 500 times as large as the visible Web 
(Bergman, 2001). Later research has shown that the search engine AltaVista 
(www.altavista.com) has a quite good coverage of academic Web sites 
(Thelwall, 2001b), which suggests that there may be some differences in how 
well various topics or genres are covered by search engines.  

The overlap between the coverage of different search engines has been found 
to be very low (Lawrence & Giles, 1998; 1999b; Smith, 2003; Jacsó, 2005; Bar-
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Ilan, Levene & Mat-Hassan, 2006; Spink, Jansen, Blakely & Koshman, 2006; 
Spink, Jansen, Kathuria & Koshman, 2006). Spink, Jansen, Blakely and 
Koshman (2006) and Spink, Jansen, Kathuria and Koshman (2006) found that 
the overlap of the results on the first results page of two search engines was 
as low as 11.4% and the overlap between three search engines sank even 
lower to 2.6%. Results shared by four search engines were only 1.1%. This 
suggests very different retrieval practices and ranking algorithms among the 
studied search engines. Bar-Ilan (2005b) also came to the conclusion that 
major search engines use very different ranking algorithms. Vaughan and 
Thelwall (2004) found significant differences between how major search 
engines cover commercial Web sites in different countries. Sites from the US 
were much better covered by the search engines compared with the other 
three countries, China, Taiwan and Singapore. It was concluded that the bias is 
not intentional, but that it is “a natural result of cumulative advantage effects 

of US sites on the Web”. This means that to conduct an extensive information 
search, one should use several search engines to retrieve all relevant 
documents that are available and remove the duplicates from the results. 
Users using Web search engines to find information to their information needs 
are advised to not just use Google but to use other search engines too 
(Lewandowski, 2008a) because different search engines may give very 
different results. Search engines could also be used in parallel and the results 
could be compared to find patterns in the results or to discover differences 
between search engines that are caused by differences in coverage or 
techniques in the search engines (Thelwall, Vaughan & Björneborn, 2005). 
Vaughan (2004a) used several search engines for link data collection and in 
comparing the results she found them to be quite consistent in comparison to 
each other, indicating that it in this case did not matter which one to use.  

3.2.2.2. Consistency of Web search engines 

There may be a great deal of fluctuation and instability in the results of major 
search engines (Bar-Ilan, 2000b; Mettrop & Nieuwenhuysen, 2002; Risvik & 
Michelsen, 2002). Some earlier studies have shown that results from search 
engines can be unreliable and unstable and the results can vary even within 
short periods of time (Bar-Ilan, 1999; Notess, 2000; Rousseau, 1999). 
Rousseau (1999) used AltaVista because at the time it was a search engine 
with a large coverage and it had advanced search features suitable for 
retrieving link data. He found rather large fluctuations in the results of 
AltaVista and he recommended not using AltaVista for informetric research. 
According to the study by Snyder and Rosenbaum (2000) search engines can 
give unstable results, they have limited search functions and those they have 
may be poorly or incorrectly documented, and they use search logic that is 
opaque and that may change without warning. They found some major 
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inconsistencies between different search engines, but also between searches 
done at different times with the same search engine. Bar-Ilan (1999) 
discovered that search engines lose information over time. Relevant sites and 
pages that still exist on the Web could not be found with the search engines 
anymore, but after some more time, some could be included in the results 
again.  

Mettrop and Nieuwenhuysen (2001) suggest that some of the fluctuations 
may be caused by conscious decisions by the search engines to remove some 
Web sites and Web pages from their databases because of their content. 
Some search engines also try to remove duplicates. Search engines probably 
prioritize speed of delivering the results, as it is better to give the most 
relevant results quickly than to give all possible results and take more time. In 
order to prioritize speed search engines may not search through all of their 
databases and indexes, which may result in fluctuations. The use of multiple 
databases and multiple indexes which are not always identical may also cause 
fluctuations in the results. Search engines can also truncate the results and in 
doing so, improve response times during times of heavy usage. Snyder & 
Rosenbaum (1999) found search engines to be inconsistent with the results 
and to have limited search functions and documentation.  Snyder & 
Rosenbaum (1999) warned researchers to have reservations about any 
conclusions drawn from the results obtained with search engines. Bar-Ilan, 
Levene and Mat-Hassan (2006) also found some changes in the results of the 
two researched search engines AlltheWeb and Google. They stated that the 
changes could be due to the dynamic nature of the Web or they could be 
fluctuations in the results. Many studies have used a single search engine to 
collect the data and quite often this search engine has been AltaVista (e.g. 
Larson, 1996; Rousseau, 1997; Ingwersen, 1998; Smith, 1999a; Thelwall, 2000; 
Leydesdorff & Curran, 2000). AltaVista, in the late 1990s, provided the 
necessary search features and had a big enough database. The early version of 
AltaVista was found to be a lot more unstable, a defect that was improved 
with an updated version of AltaVista. Later results have become more stable 
and reliable (e.g. Thelwall, 2001a; 2001b; Li, et al., 2003; Vaughan & Thelwall, 
2003).  

Search engines are biased (Mowshowitz & Kawaguchi, 2002; 2005) and they 
may in fact exclude some sites from the results based on economic and 
political motivations (Introna & Nissenbaum, 2000). Such behaviour may also 
be accidental due to the ranking algorithms used. Google for instance is biased 
to older sites. Age has an effect on PageRank because new sites are not linked 
to so fast and older sites have had more time to receive links from other sites 
(Baeza-Yates & Castillo, 2001; Baeza-Yates, Saint-Jean & Castillo, 2002). Most 
search engines use the link structure of the Web as part of their ranking 
algorithm and linking has been shown to benefit older and larger sites 
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(preferential attachment, see section 2.2.5), which may lead to the exclusion 
of smaller and newer sites, or they would appear so far down in the search 
results that the search engines truncate the results before they show up. With 
this behaviour search engines give priority to more popular and more 
powerful sites. Whether this behaviour is unintentional or intentional, search 
engines are still dictating and controlling access to information on the web. 
They dictate what we find and what we know. Another factor influencing the 
search results may be companies providing search engine optimization 
services (Van Couvering, 2004). The goal with search engine optimization is to 
use the knowledge about how search engines operate and use it to improve 
companies’ rankings in the results for certain queries. Successful search 
engine optimization may in fact lift some Web sites higher in the rankings 
compared to others that have not optimized their sites.  

Another aspect influencing the behaviour of search engines is the cost of 
updates. Brewington and Cybenko (2000) have calculated that to keep an 
index of about 800 million pages up-to-date at 8.5 day intervals would require 
a bandwidth of 125 Mbits per second for continuous Web crawling. There are 
great differences in how often search engines revisit Web pages and hence, 
how fresh the data in their databases are (Lewandowski, Wahlig & Meyer-
Bautor, 2006). Lewandowski, Wahlig and Meyer-Bautor (2006) found that Live 
Search had clear update patterns on when to revisit Web pages and check for 
updates, Google had some outliers in the data and Yahoo’s indexing and 
updating seemed mostly chaotic. Lewandowski (2008b) found that none of 
the three studied search engines (Google, Yahoo! and Live Search) have any 
clear solutions to guarantee the freshness of their indexes and that there did 
not seem to be any visible, clear indexing patterns or policies about when to 
revisit pages to check for updates. Combining efforts to keep the databases 
accurate and up-to-date with the greener values some search engines are 
driving for (Google, 2009a) may be difficult. The dynamic nature of the Web 
can be very challenging for search engines as they try to keep up with the 
constantly changing content. 

A study by Bar-Ilan and Gutman (2005) showed that general search engines 
ignore special characters of non-English languages. Although search engines 
evolve and improve over time, this is a major concern for accurate and reliable 
information retrieval, but not a big concern when collecting link data. 
Although special characters like Scandinavian letters Ä, Å and Ö and special 
letters used in the Saami language can be used in domains (Ficora, 2009b) it is 
not very common to use them when creating links. They are mainly used for 
promotional value, and even that is quite rare. In 2009 it is also possible to 
register .biz top level domains in e.g. Chinese, Danish, Hungarian, Korean, 
Japanese, and Spanish languages (Neustar, 2009). Even if there would be a 
bias towards sites in English, it would not affect the outcome of a link analysis 
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of a collection of non-English sites, because the bias would probably be even 
on all the non-English sites. However, the possibility to register domains in 
different languages with special characters has the potential to cause the Web 
to be linguistically and geographically divided even clearer than it already is. 
The Web could become a collection of isolated linguistic networks, although 
some research suggest that this may already be the case (Ortega, Aguillo, 
Cothey & Scharnhorst, 2008).  

Thelwall (2008a) found quite consistent results from quantitative analyses on 
the results from the search engines Google, Live Search and Yahoo, suggesting 
their value as tools for data collection for webometric research. Although 
Google is at the moment the most popular search engine (Sullivan, 2005; 
Notess, 2005; Compete, 2009), it does not have as extensive advanced search 
features as some of the other search engines. Therefore Google was 
recommended for hit count estimates and Yahoo! “for all other Webometric 

purposes” (Thelwall, 2008a). It has also been found that it is possible that 
Google may give some unreliable results (Barjak & Thelwall, 2008) and that 
there is no way to retrieve a complete list of results from search engines 
(Thelwall, 2008c). Google in fact, only returns a sample of the inlinks retrieved, 
not an exhaustive list (Google, 2009b). Web search engines have changed and 
improved greatly since the early studies discovered different deficiencies in 
them. Today we can assume that search engines’ crawling range and speed 
have increased with faster Internet connections and a look at some search 
engines’ advanced search features shows that they are able to crawl different 
file types that early search engines could not crawl (e.g. Google’s Advanced 
search at http://www.google.com/advanced_search?hl=en). However, only 
little is known about how search engines rank and present their results and 
because of that researchers’ using search engines for data collection cannot 
be sure about the quality of the link data.  

Unfortunately there is little that a researcher can do to improve the quality 
and consistency of the results because the search engines’ indexing and 
reporting algorithms are well guarded secrets. There are however some 
attempts to improve the results from search engines. To improve the results 
of search engines co-inlink and co-outlink analysis have been studied and the 
results have been “promising” (Wang & Kitsuregawa, 2001). Wang and 
Kitsuregawa (2001) used K-means to cluster the results and with that 
eliminate outliers and only obtain those with strongest connections, closest 
similarity and strongest relevance.  

To improve the results for link data collection and to increase the reliability of 
the results researchers can a) study the results to filter them and to clean 
them up (Björneborn & Ingwersen, 2001) and b) repeat the searches a 
number of times (Thelwall, Vaughan & Björneborn, 2005) or c) use different 
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search engines in the link data collection to minimize the effects of possible 
fluctuations and differences in the coverage of search engines (Vaughan, 
2004a). This may obviously take quite a long time to do and researchers may 
have to compromise between possible higher quality of collected data and 
time the researchers are prepared to put in data collection. Taking time into 
account it may be most cost-effective to recognize the faults in a single search 
engine and take the restrictions into account when interpreting the results.  

3.2.2.3. Evaluating search engines 

Cleverdon (1964) defined a set of classical criteria for evaluating information 
retrieval systems. His criteria included coverage, response time, form of 
output, user effort, precision and recall. There have been some suggestions of 
extended and modified criteria based on the so called Cranfeld approach 
presented by Cleverdon (1964) that would better suit modern information 
retrieval systems, like search engines on the Web (Bar-Ilan, 2002a; Vaughan, 
2005). Vaughan (2005) suggested two additional measurements: “the quality 

of result ranking and the ability to retrieve top ranked pages”. What is success 
and what is failure in Web information seeking is naturally very subjective and 
depends on the searcher (Mansourian & Ford, 2007a) and the relevance has 
to be judged by the user. Users judge relevance in various ways, and 
specificity and topicality are often the most important criteria (Savolainen & 
Kari, 2006), but at the same time users cannot always be really sure whether 
they have found everything relevant and they may be concerned with missing 
potentially very important information when using Web search engines 
(Mansourian & Ford, 2007b). Jansen and Molina (2006) studied the 
effectiveness of specialized search engines in retrieving relevant e-commerce 
links in comparison to other search engines and they discovered that 
specialization seems to benefit the relevance of the results, and that Web 
directories are practically as good as the specialized search engines.  

The concepts of precision and recall are commonly used in evaluating 
traditional information retrieval systems12. Precision is the proportion of 
retrieved documents that are relevant and recall is the proportion of relevant 
documents that are retrieved (Baeza-Yates & Ribeiro-Neto, 1999). Recall has 
always been difficult to calculate because to be able to calculate recall one 
should know the exact number of relevant documents in the system. The 
problem grows when the size of the information systems grows, and the Web 
is a huge information system. Precision may also be difficult to measure 
because it usually requires human relevance judgements and is therefore 

                                                           
12 For a historic overview of information retrieval evaluation, see e.g. Robertson 
(2008). 
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subjective. A relevant document for a query by one information seeker may 
not be relevant for another seeker for the same query. Some researchers have 
used binary measures for precision (is relevant or is not relevant) (e.g. 
Hawking, Craswell, Bailey & Griffiths, 2001; Hawking, Craswell, Thistlewaite & 
Harman, 1999) and others have tried different multi-level measures of 
precision (Chu & Rosenthal, 1996; Gordon & Pathak, 1999). Recall is virtually 
impossible to get accurately in Web information retrieval because it is 
impossible to know the exact amount of relevant documents for a certain 
information query. This is why it is usual to take only the first n results and 
evaluate the precision and recall based on them (Smith, 2003). There have 
been many studies evaluating the performance and use of search engines but 
there is little consistency in how these studies have been done. A 
standardization of the tools and methods used in evaluating search engines 
has therefore been suggested to be developed (Oppenheim, Morris & 
McKnight, 2000).  

There is an interesting relationship between precision and recall. Precision 
and recall have been extensively and mathematically studied (e.g. Egghe & 
Rousseau, 1998; Egghe, 2007) and some studies have shown a tendency for a 
trade-off between precision and recall: when precision improves, recall 
decreases and when recall increases, precision decreases (e.g. Gordon & 
Kochen, 1989; Buckland & Gey, 1994; Egghe, 2008). Egghe (2008) showed that 
“precision is a concavely decreasing function of recall”. It may therefore not be 
even possible to get a high precision and a high recall for the same query.  

3.2.2.4. The Internet Archive 

The Internet Archive (www.archive.org) is a special type of search engine that 
enables historic Web searches. The Internet Archive is a non-profit 
organization that was founded in 1996 by Brewster Kahle, the founder and 
CEO of Alexa Internet (The Internet Archive, 2009). The project’s goal is to 
archive as much of the Internet as it can. Its enormous databases of historic 
snapshots of Web sites make it a valuable source of data for Internet 
archaeology (Waite & Harrison, 2007). Search engines are not very good 
sources of historical link data because they delete older files as they update 
existing indexes (Wouters, Hellsten & Leydesdorff, 2004) and date-restricted 
searches may not work properly in them (Lewandowski, 2004). The Internet 
Archive is providing a solution for collecting historical link data.  

Through the Internet Archive’s Wayback Machine users can retrieve old 
versions of Web sites that have been crawled and indexed by Alexa Internet. 
The Internet Archive uses data collected by Alexa (http://www.alexa.com/) 
and because the Internet Archive indirectly uses the same available 
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technology as search engines do, it may have some deficiencies. The Internet 
Archive was started in 1996 and therefore the oldest versions of Web sites 
that can be found in the Internet Archive are from 1996. Dynamically created 
content and the structure of the Web may also cause problems as discussed 
earlier. The Internet Archive does not include any sites that have restricted 
crawlers in robots.txt file (The Internet Archive, 2009). Site owners can also 
ask their sites to be removed from the Internet Archive (Edwards, 2004). The 
Internet Archive has weaknesses that are common to all search engines. 
Thelwall and Vaughan (2004b) showed that there are large differences in how 
well different countries are covered by the Internet Archive, indicating a 
national bias in the Archive. National differences in Web site ages and in the 
link structures were suggested as possible, unintentional causes for the bias in 
coverage.  

Waite and Harrison (2007) argue that the Internet Archive could be used to 
study Web site development over time by collecting data from different time 
periods and comparing these snapshots of the Web sites. Vaughan and 
Thelwall (2003), Vaughan (2004a) and Vaughan and Wu (2004), used the 
Internet Archive to collect the Web site ages. The earliest dates when the 
researched Web sites appeared in the Internet Archive were used and the 
dates were then converted into months until the date of data collection. 
Vaughan and Thelwall (2003) found that inlink counts to a Web site correlate 
positively with the age of the site. Older sites with richer content are more 
visible on the Web and therefore receive more inlinks. Both age and content 
has an impact on link creation. Vaughan (2004a) found a strong positive 
correlation between Web site age and the number of inlinks it receives. 
Adamic and Huberman (2000) took another approach and collected the dates 
when domains were originally registered and compared the site ages to inlink 
counts to the sites. They however did not find any correlation between site 
age and inlink counts. Another valuable way of using Internet Archive is to 
retrieve pages that for some reason are no longer available and that are still 
needed to classify links or analyze content (Stuart & Thelwall, 2005).   

3.3. Link data preparation 

No matter which method a researcher chooses for the data collection, the 
amount of data collected may be quite large. Because there are no rules for 
linking some Web design decisions may cause a single link to be duplicated on 
every page found, increasing the number of link occurrences enormously 
without really indicating higher quality or impact or a stronger or more 
significant connection. For instance dynamically created pages on a Web site 
that uses some kind of content management system (CMS) may have a link to 
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the CMS developer’s Web site on every page, giving unfairly many outlinks to 
that site. These kinds of automatically duplicated links will probably not 
indicate that there is a stronger connection between the two Web sites just 
because there are more links connecting them. These links are therefore of no 
use when studying networks and relationships between Web sites. Once the 
data is collected it may need some “cleaning”. Cleaning the data could involve 
processes to remove duplicate content, banning certain areas of certain Web 
sites and filtering the results to remove Web sites or content that is not 
relevant for the research. The goal with data cleaning is to improve the 
usefulness and validity of the collected data (Thelwall, 2004). 

Hyperlink data may contain a lot of anomalies and duplicates. Some Web 
design decisions may have huge impact on how many links or pages a Web 
site has and these figures can be very different even from other Web sites 
with similar content. Researchers should use all possible methods to make 
sure that the data collection processes a) retrieve data that is needed for the 
research and b) retrieve the cleanest possible data. Because webometrics is 
still a young research field a lot of webometric research has been about 
developing new methods for data collection and analysis. Webometrics has in 
fact done a lot for data collection and for methods to prepare the collected 
link data for analysis (Thelwall & Wilkinson, 2003b). The methods used for 
data collection dictate how the data can be cleaned and prepared for analysis.  

3.3.1. The Crawler approach 

Some Web design decisions may give an unfair amount of links to some sites. 
If for example a Web site of an organization would have 100,000 pages and on 
every page there would be a link to another organization’s Web site, the 
results would be skewed and it would look like there was a very strong 
connection between the sites and the organizations represented by the sites. 
There are methods to prepare the link data and minimize the possibilities for 
such influence from Web design decisions. There is little evidence of multiple 
link counts representing deeper or stronger connections between two studied 
organizations (Thelwall, 2002e). Therefore it is justified not to use all available 
links and instead to “clean” the link data of anomalies and duplicates. A 
method called Alternative Document Model (ADM) has been developed to 
address this problem (Thelwall & Wilkinson, 2003b). ADM is a method to 
remove duplicate links at different levels in the Web site hierarchy or to 
aggregate link targets at four different hierarchical levels: 

• Page level. Page level ADM treats every separate HTML file as a single 
document and each unique link is counted. The Page level removes all 
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the duplicate links within a single Web page counting only one unique 
link from each page.  

• Directory level. At the directory level all links from multiple pages 
within a directory are combined and duplicates are removed, leaving 
just one unique link of each for the whole directory. 

• Domain level. The domain level removes all duplicate links from the 
domain, e.g. www.abo.fi or tucs.abo.fi, counting only one unique link 
from each domain.  

• Site level. The site level removes all duplicate links from the whole 
site, e.g. abo.fi. The site level ADM is often the most used as in large 
scale studies it reduces the amount of collected links to a manageable 
amount.  

 
ADMs have been widely used in webometric studies (e.g. Thelwall & Harries, 
2003b; Thelwall & Tang, 2003a; Payne & Thelwall, 2004; Li et al., 2005a; 
2005b) to the extent that they have become a standard technique to remove 
anomalies and improve the reliability of the link data. The concept has also 
been developed and researched further (Thelwall, 2004b) and even used in 
developing community identification in information retrieval (Thelwall, 
2003c). The results give some promise of improved results in information 
retrieval.  

Choosing the correct level of aggregation may be a difficult choice. Thelwall 
(2002e) showed that using the directory or the domain level of ADM improved 
correlation between inlink counts and research productivity for university 
Web sites. Thelwall (2003d) compared different levels of ADM and showed 
that a closer focus may produce stronger correlations between inlink counts 
and the metrics for research productivity. Thelwall and Wilkinson (2003b) 
suggest that aggregating links to the directory level of ADM is a better model 
for analyzing interlinking between universities than any other level of ADM. In 
a longitudinal study it was shown that the domain ADM gave the most 
consistent results and that the directory ADM gave more reliable results than 
the page ADM (Payne & Thelwall, 2009). The results from earlier studies 
indicate that the directory level of ADM may provide the best level of Web 
data as it both excludes outliers and yet maintains a high enough level of links 
for the averaging to be effective. This does not however mean that the 
directory level would be the best choice in every case. When using ADM levels 
one should consider the type of information extracted to gain highest possible 
level of validity and the accuracy of the link data that is needed to achieve a 
high level of reliability. The research goals dictate which level is suitable.  

If the researched Web space is large, then search engines are the only possibly 
choice for link data collection, but if the researched Web space is small 
(maybe less than 100 Web sites) then a Web crawler is often a better method. 
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If the researcher wants to use the concept of ADMs to remove duplicates from 
the link data, then Web crawlers are the only possible way to collect the link 
data.  

3.3.2. The Search engine approach 

There are limited possibilities to clean data after it has been retrieved from 
search engines. Results obtained from search engines may rise to thousands 
or even tens of thousands of hits and manually going through these is virtually 
impossible or at least very time consuming. Filtering the results to remove 
anomalies may be very difficult and not worth the effort (Björneborn & 
Ingwersen, 2001), especially when there are no reliable automatic tools 
available for the task. Instead some efforts can be made before the data 
collection to manipulate the queries so that anomalies and unwanted data 
would not show up in the results.  

The use of multiple search engines has been suggested as a method to 
improve the quality of the link data retrieved with search engines (Thelwall, 
Vaughan & Björneborn, 2005) and in some cases this has been a successful 
method (Vaughan, 2004a), but it is not always certain that using several 
search engines and combining the results would in fact improve the results. In 
many cases it may be best to acknowledge the deficiencies a search engine 
has and take them into account when interpreting the data. Vaughan and You 
(2008) improved co-inlink analysis by adding content specific terms to the 
queries submitted for link data collection. They used search engines to 
retrieve all pages that had co-inlinks to the set of studied Web sites and that 
also contained a certain keyword that was very specific for the researched 
organizations. This focused their data collection to sites that were not just 
linking to the researched sites, but that also had mentioned the keyword in 
the content. Depending on the research goals this may be a very fruitful 
method to filter the collected data already during the data collection process. 

When using search engines for link data collection researchers should try to 
use the advanced search features of the search engines to filter and restrict 
the searches so that cleanest possible data could be retrieved. Boolean logic 
could be used to exclude pages that contain certain keywords or that include 
certain words in a certain order. The results could be restricted to certain 
domains, languages, or file types. It is also possible in some search engines to 
restrict the results to a particular time period. Even with such measures taken 
researchers should accept the deficiencies search engines have and take them 
into account in the interpretation of the data.  
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3.4. Patterns in linking practices 

Hyperlinks create the foundation for the Web and make it possible for Web 
users to travel between different Web sites.  Links connect different pages 
and different Web sites together. From an information seeking perspective 
Web pages are far more complex than any other form of more traditional 
documents (Han & Chang, 2002). There are no rules about what a Web site 
should look like or how it should be built. Web pages can contain various rich 
media or just be text-based. The lack of quality control raises concern for how 
many Web pages contain truly relevant information and how the relevant high 
quality sites can be found (Han & Chang, 2002). Perceived trust and credibility 
are important factors when evaluating information and they are crucial in e-
commerce (Krebs, 2000; Park, Barnett & Nam, 2002). Aesthetics in Web 
design has been found to have an impact on the perceived credibility of a Web 
site and the organization that owns a Web site (Robins & Holmes, 2008). 
Coherence between different information sources is another criterion for 
credibility (Lankes, 2007). The number of inlinks has an impact on the 
perceived trustworthiness of a Web site (Palmer, Bailey & Faraj, 2000) and 
links can be created to increase trust (Park, Barnett & Nam, 2002). Links can 
also reveal some information about who visit the Web sites (Zuccala et al., 
2007). Links direct traffic and depending on where the links are they are more 
likely to direct certain visitors. Links are not just important as means of 
communication and for traffic flow, they are also important because they may 
reflect some offline phenomenon. The research field of Webometrics tries, 
among other things, to research the link structures on the Web to discover 
some online and offline phenomenon.  

Links on the Web have been used e.g. to measure visibility (Vreeland, 2000; 
Chu, He & Thelwall, 2002) and impact (Ingwersen, 1998) of a collection of 
Web sites, and to trace patterns of informal scholarly communication (Li, 
2003; Wilkinson, Harries, Thelwall & Price, 2003; Tang & Thelwall, 2004). Inlink 
counts have been found to correlate with both quantitative and qualitative 
measures of research in universities (Tang & Thelwall, 2003; Thelwall, 2001b) 
and to correlate with geographic grouping or the distance between 
organizations (Thelwall, 2002a). Thelwall, Vaughan, Cothey, Li and Smith 
(2003) used links to identify academic subjects with most impact on the Web 
whilst Katz and Cothey (2006b) used links and link structures to research the 
Web presence of innovation systems. Links have also been used to investigate 
and map different characteristics of the Web and Web use. Baeza-Yates, 
Castillo and López (2005) did an extensive study where they mapped the 
characteristics of the Web of Spain. Characteristics investigated included 
languages used, page titles, URLs, and the number of links in, out and 
between sites. Patterns in linking may reflect offline phenomenon and they 
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may be based on a multitude of various reasons, i.e. political, geographical, 
cultural or linguistic reasons (Musgrove et al., 2003). Calado et al. (2006) used 
links to classify Web documents according to topic and found the methods 
used to be “practical and effective” and that they could be used to improve 
Web information retrieval, and a lot of webometric research have in fact 
increased our knowledge on how search engines operate. Keeping in mind the 
almost chaotic nature of the web, it is remarkable that results from 
webometric studies can in some cases correlate so strongly with other 
information sources of known value. 

3.4.1. Using hyperlinks to rank results in search engines  

The World Wide Web is a very complex network, but the Web does obey to 
some statistical laws that describe its structure and growth. Even early studies 
into link typology discovered that there may be some order in the chaos of 
hyperlinking (Gibson, Kleinberg & Raghavan, 1998) and Google’s PageRank 
algorithm to rank search results showed that there may be some valuable 
information in the links (Brin & Page, 1998), which Google’s success confirms 
(Sullivan, 2005; Notess, 2005; Compete, 2009). PageRank uses link structure to 
find pages of similar content and judging by Google’s popularity it does it 
rather well. PageRank algorithm treats links as recommendations: more inlinks 
means that the target site has been found to be more valuable by more 
people. PageRank does not treat all links the same and according to the 
algorithm all links are not equal. A link from a site that already ranks high on 
PageRank is more valuable than a link from a site with lower ranking, and 
hence PageRank is very similar to closeness centrality (see section 2.3.1.2). 
PageRank has also motivated several other studies examining the possibilities 
of using PageRank in other contexts than Web documents. Thelwall (2002c) 
studied the possibilities of using PageRank to find the most important 
academic Web pages and Chen et al. (2007) used it to assess importance of 
scientific publications. PageRank has also been developed and improved 
(Thelwall & Vaughan, 2004a), used for citation analysis (Ma, Guan & Zhao, 
2008), and studied for search engine optimization in business use (Rimbach, 
Dannenberg & Bleimann, 2007).  

There have also been other Web information retrieval and ranking algorithms 
developed. Kleinberg’s (1999) idea was that there are some authoritative Web 
pages and some hubs that link to multiple authoritative pages and with that 
pull these together. Hubs and authorities have something Kleinberg (1999) 
called “mutually reinforcing relationship”. With this he means that “a good 

hub is a page that points to many good authorities and a good authority is 

page that is pointed to by many good hubs”. This mutual relationship is 
effective in disclosing pages that receive a lot of inlinks, but that are not 
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inlinked together with other authorities and is therefore not considered to be 
an authority. Meghabghab (2002) and Ding et al. (2004) state that Kleinberg’s 
(1999) HITS ranking is the same as ranking obtained by counting inlinks and 
outlinks, or calculating the in-degree and out-degree for the nodes in a 
hyperlink network, but in fact Kleinberg’s HITS algorithm clusters pages with 
similar content together by borrowing ideas from co-citation and bibliographic 
coupling. Kleinberg’s (1999) HITS algorithm has been used in the Clever search 
system (Chakrabarti, Dom, Kumar et al., 1999) and developed further by e.g. 
Borodin et al. (2005). Other Web information retrieval and ranking algorithms 
that can be mentioned include DistanceRank (Zareh Bidoki & Yazdani, 2008) 
and OPIC (Abiteboul, Preda & Cobena, 2003). Pennock et al. (2002) developed 
a heuristic-based algorithm that works well by iteratively extending the seed 
community of pages into a possibly larger one that is reasonably well 
interconnected. Unlike HITS it is not dependent on content.  

3.4.2. Web Impact Factors 

It can be said that webometrics started fully with Web Impact Factors (WIFs) 
(Ingwersen, 1998), which are related to Journal Impact Factors. The Journal 
Impact Factor is the ratio of citations to a journal divided by the number of 
articles in that journal over specified time periods (Garfield, 2005). Journals 
that receive more citations to fewer articles are considered to be high impact 
journals and publishing in them is generally seen as more valuable than in low 
impact journals. The Web Impact Factor uses the same idea and looks at links 
as citations or recognitions, but on the Web there is no quality control in the 
form of peer review as there is with scientific journals, and thus the Web 
Impact Factor cannot measure the same thing as the Journal Impact Factor. It 
is also important to remember that a Web document can be a single Web 
page or it can be divided into several Web pages, which means that Web 
design decisions may have great impact on counting the WIFs.  

Ingwersen (1998) defined three types of Web Impact Factors: internal WIF, 
external WIF and overall WIF. In the internal WIF only internal links for a site 
are used as the denominator, while all external links are used as the 
denominator for the external WIF. The overall WIF combines these link counts 
and uses all inlinks. Smith (1999b) argued that external inlinks are the most 
indicative ones when counting Web Impact Factors, because internal links are 
often navigational links. External links could be used to measure a Web sites 
impact or relative visibility on the Web, while internal links are usually made 
because of some Web design decisions and may therefore not indicate 
visibility. Smith (1999b) continues by stating that Web Impact Factors seem to 
be useful measures of larger organizations’ influence or impact on the Web, 
but that the results from smaller units may not be as reliable. Ingwersen 
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(1998) also concluded that WIFs may be more reliable tools when applied on 
larger portions of the Web than on smaller sets of Web sites.  

Thomas and Willett (2000) did not find any significant correlation between 
link counts and research performance, suggesting that webometric methods 
were not developed enough to be used at the individual department level. 
Thomas and Willett (2000) came to the conclusion that the Web was 
premature for webometric methods. When studying for relationships 
between inlinks and outlinks Chu, He and Thelwall (2002) did not find any 
significant correlation, but stated that inlinks could still be used as a measure 
of visibility and outlinks of luminosity. Later Li, Thelwall, Musgrove and 
Wilkinson (2003) found that link counts at a lower, departmental level do in 
fact correlate with research ratings. Although the correlations were not as 
significant as previously have been discovered for entire universities, they still 
confirmed that link counts can reflect research at the lower departmental 
level. In contrast to Chu, He and Thelwall (2002) they also discovered a 
relationship between inlinks and outlinks.  

Another modification, used mainly in studies about the impact of academic 
Web sites, was to divide the external links with the number of fulltime staff at 
the target university (Thelwall, 2002e). Using the number of fulltime staff was 
thought to give a better indicator of the size of the university than the number 
of Web pages. Thelwall (2001b) used four different versions of the Web 
Impact Factor and showed that the WIF delivering the best correlation 
between link counts and research ratings was the one where links to research 
related pages and faculty numbers was used. Li, Thelwall, Musgrove and 
Wilkinson (2003) also found that WIFs calculated with the number of staff 
correlated significantly with the RAE (Research Assessment Exercise) ratings. 
Web Impact Factors have been used to study Australasian Web structures 
(Smith, 1999a) and significant correlations have been discovered between link 
counts and research ratings in universities in the UK and Australia (Smith & 
Thelwall, 2002; Thelwall, 2001b; 2002g). In the UK Web Impact Factors 
calculated from different sources (links from pages on .edu, .ac.uk, .uk 
domains and the entire web) have been found to correlate with research 
ratings (Thelwall, 2002f).  

Because of the scarcity of links to academic papers Thelwall (2003d) and Li 
(2003) suggests that the WIF is measuring the reputations of universities and 
scholars rather than quality of their research publications. Thelwall (2003d) 
developed two new metrics based on the Web Impact Factor (Ingwersen, 
1998). These were Web Use Factor (WUF) and Web Connectivity Factor 
(WCF). Instead of using the inlink counts, Web Use Factor uses outlink counts 
and divides these with the fulltime staff of the organization, which were 
universities in this case. The Web Use Factor measures to what extent links 
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are created out from the university or, in other words, to what extent the 
Web is used by university staff. The Web Connectivity Factor is calculated by 
dividing the total number of interlinking links between pairs of universities 
with the number of fulltime staff. The Web Connectivity Factor should 
therefore be high for universities that both use and provide more information 
on the Web. Both metrics were found to correlate with research productivity 
at the institutional level.  

Some criticism has been raised against the usefulness of WIFs and these 
mainly derive from the data collection using search engines. Citation counts 
and impact factors can be manipulated (Gorman, 2005), just like results of 
search engines, and that is one of the reasons why the use of search engines 
to collect link data for Web Impact Factor calculations has been questioned 
(Bar-Ilan, 2002b). As stated earlier (see section 3.2.2.1) search engines do not 
cover the whole Web, search engines are biased (Mowshowitz & Kawaguchi, 
2002; 2005) and they may be quite easily manipulated (Schwartz, 1998). Also, 
while Journal Impact Factors cover citations made at one point in time to 
articles made at another point in time, WIFs give a snapshot of a single 
moment of the search engines database, which may explain why some earlier 
research about WIFs have in some cases come to different results. Thelwall 
(2000) concludes that the coverage of search engines is so uneven that using 
them in Web Impact Factor calculations may give misleading results. Thelwall 
(2001e) used a Web crawler to collect data for calculation of WIFs for 
universities in the UK. These early results suggested that with certain 
restrictions, WIFs could in fact be counted reliably but that they do not 
correlate with research ratings due to the vast variety of material published 
on universities’ Web spaces. Still, there seems to be some patterns in the link 
data that correlate with some offline phenomenon.  

3.4.3. Academic linking 

Due to the historic connection with bibliometrics and because the academic 
Web has matured early a lot of webometric research has focused on 
university Web sites, comparing linking patterns of university departments, 
universities and countries with citations patterns, research productivity and 
scientific collaboration networks. Webometrics has also given an alternative 
method to rank universities by using data collected from the Web (Aguillo, et 
al., 2006), in contrast to other rankings using bibliographic data (e.g. Liu & 
Cheng, 2005; Kivinen & Hedman, 2008). Methods used in research about 
academic linking include measuring link frequencies and co-occurrences of 
links analogous to citations, co-citations and bibliographic couplings. Co-word 
analysis has also been used in the Web environment. Ross & Wolfram (2000) 
used queries submitted to the search engine Excite and applied co-word 
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analysis on the data. They also used cluster analysis and multi-dimensional 
scaling for data analysis to find related terms or connections between the 
words. Probably the earliest webometric study is by Larson (1996) who did a 
cocitation analysis of earth-science-related Web sites. Although at the time 
Larson called it cocitation analysis, he actually conducted a co-inlinking 
analysis. From a Multidimensional Scaling map based on a matrix of 
cocitations some meaningful results could be obtained, i.e. pages of similar 
topics were grouped together. Dean and Henzinger (1999) used co-inlinking 
techniques to find similar or related pages on the Web. Later Smith (2004) 
argued that co-inlinking is very different from interlinking and from cocitation 
analysis and may not represent scholarly activity at all (Smith, 2004), yet 
webometric research continues to use the methods and some significant 
discoveries have been made. Vaughan and Shaw (2003; 2005) compared 
bibliographic and Web citations. In both cases they found Web citations to be 
higher in numbers. In 2005 they found a significant correlation between 
citations and Web citations retrieved with Web search engines, showing that 
scholarly activities are visible on the Web and that they can be studied using 
data collected from the Web.  

The Web influences scholarly activities in many ways. Authors refer to online 
resources in their scientific publications (Wouters & de Vries, 2004) and both 
formal and informal scientific indicators are visible on the Web (Kousha & 
Thelwall, 2007). There has been a considerable amount of research into 
academic linking and it has been discovered that interlinking between 
universities can be strongly associated with research productivity. Significant 
correlations between research productivity and online visibility have been 
discovered in the US (Tang & Thelwall, 2003; 2004), Taiwan (Thelwall & Tang, 
2003a), China (Tang & Thelwall, 2002; Thelwall & Tang, 2003a), Israel (Bar-
Ilan, 2004c) and the UK (Stuart & Thelwall, 2005). It has been discovered that 
higher rated scholars attract more inlinks from their peers because they tend 
to produce more content, not because their research would be of higher 
quality (Thelwall & Harries, 2003a). Even if most academic linking appears to 
be motivated by informal communication, links have been found to be good 
predictors of academic productivity (Thelwall, 2002e; Thelwall & Harries, 
2003b). The reasons for the significant correlation between inlink counts and 
research productivity are very different from citations, as in, universities with 
“better” research attract more citations. The reason for the correlation 
between inlink counts and research productivity may be that universities that 
conduct more and better research produce more content on the Web in 
comparison to other universities and more content attracts more inlinks. 
Barjak and Thelwall (2008) studied life science research groups and found the 
size of the research group and the size of the Web site to be important factors 
for attracting links: larger research group and larger Web sites attract more 
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links. They did not find any evidence for research productivity to have an 
impact on linking, but on the individual page level there is a vast complexity in 
linking, with various aspects having some impact on linking (Barjak, Li & 
Thelwall, 2007). Pages that provide access to a wider range of information also 
tend to attract more inlinks than pages with very specific content (Thelwall, 
2002h). On journal Web sites, richer content attracts more inlinks (Vaughan & 
Thelwall, 2003) and home pages are more frequently linked to than subject 
specific pages lower in the Web site hierarchy (Yi & Jin, 2008). Age of the Web 
sites also has an impact as older sites attract more inlinks (Vaughan & 
Thelwall, 2003). It has however been found that academic Web site sizes and 
interlinking rates follow linear trends, not power laws as is usually the case for 
link distributions on the Web in general (Payne & Thelwall, 2005). 

In some cases higher research quality has been found to attract more inlinks. 
Chen, Newman, Newman and Rada (1998) found a strong correlation between 
link counts and research ratings in Scottish universities. While studying 
academic interlinking in the UK, Thelwall (2002g) found evidence that link 
counts between universities are approximately proportional to the quadruple 
product of the size of academic staff and research quality of the source and 
target institutions. In a study of hyperlink patterns between Canadian 
universities Vaughan and Thelwall (2005) normalized the link counts by faculty 
size and discovered that the faculty quality and the language of the university 
were the most important factors to attract inlinks. They also stated that larger 
universities are more likely to have larger Web sites, and more Web pages 
attract more inlinks. They did not find any evidence of geographic trends in 
interlinking, although they could see a binary divide in the interlinking which 
might represent an east versus west divide between the universities. 
According to the authors this could reflect the existing political, social and 
economic divide in Canada. Inlinks at different ADM levels have been found to 
correlate significantly with research productivity (Thelwall & Wilkinson, 
2003b). In a study of linking from personal Web pages to universities Thelwall 
and Harries (2004) found that universities with higher research productivity 
attracted more links from the studied collection of personal Web sites. The 
motivations for these links were mainly personal, recreational interest 
towards the research in the university. Over a quarter of the links to 
universities were associated with purely recreational activities. Authors 
therefore suggest that the link counts could perhaps measure general link 
attractiveness. As a conclusion they state that links from personal home pages 
can indeed give new insights into the relationship between the public and the 
universities. Arakaki and Willett (2009) did not find any significant correlation 
between the amount of inlinks to library and information science departments 
in the UK and research quality of the departments. Reasons for this were 
speculated to be in the data collection methods and the advanced features of 
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the search engines, as the departments’ Web sites were difficult to separate 
from the whole universities’ Web sites.  

Universities are multidisciplinary and studying linking patterns at the 
university level may hide some disciplinary patterns (Li et al., 2005a). Different 
departments and disciplines use the Web differently (Thelwall & Tang, 2003; 
Vaughan & Thelwall, 2003; Harries et al., 2004). There are large disciplinary 
differences in how academic departments use the web, how large the Web 
sites are and how much they interlink, but the use of the Web seems to fit the 
characteristics of university departments’ profiles and there seems to be some 
relationship between them (Chen et al., 1998). Disciplinary differences have in 
fact been found in Web site sizes and interlinking (Tang & Thelwall, 2003; 
Thelwall, Vaughan, Cothey, Li, & Smith, 2003; Thelwall, Harries & Wilkinson, 
2003) and in the visibility of different disciplines, with science and engineering 
being more visible than humanities (Thelwall & Price, 2003) and computing 
being more visible than engineering and technology (Thelwall, Harries & 
Wilkinson, 2003). Thelwall, Harries and Wilkinson (2003) found that computer 
science, maths and the sciences in general tend to be more frequently 
interlinked than other subjects and that there are some pairs of often 
interlinked subjects, raising some hope for finding pages with similar content. 
Tang and Thelwall (2003) explored disciplinary differences in academic Web 
site interlinking. They found large disciplinary differences in the use of the 
Web and some strong correlations between inlink counts and research 
impact, but little evidence of geographic trends in interlinking. The extent of 
interlinking has been found to correlate with research productivity (Thelwall, 
2002e), but classifying pages and hence focusing on topicality can give even a 
stronger correlation between link counts and research productivity than if 
counting all links to all pages (Thelwall & Harries, 2003b). Manually classifying 
links according to topic may however be very time consuming. One possibility 
could be to include keywords in the data collection (Vaughan & You, 2008). 

Departmental linking patterns have been shown to reflect some offline 
relationships. Li et al. (2005a) found significant correlations derived from size 
effects: bigger departments create more Web content and conduct more 
research that attracts more links. The correlations, although lower, were still 
present after the size had been normalized, indicating that the correlations 
are not caused by size alone, although size is an important reason for the high 
correlations. According to Li et al. (2005b) departments with “better research 

performances” produce more online content and create more links and that 
“harder” sciences use the Web more. Kretschmer, Hoffmann and Kretschmer 
(2006) found in a study about collaboration between academic institutions 
that highly productive institutions had a more central position in the 
collaboration network. They compared networks visible offline and online but 
they did not however compare the network structure directly; instead they 
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compared some characteristics of the whole networks, such as number of 
pages and links. An interesting approach would have been to compare the 
structures of the networks by comparing the matrices directly instead of 
comparing the properties of certain nodes. They found a correlation between 
the geodesic distances in the networks and productivity, indicating a more 
central position for highly productive institutions.  

Author co-citation analysis has been used as a measure for collaboration, in 
fact as a proxy for collaboration (Bordons & Gómez, 2000), but in webometrics 
academic Web links have been examined as a source for information about 
academic collaboration (Stuart, Thelwall & Harries, 2007). Web link networks 
have been compared to co-authorship networks (Kretschmer & Aguillo, 2004) 
and to data from an EU database of collaborations and bibliographic coupling 
(Heimeriks, Horlesberger & Van den Besselaar (2003). Kretschmer, Kretschmer 
& Kretschmer (2007) did not find patterns in linking between academic 
institutions or researchers’ Web sites to reflect co-authorship patterns 
between researchers, but they found that Web visibility indicators (frequency 
of Web pages where the bibliographic data had been mentioned) could be 
used as a Web indicator of collaboration. Stuart, Thelwall and Harries (2007) 
did not find that Web links on university Web pages would reflect 
collaboration between the source and target, but they found that a significant 
amount of links that were manually classified and extracted from the total set 
of links, did in fact reflect collaboration. Developing automatic extraction of 
these collaborative links was suggested as a possible indicator of 
collaboration.  

Vaughan, Kipp and Gao (2007a) showed that co-inlinks can be used to 
measure similarity or relatedness. They classified co-inlinks to university Web 
sites in Canada according to contents of the page and the context in which the 
links were created. They found that in 94% of the 859 studied pages that had 
co-inlinks to university Web sites the universities connected by co-inlinks were 
also related academically, giving even more evidence about the possibilities of 
using co-inlinks to analyze existing offline relationships. Thelwall, Li, Barjak 
and Robinson (2008) studied Web connectivity of European research groups 
and conducted a wide range of different analyses on the data collected from 
the Web and the results proved “the utility of webometrics in fast pilot studies 

of research groups, providing hypotheses for subsequent more detailed study.” 
With this Thelwall, Li, Barjak and Robinson (2008) suggest a practical 
application for webometric research methods.  

Another approach to study collaboration or connectivity is to study the 
community structures of the Web. Scripps, Tan and Esfahanian, (2007) used 
community structures to assign certain roles to nodes in the studied network. 
A community on the Web can be defined as a set of sites that have more links 
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to other members of the same community than to members of other 
communities (much in the same way as subgroups in networks are defined, 
see sections 2.3.3. and 2.3.4.) (Flake, Lawrence & Giles, 2000; Flake, Lawrence, 
Giles & Coetzee, 2002). Flake, Lawrence, Giles and Coetzee (2000; 2002) 
developed the community identification algorithm based on this idea of 
community structure on the Web. In the background of the algorithm they 
used the maximal flow algorithm by Ford and Fulkerson (1956). In 
combination with Alternative Document Models the Flake community 
identification algorithm have been successfully used to identify communities 
in the academic Web space in the UK (Thelwall, 2003c). The results suggested 
that in Web information retrieval the algorithm could be used to discover new 
Web pages and sites that may be related or similar to those that are already 
known. Du et al. (2007) also developed algorithms to detect communities in 
networks in order to improve information retrieval.  

There are large national differences between how universities in the European 
Union use the Web, as richer countries tend to have larger Web sites (Thelwall 
et al., 2002) and receive more inlinks (Thelwall & Zuccala, 2008), but linking 
patterns can also follow geographic patterns and correlate with the adjacency 
and distance between universities. Polanco et al. (2001) studied interlinking 
between universities in the European Union and Heimeriks and Van den 
Besselaar (2006) studied hyperlink networks at different hierarchical levels of 
European universities. Heimeriks and Van den Besselaar (2006) found 
geographic evidence on country level, because although all of the studied 
countries link to each other, some had different positions in the hyperlink 
network of European universities and these positions were based on language 
and proximity. They discovered that universities within a country tended to 
link to other universities in the same country more frequently than to 
universities in other countries. The hyperlink patterns between departments 
in a specific research field also followed disciplinary patterns; departments in 
the same field tended to link to each other, even between different countries 
and hence, the geographical or linguistic influences did not exist at this level. 
Heimeriks and Van den Besselaar (2006) concluded that the departmental 
level was best suited to map patterns in knowledge production.  

Co-inlinking has also been studied by Faba-Pérez et al. (2003a) and Katz (2004) 
who described methods for studying co-link Web indicators. Björneborn 
(2001) studied the possibilities of using a combination or a sequence of co-
inlinks and co-outlinks to create so called co-linkage chains that could possibly 
function as transversal links or short cuts between different topical 
communities on the web, and hence, shorten the path length between two 
arbitrary pages. Interlinking, co-inlinking and co-outlinking have been studied 
as means to locate academic Web sites with similar content (Thelwall & 
Wilkinson, 2004). According to the results a combination of the three different 
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measures would give the highest probability for identifying similar sites, but a 
combination of the three brought only a small improvement against using 
interlinking alone. Although using co-inlinking or co-outlinking would give a 
greater coverage and maybe somewhat different sites in the results, 
interlinking alone was considered as clearly the best indicator of similarity. 
Thelwall and Wilkinson (2004) conclude by saying that “colinks [co-inlinking] 

and bibliometric couplings [co-outlinking] can yield some useful information 

about similarity but their primary use is in casting a wider net than direct links 

[interlinking], which are relatively much scarcer.” With that, using a 
combination of different types of links would be beneficial for Web 
information retrieval by improving the recall.  

3.4.4. Geographic patterns in linking 

The Internet and the Web were thought to remove national borders and give 
free access to information irrespective of national borders or geographic 
proximities. This has not been the case: “it is not simply overlaid on existing 

patterns nor does it entail the end of geography” wrote Zook (2005) meaning 
that the Web is in fact shaped by existing geography. It seems that links are 
more likely created to other Web sites in the same country as the source site 
than to cross national borders (Halavais, 2000). Although there are no physical 
borders or national restrictions for linking on the web, the national borders 
are still visible in the linking.  

Geographical perspectives have been used to chart various aspects of the 
Internet (Brunn & Dodge, 2001) and graphical techniques have been used to 
show evidence of geographical trend in academic interlinking (Thelwall, 
2002a). Musgrove et al. (2003) used normalized link data to identify clusters of 
European countries when studying the interlinking patterns between 
European universities and found the methods used fruitful, showing that 
interlinking is in fact influenced by geography. Thelwall (2002a) found 
evidence of geographic trends in interlinking between universities in the UK. 
He found that the level of interlinking decreases with distance: universities 
close to each other tend to interlink more than distant ones. The distances 
were calculated from exact coordinates of the locations of the universities.  

A larger-scale study of international academic interlinking covered the whole 
Asia-Pacific region and mapped the connections in network diagrams 
(Thelwall & Smith, 2002a; 2002b).  The research showed the central roles of 
both Australia and Japan in the area, indicating that geographic proximity was 
less significant than geopolitical role in this context. In another study it was 
discovered that New Zealand was rather isolated on the Web (Smith & 
Thelwall, 2002). Tang and Thelwall (2003) found only little evidence of 
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geographic patterns in interlinking between academic departments in the 
United States and no geographic trends in linking between universities in 
Israel were found either (Bar-Ilan, 2004c). It was suggested that Israel is too 
small and the distances are too short for clear patterns to emerge on the Web 
(Bar-Ilan, 2004c). In Canada an east versus west geographical divide could be 
seen in the hyperlink patterns of Canadian universities (Vaughan & Thelwall, 
2005). This was considered to possibly reflect the existing political, social and 
economic divide in Canada (Vaughan & Thelwall, 2005). 

Heimeriks and Van den Besselaar (2006) found strong evidence of the 
influence of geography in the hyperlinking patterns between European 
universities; universities in the same country tend to link to each other more 
frequently than to other universities and universities in countries closer to 
each other tend to link to each other more frequently than to universities in 
countries further apart. Ortega et al. (2008) found geographic patterns in the 
interlinking and co-inlinking networks between European universities and 
Ortega and Aguillo (2009) found similar geographic patterns in interlinking 
between universities in the world. Thelwall and Zuccala (2008) found that 
although the richer countries in the EU dominated on the Web, there are still 
some strong regional connections between the new EU countries that had not 
yet been fully integrated to the EU, at least not on the Web.  

3.4.5. Language on the Web 

Language on the Web has been previously studied from various perspectives 
mainly in order to improve usability and navigability of Web sites. Nagata et 
al. (2001) and Li et al. (2003) studied how the content on the Web could be 
used for translation between different languages. The design of multilingual 
Web sites has been studied and new Web design techniques to improve 
usability have been suggested by Tonella et al. (2002) and Cunliffe et al. 
(2002). Luna et al. (2002) studied how to design culture-specific content for an 
optimal navigation experience for a multicultural audience. Cunliffe (2004) 
studied how to promote minority languages on bilingual Web sites and Craven 
(2002) studied the use of meta tags in different languages. A study by Bar-Ilan 
and Gutman (2005) showed that search engines may ignore special characters 
in non-English languages. Lewandowski (2008c) studied how search engines 
manage to distinguish between documents in different languages when 
searching for information in different languages. 

The Web is slowly expanding when it comes to countries of origin and 
languages used, but English is still the dominating language on the Web 
(Lavoie & O’Neill, 2001). English universities in Canada received more inlinks 
than French, indicating the advantage of the English language (Vaughan & 
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Thelwall, 2005). English was extensively used in formal but not so much in 
informal scholarly communication between universities in Mainland China and 
Taiwan (Thelwall & Tang, 2003). Language may also have an isolating impact, 
as was the case with Iranian universities on the Web (Aminpour et al., 2009, to 
appear). A language barrier was also discovered to restrict the connectivity 
among science centres and museums in Latin America (Gouveia & Kurtenbach, 
2009, to appear). According to Kralisch and Mandl (2006) language has a 
major impact on the use of a Web site. Links tend to connect pages in the 
same language and the number of Web hosts in a language follows the 
number of Internet users in that same language. Language also has an impact 
on users’ information seeking behaviour and their perceived satisfaction with 
the results (Kralisch & Köppen, 2005).  

Language may have a significant impact on interlinking patterns between 
European countries and their universities (Thelwall & Zuccala, 2008). A 
webometric study about linguistic and geographic patterns of academic Web 
use in Western Europe showed international interlinking patterns in English 
throughout Europe and in Swedish in Scandinavia (Thelwall, Tang & Price, 
2003). Greece was found to be linguistically isolated on the Web and Norway 
and Switzerland were not, although they are not members of the EU. It was 
also discovered that countries that share a language interlink in that language. 
Heimeriks and Van den Besselaar (2006) discovered that universities with 
shared languages in different countries tend to link to each other more 
frequently than to other countries with other languages. Although at the 
departmental level linking between departments in same disciplines seemed 
to overcome the language barrier. Ortega et al. (2008) discovered linguistic 
patterns in the interlinking and co-inlinking between European universities 
and Ortega and Aguillo (2009) discovered the same in interlinking between 
world universities. Language seems to play an important role in linking, at 
least on the academic Web. 

3.4.6. Business Intelligence Mining 

Visibility on the Web is crucial for many businesses. People use the Web 
search engines or directories online to find information about products and 
services and if a business or a service cannot be found on the Web it risks 
losing customers. In a study about how Web directories organize ecommerce 
sites Web directories were found to sometimes have quite misleading 
categories and to be inconsistent in the way they organize the information 
(Spiteri, 2000). Search engines are not completely objective either as they 
rank Web sites that receive more links higher. A new branch of companies are 
in fact offering their services to improve other companies’ visibility on the 
Web by optimizing their Web sites for search engine rankings (Rimbach, 
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Dannenberg & Bleimann, 2007). Still, the Web contains data that can be used 
for business intelligence mining.  

Lately webometrics have gone beyond studying academic sites and it has 
proved to be a very powerful instrument even then. Links have been proven 
to be a useful source for collecting business intelligence (e.g. Vaughan, 2004a; 
2004b; 2004c). It has been shown that the majority of business Web sites 
create external links and that some of these links reflect real-world business 
relationships, while others are created to connect to other resources and 
some additional information (Thelwall, 2001f). Business Web sites rarely 
reveal connections to research in universities (Thelwall, 2004c), and one 
possible reason for this might be to keep such connections and possible 
innovative benefits secret from competitors. Little has therefore been found 
about knowledge transfer from universities to industry. Vaughan and Wu 
(2004) and Vaughan (2004b; 2004c) found that the results from webometric 
studies correlate significantly with measures of companies’ success. They 
discovered that the number of inlinks to companies’ Web sites correlate 
strongly with e.g. profit, revenue and research and development expenses. 
Companies with better performance attract more links. The correlations were 
still significant after the link counts had been normalized with the age of the 
investigated sites. The Internet Archive was used to collect the age of the Web 
sites. In fact, Vaughan (2004a) found a strong positive correlation between 
Web site age and the number of inlinks the sites received.  

Vaughan and You (2005; 2006) used webometrics to map competitive 
positions of companies in the field of telecommunication. Co-inlink analysis 
was used to map relationships between these companies. They studied how 
the companies’ Web sites were linked to in pairs and visualized the results in 
maps using Multidimensional Scaling to correctly map the companies into 
industry sectors. Companies that were drawn close together forming clusters 
in the maps were assumed to be more similar and to have more in common 
and therefore to be each other’s competitors. The further apart companies 
were from each other, the less in common they were assumed to have. 
Experts from the field of telecommunication confirmed that the maps 
correlated strongly with the real competitive positions between the 
companies, suggesting that co-inlinking could be used to map offline 
relationships such as business competitive positions. Vaughan and You (2008) 
improved co-inlink analysis by using content specific queries in link data 
collection. They searched for pages that contained co-inlinks to the 
researched Web sites and that contained a certain keyword that could not be 
confused with some other meaning of the same word. They used Jaccard 
index to normalize the co-inlink counts and MDS to position each investigated 
company on a two-dimensional map. The results showed that adding 
keywords to co-inlink data collection can be used to focus the analysis even 
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further and with that possibly collect cleaner data. However, it is not always 
possible to use such content specific keywords in the data collection.  

3.4.7. Governmental Web space 

E-government refers to how governments use information technology, both 
internally and in interaction with citizens and other parties. Burn and Robins 
(2003) wrote that “eGovernment is not just about putting forms and services 

online. It provides the opportunity to rethink how the government provides 

services and how it links them in a way that is tailored to the users’ needs”. 
Burn and Robins (2003) also link the users and users’ need into e-government, 
saying that e-government is not just about technological solutions and 
services on the Web. Roy (2003) writes that “a single definition for such a 

complex set of issues and challenges may well be unworkable at best and 

unhelpful at worst”, meaning that a definition for e-government may in fact 
be unnecessary.  

E-Government, in terms of information technology use, has been studied from 
several aspects. Gascó (2003) studied the transformation public 
administration is going through because of the transition to information and 
knowledge society. Davison, Wagner and Ma (2005) studied how the 
transition from government to e-government happens and how the transition 
is done effectively. The application of information technology to regulatory 
policy has been charted by Coglianese (2004). Shackleton, Fisher and Dawson 
(2006) studied the progress of e-government in local governments in 
Australia. Becker (2004) studied how senior-friendly government Web sites 
were in concern to aging vision of senior citizens and Shi (2006) studied 
general accessibility of government Web sites in Australia and China. Pérez, 
Bolívar and Hernández (2008) studied how public administration uses their 
Web sites to deliver financial information. Ebrahim and Irani (2005) studied 
the barriers and the difficulties in adopting e-government.  Åkesson, Skålén 
and Edvardsson (2008) showed that there exists a gap between the theory 
and expectations of e-government and the reality of it. Related to e-
government, political activity, like party and candidate use of the Web has 
also been studied (e.g. Gibson & Ward, 2000; Strandberg, 2006).  

Moon (2002) studied how e-government has evolved among municipalities 
and discovered that there was a positive correlation between the adoption of 
e-government and the size of the municipalities and cities (by population) and 
age of the Web sites; larger municipalities had larger Web sites and they were 
the earlier adopters of e-government solutions. Petricek, Escher, Cox and 
Margetts (2006) developed a methodology to quantitatively evaluate some 
structural characteristics like e.g. Web site navigability, quality, and “nodality”, 
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as indicators of e-government. According to Petricek, Escher, Cox and 
Margetts (2006) nodality in political science has been defined as the central 
role of social and information networks. It is therefore similar to 
authoritativeness and hubness as defined by Kleinberg (1999). An 
authoritative node in a network has many inlinks and a good hub has many 
outlinks. If there are many inlinks to a site, it is easier to find it. Many internal 
links or a high internal connectivity would mean that information within the 
site would be easier to find. The methodology used by Petricek, Escher, Cox 
and Margetts (2006) gave some meaningful evaluations of government Web 
sites in a cheap and efficient way using freely available Web link data. They 
also used methods from social network analysis, like average distance, 
distribution of paths, and indegree and outdegree of the nodes, to analyze e-
government. Yan and Zhu (2008) did a webometric study on Chinese local 
government Web sites. They studied possible correlations between Web 
Impact Factors and different inlink counts and argued that inlinks alone may 
be a “better” measure than WIFs. They found inlinks to correlate with the 
ratings from an evaluation of Chinese government Web sites they used. Only a 
WIF that was related to GDP per capita gave a correlation with the rating 
system used. This rating system takes into account possibilities for public 
participation on the Web sites, Web site design and the publicity of 
government affairs online.  Yan and Zhu (2008) also state that inlinks could 
possibly be used as an indicator for evaluating the economic status of a 
region.  

3.4.8. The Triple-Helix relations 

E-governments’ use of the Web or government linking alone has not been 
studied extensively before with webometric methods or with hyperlink 
network analysis, but there is some research about university-government 
links and university-industry-government linking. The knowledge 
infrastructure created in university-industry-government relations has been 
labelled as Triple Helix relations (Etzkowitz & Leydesdorff, 1995) and the goal 
of triple-helix research is to map the collaboration between universities, 
industry and government and to study how knowledge transfers between 
these (Leydesdorff & Meyer, 2007). Triple-Helix collaboration has been earlier 
studied by phone surveys (Belkhodja & Landry, 2007) and questionnaires 
(Bhattacharya & Arora, 2007), but even hyperlinks have been used to study 
these “systems of innovations” (Leydesdorff & Curran, 2000). Leydesdorff and 
Curran (2000) studied triple-helix connections by investigating co-occurrences 
of the terms “university”, “industry” and “government” on Web pages, using 
in fact co-word analysis as a method. Heimeriks, Hörlesberger and Van den 
Besselaar (2003) studied triple helix of university-industry-government 
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relations as communication networks (Heimeriks, Hörlesberger & Van den 
Besselaar, 2003). In the creation of linkages for interaction between 
universities and industry in India personal contacts of the researchers 
initiating the linkages have been found to be a major factor (Bhattacharya & 
Arora, 2007).  

Faba-Pérez, Guerrero-Bote and De Moya-Anegón (2004) have shown that it is 
possible to map relationships between Web sites in a closed thematic 
environment using co-outlinking. García-Santiago and de Moya-Anegón (2009, 
to appear) used co-outlinks to map heterogeneous triple-helix networks in the 
Spanish society. They first clustered Web sites into related “families” which 
were then matched with related organizations in the Spanish society. 
Evidence of communication between certain sectors was discovered, but 
relations between others were very limited and they did not reveal any triple-
helix relationships. The authors did not classify links to study the motivations 
to create the links. Stuart and Thelwall (2005) investigated university-to-
government links as indicators of collaboration between universities and 
government in the UK. Although they discovered a correlation between 
universities’ research productivity and the number of university-to-
government links from the same universities, a classification of the 
motivations for link creation revealed that the links were mainly created to 
target information resources, not for collaborative reasons. With that there 
were no evidence of a causative connection between university’s research 
productivity and the number of university-to-government links.  

Stuart and Thelwall (2006) studied whether Web URL citations13 could be used 
as so called “weak benchmarking indicators” to investigate collaboration 
between universities, industry and government. According to Thelwall (2004d) 
weak benchmarking indicators are indicators that have not yet proved to be 
reliable or valid, but that may provide some useful information that could 
maybe be used to e.g. find direction for future studies. Directional graphs 
based on the URL citations showed clustering between the district councils 
(which are on the LAU 1 level of the Nomenclature of Territorial Units for 
Statistics scale14) and their respective county councils (which are on the NUTS-
3 level of the same scale) and also between neighbouring local government 
bodies. The study showed that linking was more frequent between 
government bodies at the same level; county councils tend to link more often 

                                                           
13 URL citations are not hyperlinks; they are the references to URLs in the content of 
Web sites (Stuart & Thelwall, 2006). 
14 The Nomenclature of Territorial Units for Statistics (NUTS) is a uniform scale that 
makes it possible to compare regional statistics in European Union (Statistical Regions 
of Europe, 2006). 
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to other county councils and equally district councils tend to link more often 
to other district councils under the same county council. There were also 
geographic patterns in government to university URL citations. Although URL 
citations correlate statistically with some real world phenomena, a closer 
analysis of the URL citations indicated that these were more often created to 
point to different information sources than to reflect cooperation or other 
relationships between the studied organizations, which was also the case in 
Stuart and Thelwall (2005).  

3.5. Hyperlink Network Analysis 

Garton, Haythornthwaite and Wellman (1997) have suggested that when a 
computer network connects people it is actually a social network and hence 
can be studied with social network analysis. Jackson (1997) suggests that 
network analysis could be used to study the Web and the social and 
communication structures on it. Social network analysis has been suggested to 
be powerful tool in computer-mediated communication (Garton, 
Haythornthwaite & Wellman, 1997), information technology (Martino & 
Spoto, 2006) and library and information science (Otte & Rousseau, 2002) and 
certain methods from SNA have been widely used in informetric studies. In 
fact, degree centralities are often calculated in webometric studies, although 
they are not called that, they are simply referred to as inlinks and outlinks.  

Hyperlink network analysis is a research term meaning that the hyperlink 
structures on the Web are studied with methods from social network analysis. 
Park (2003) has suggested that hyperlink network analysis could reveal social 
structures and communication patterns on the Web. Adamic, Buyukkokten 
and Adar (2003) studied social networks within online communities and 
Adamic and Adar (2003) showed that personal homepages on the Web and 
links between them can reveal information about the social structures of the 
studied university communities. They were able to measure how similarity of 
users in the online community decreased when distance between the 
individuals increased in the network. They showed how some real world 
community structures were reflected online. In addition to this the publicly 
available data collected for the study also gave a context for the social 
structure, describing what the communities were about and how they were 
connected. Park (2003) writes “Hyperlink networks among Web sites and 

social networks in the physical world may be seen as co-constructing each 

other, such that offline relationships can influence how online relationships are 

developed and established”. The online and the offline worlds may not be that 
separated after all as they may influence each other and build upon each 
other.  
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Halavais and Garrido (2003) have shown how social movement of 
organizations can be examined using the linking structure of their Web sites. 
Rogers and Marres (2000) showed how offline connections can be manifested 
symbolically on the Web in the form of linking. Kim, Park and Thelwall (2006) 
used network analysis to compare academic linking with journal publishing 
patterns. Degree centralities were calculated to find the most active link 
creators and the most popular linking targets. Many other methods from 
social network analysis and graph theory have been used to research 
structures on the Web as well. Cluster analysis can identify those subgroups of 
Web sites that are most similar or that have the strongest connections to each 
other within the group and blockmodelling can be used to identify groups of 
Web sites with similar positions (Park & Thelwall, 2003). Cluster analysis has 
been used successfully to map structures of affiliation networks on the Web 
(Park, Barnett & Nam, 2002) and blockmodelling has been used successfully to 
group Web sites (Kim, Park & Thelwall, 2006). Ortega et al. (2008) mapped the 
Web presence of European universities using both interlinking and co-inlinking 
links. Methods from social network analysis were used to analyze the graphs 
with Ucinet and Netdraw (Borgatti, Everett & Freeman, 2002). In the 
interlinking graph Ortega et al. (2008) measured the diameter (3) and average 
distance (1.52 nodes) of the graph. For both the interlinking graph and the co-
inlinking graph Ortega et al. (2008) used normalized indegree to show which 
universities received most links and the normalized outdegree to show which 
universities had the most outlinks.  

The results from these studies, among others, have shown that webometrics 
can in fact use different methods from network analysis. Park and Thelwall 
(2003) suggest that “Hyperlink Network Analysis can borrow the more 

developed data collection, processing and validation tools, techniques and 

approaches from Webometrics. Similarly, Webometrics can benefit from 

adopting the extensive Social Networks Analysis tool set used by Hyperlink 

Network Analysis”. With increasing amounts of research in both webometrics 
and in hyperlink network analysis that borrow methods from each other, it 
may be reasonable to ask whether these two research fields should even be 
separated, or if they are merging into a new field of research that uses the 
best from both worlds. 

3.6. Conclusions 

Webometrics is a young research field and the majority of studies have dealt 
with methods development. Earlier studies have greatly improved methods to 
collect link data and clean it to remove the influence some Web design 
decisions may have and ADMs have become a standard procedure to 
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aggregate link counts to different hierarchical levels of a Web site’s structure. 
Methods like the ADM have improved the reliability of webometric research 
greatly, but the Web is filled with anomalies and further research about how 
to extract the best possible data from the Web is still required. ADMs can be 
used to clean link data that has been collected by crawling the researched 
Web sites, but there is only little a researcher can do to improve the quality of 
data collected from search engines.  

Search engines can give researchers free access to huge amounts of data 
about the Web, but there are some challenges and concerns with using search 
engines for informetric purposes. The Web is growing very fast, maybe even 
faster than search engines can index it. The indexes may not always be up-to-
date as Web pages are updated more frequently than the Web crawler can 
visit them. Web crawlers are not able to crawl every part of the Web. Some 
dynamically created content or password protected pages are out of their 
reach. Because we can assume that search engines use some kind of link 
based algorithms to rank the results, the results may be manipulated in order 
to get higher visibility for certain queries and there are even businesses that 
try to do just that; optimize Web sites for highest possible ranking in the 
search results for certain queries. Even with these flaws, search engines can 
be valuable tools for collecting data about the Web and to measure 
occurrence of links, pages and Web sites, as demonstrated by numerous 
studies that have validated patterns extracted from link analyses. However, 
further research is needed about how the data collected from search engines 
could be cleaned and manipulated for optimal accuracy and to gain a 
reasonable reliability. ADMs cannot be used on link data collected from search 
engines and the only possibility is to take measures during the data collection 
to ensure that best possible data is collected.  

Webometric studies have discovered some interesting properties of different 
types of Web sites. It has been found that larger and older Web sites attract 
more links, and sites with more links have been found to attract even more 
due to the preferential attachment aided by the search engines. Organizations 
closer to each other have been discovered to link more to each other than to 
other organizations further apart. Linking has been shown to decrease when 
the geographic distance between them increases, suggesting that geography 
has an impact on linking. Language also has an impact on linking, as sites in 
one language tend to link to other sites in the same language. The number of 
Web links organizations receive on the Web has been found to correlate with 
productivity, quality and success. In academic context linking has been found 
to show informal communication patterns between the universities and 
between the researchers. Co-inlinking to businesses’ Web sites have been 
found to be a useful tool to map competitive positions, but only a few studies 
have researched the possibilities of using co-outlinking to discover some new 
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knowledge about organizations connected through co-outlinking. Co-
outlinking could be a potential source of information about the shared 
interests of the researched Web sites, but this hypothesis has not been 
researched before. Another gap in earlier webometric research is the lack of 
studies about governmental Web sites. These have only been studied in 
conjunction with universities and businesses in the so called triple-helix 
research. Governmental Web sites are official representations of the different 
government levels and because of their official purpose presumably they do 
follow some regularities and practices that the general Web do not. This 
would make governmental Web sites a good case to study because there may 
not be as many anomalies as on the Web in general.  

Correlation with existing information is an often used technique in 
bibliometrics to evaluate new methods and information sources (Oppenheim, 
2000) and several webometric studies have in fact shown connections 
between offline and online phenomenon. However, because of the dynamic 
nature of the Web results are always a snapshot of that particular situation 
and, when not externally validated, the results have to be considered as 
indicative. Webometric studies may in fact be most valuable for fast pilot 
studies to discover some trends, correlations and indications of offline 
attributes of the studied organizations that would be further investigated 
offline with some additional methods. Before any conclusions can be made 
from link analyses, something has to be known about the motivations for link 
creation.  
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“Connecto ergo sum” 
Lennart Björneborn, 1957- 

 

 

4. Linking behaviour  

 

Early findings of webometric studies suggest that links contain useful 
information and that even though it may seem like it they are not created 
completely at random (Tang & Thelwall, 2004). Web search engines for 
instance rely on the assumption that links are not created completely at 
random and that links can be used to find the most valuable information 
sources and Web sites (Brin & Page, 1998; Kleinberg, 1999). Links can just as 
easily be created for negative or criticizing reasons than for positive or 
recommending reasons, and hence it is important to understand the 
motivations behind link creation before anything conclusive can be said about 
link counts or linking patterns. The reasons for linking are important for the 
validity of using links as a data source.  

Investigating motivations to create links can be challenging and there may 
even be multiple reasons for creating a single link, although it has also been 
claimed that links have been created for single reasons only (Chu, 2005). 
However, variations in the findings may be due to variations in the 
classification schemes. Nevertheless, because links are the target for hyperlink 
network analysis and webometric studies, it is very important to increase the 
understanding of motivations to create links on the web. Without more 
knowledge of the motivations behind the link counts possible correlations or 
patterns discovered in webometric studies cannot be validated or interpreted.  

In webometrics links have been seen as analogous to citations, indicating 
recognition or referencing to some other sources, whereas in hyperlink 
network analysis links are often seen as social ties between different actors 
represented by the Web sites and indicating influence, communication or 
some other relationships between the Web sites and those that have created 
them. Although linking on the Web is very different from citing in scientific 
journals, earlier studies about citing behaviour may give some starting points 
to investigating linking behaviour.  
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4.1. Citing motivations 

Citation motivations have been extensively studied and in many of the studies 
the researchers have created their own classification of motivations (e.g. 
Brooks, 1985; Cano, 1989; Chubin & Moitra, 1975; Moravsick & Murugesan, 
1975; Shadish et al., 1995), but most of these do not in fact address the 
matter of why the cited document was found relevant in the first place 
(Nicolaisen, 2007). Linda C. Smith (1981) listed some very basic assumptions 
related to citation analysis:  

1) a citation implies use of the cited document 

2) citation reflects merit (or intellectual debt (Small, 2004)) 

3) citations are usually made to the best possible and available work 

4) cited, co-cited and bibliographically coupled documents are related 

in content 

5) “all citations are equal” 

The basic assumptions by Smith (1981) also define some of the assumptions 
that characterize the research field of scientometrics, as cited, co-cited and 
bibliographically coupled documents are assumed to be related in content. 
Although Smith’s (1981) assumptions may apply in the majority of cases, they 
do not apply in every case. A citation always implies use of the cited 
document, but how it has been used is not revealed from a citation alone. A 
citation does not necessarily have to reflect merit, as it is possible that a 
citation may be negative and reflect criticism. It is also not sure whether 
citations are usually made to the best possible work, as self-citations are not 
necessary that. However, all citations may be equal when counting them.  

Borgman and Furner (2002) summarize earlier research on citation behaviour 
and list the discovered attributes that describe how the citing document and 
the cited document are more likely to be related than a random pair of 
documents: 

1. Relatedness of content: The content of the earlier document is related 

to that of the later.  

2. Field: The field in which both documents are written is characterized 

by high citation rates.  

3. Persuasiveness: The earlier document is perceived by the author of the 

later document (a) to be supportive of the ideas in the later document, 

(b) to be written by an author whose name will lend authority, or (c) to 

meet the expectations of the later document’s audience.  

4. Availability: The earlier document is available.  

5. Author self-citation: The earlier document is written by the same 

author as the later one.  
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6. Journal self-citation: The earlier document is published in the journal 

to which the later document is to be submitted.  

7. Social citation: The earlier document is written by a friend, colleague, 

co-author, mentor, or by an editor or a referee of the journal to which 

the later document is to be submitted.  

8. Language self-citation: The earlier document is written in the same 

language as the later one  

9. Nationality self-citation: The earlier document is written by an author 

of the same nationality as that of the author of the later one.  

10. Time difference: The earlier document is published not long before the 

later one.  

Citations are made for a multitude of different motivations and they may not 
always only be “acknowledging intellectual influences of colleagues”, as non-
scientific motivations may also exist (Bornmann & Daniel, 2008). MacRoberts 
and MacRoberts (1989) listed reasons why citations are a problematic source 
of information and concluded that citing can be biased and authors may cite 
themselves too frequently. MacRoberts and MacRoberts (1989) continue by 
stating that there are different types of citations and that the type of 
publication, nationality, size and time period may have an impact on citing. 
Some technical limitations such as multiple authorship, errors and coverage, 
may also have an impact on citing.  

Although some theories of citing have been proposed (e.g. Harter, 1992; 
Garfield, 1979), the need for a theory of citing has in fact been questioned and 
whether such a theory is even possible due to various motivations for citing 
has been discussed widely (e.g. Nicolaisen, 2007). A whole issue of 
Scientometrics journal was for instance dedicated for articles about theories 
of citing in 1998 (vol. 43, no. 1). Linking on the Web is far more complex and 
more anarchistic than citing in scientific, peer-reviewed journals, and if it has 
not been possible to create a commonly accepted theory of citing yet, it may 
not be possible to create a theory of linking either (Thelwall, 2004).  

Although hyperlinks on the Web may be structurally and functionally similar 
to citations, they are very different. For instance, while hyperlinks can go in 
both directions between two documents at the same time, citations always go 
from the newer article to the older article15. Web sites are not articles and the 
context the links are created in may be very different from that of citations. 
Links between academic web sites for instance are not created for the same 

                                                           
15 It is technically possible that authors of two different scientific documents have sent 
preprints to each other and read each other’s work before they have been published 
and hence it is possible that two documents can cite each other, but in practice it is 
very rare.  
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academic reasons as the citations are (Egghe, 2000). In a study about 
motivations to create links on the Web Wilkinson et al. (2003) classified a 
random sample of 414 links between university Web sites in the UK. They 
discovered that although 90% of the links were related to scholarly activities, 
only about 2% of the links were equivalent to citations in scientific journals. 
This suggests that interlinking between academic Web sites is evidence of 
informal scientific communication, rather than formal scientific 
communication. Linking motivations are in fact very different from those for 
citations (Egghe, 2000; Xing & Chu, 2006), and hence earlier research about 
citing and citing motivations can and should not be directly used when 
studying linking motivations. 

4.2. Linking motivations 

Discovered motivations for citations could be used as an inspiration when 
planning a study on linking motivations, but the Web is far more complex and 
diverse than scientific publications and the reasons for linking may vary a lot 
more. The basic assumptions related to citation analysis listed by Smith (1981) 
in section 4.1 can be used as a starting point to analyze hyperlinking. The first 
assumption, that a citation implies use of the cited document, does not 
necessarily apply to the Web. Links can be and often are created without any 
actual use of the target site. Whoever creates the link has to be aware of the 
target site, but they do not have to use it in any way. The second assumption, 
that a citation reflects merit, does not apply on the Web as clearly. In a certain 
way links may reflect merit, or rather popularity, because due to preferential 
attachment more popular sites are more likely to receive even more links. The 
third assumption, that citations are usually made to the best possible work, is 
in a way the assumption that search engines use. As was explained earlier (see 
section 3.4.1) search engines assume that links can be used to indicate quality 
and that more links would indicate higher quality. The fourth assumption, that 
cited, co-cited and bibliographically coupled documents are related, has been 
researched and used in webometrics also, but in the form of interlinking, co-
inlinking and co-outlinking, and some results do in fact suggest that they can 
be used to find similar Web sites (e.g. Faba-Pérez et a., 2003a; Katz, 2004; 
Thelwall & Wilkinson, 2004; Vaughan, Kipp & Gao, 2007a). The last 
assumption by Smith (1981), that all links are equal, does not apply on the 
Web: at least Google’s PageRank assumes that links are not equal (Brin & 
Page, 1998). In conclusion the basic assumptions for linking could be listed as:  

1) Links imply awareness of the linked site 
2) Links may reflect quality or popularity 
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3) Links are not necessarily made to best possible work: but they may be 
made to best available work 

4) Interlinking, co-inlinking and co-outlinking may be used to find related 
or similar sites 

5) All links are not equal 

Linking is very different from citing, as can be seen from the basic assumptions 
of them both.  

Simple link counts and network maps based on linking do not reveal much 
about the motivations for creating the links. Only by determining the reasons 
why the links have been created in the first place can conclusions be drawn 
about the possible patterns discovered from links and linking networks. There 
are two methods that have been used for studying citing motivations and that 
can be used for studying linking motivations as well: 1) interviewing or 
surveying the link creators (e.g. Brooks, 1985; Cano, 1989) and 2) classifying 
random samples of links (e.g. Chubin & Moitra, 1975; Moravsick & 
Murugesan, 1975). Both of the methods have some advantages and 
disadvantages.  

Motivations to create links have been researched only a few times, and most 
of these studies have concentrated on the surroundings of the links and the 
content of the documents that are connected to each other through links, 
instead of conducting a qualitative study to really find out the webmasters 
motivations to create links.  

4.2.1. Interviewing the link creators 

Kim (2000) interviewed 15 authors of scholarly electronic articles and found 
19 different motivations for link creation. Some of the motivations to link 
were similar to those previously discovered for citing in printed scientific 
journals, which is perhaps not surprising because of the similarities between 
the two. The new motivations discovered were related to the accessibility of 
electronic sources and rich user experience that the electronic sources gave 
opportunity for. The motivations were grouped into scholarly, social, and 
technological groups. The majority of the links could have belonged into more 
than one group, showing how complex the motivations for hyperlinking were.  

In a study about linking behaviour among Korean webmasters Park (2002) 
found that credibility was an important factor when deciding to create a link. 
Usefulness of the linked resource was an important factor, indicating the 
importance of practical content, information or other services on the linked 
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site. Based on a qualitative analysis Park could divide the linking motivations 
into two dimensions: navigational functionality and business purposes.  

Qualitative studies about link creation motivations may be quite challenging 
as it may be difficult to find the right people and if they are found they may 
not remember why they created the link in the first place (Kim, 2000). The 
results may also be very biased if not all link creators are found or if they do 
not want to participate. Classifying links by some predefined criteria is often 
the only available choice, even though classifying links has its challenges too.  

4.2.2. Classifying random samples of links 

When collecting links to be classified, ideally all links should be created 
individually by humans (Thelwall, 2006). In the link collection process efforts 
should be made to exclude duplicate content and maybe even remove some 
dynamically created content. Another question that has to be considered is 
the skewed nature of link distributions, where a few sites receive the majority 
of the links. The usually highly skewed distribution of links means that a 
random sample of links is probably more representative than a random 
sample of link source pages (Thelwall, 2006). Thelwall (2006) calculated that 
when classifying links, to gain a 95% confidence interval of width no more 
than 4%, a sample size of 2,400 links is required. This demonstrates how many 
links should be classified to gain a reasonable accuracy for the classification. 
Such a classification task is seldom possible by human force (although it has 
been done (Stuart, Thelwall & Harries, 2007)) and no reliable automated 
classification schemes are yet available. The value of such an effort should be 
questioned especially when taking the dynamic nature of the Web into 
account. Because of the dynamic nature of the Web a random sample of links 
is always a snapshot of that particular moment and the sample could be 
different the next day. Thelwall (2006) suggests that a sample size of 
approximately 160 links would be sufficient enough, all things considered.  

Because of the multitude of content on the web that can and has been 
researched and all the possible reasons for creating links, there is no uniform 
classification scheme that could be used for all webometric research. So far, 
researchers have created their own classification schemes that have best 
suited the goals of their current research. There are almost as many 
classification schemes as there are studies about the subject (e.g. Haas & 
Grams, 1998a; 1998b; Thelwall, 2003a; Kim, 2000; Bar-Ilan, 2000a; Wilkinson, 
et al., 2003; Harries et al., 2004; Bar-Ilan, 2004c; 2005c). This is probably 
mainly due to various research objectives and the various sets of researched 
Web sites.  
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Links have more functions than citations, as they can be created to aid 
navigation (links within a single site), expand information sources (links to 
some additional information), point to other resources (recommendations by 
the author) or just created of miscellaneous reasons like courtesy or 
advertisement (Haas & Grams, 1998a; 1998b). Haas and Grams (1998a) 
created a classification scheme for link types based on the context the link 
was created in, the link itself, and any apparent reason why the link had been 
created. In their study about 50% of the links were considered to be 
navigational links, although according to Haas and Grams (1998a) “in one 

sense, all links are navigational” because they direct visitors to other Web 
pages and to other Web sites. Most of the internal links within a Web site 
have been found to be created for navigational purposes (Bar-Ilan, 2004a). 
Bar-Ilan (2004a) used a detailed classification of the links, categorizing them 
according to the intention of the link based on the surroundings of the link on 
the source page. Even though most of the links were navigational, there were 
a significant percentage of the links that were in fact content-bearing.  

According to a more recent study about classification of academic 
hyperlinking, five different types of creation motivations were identified: links 
that demonstrate ownership, links that indicate social connections, links 
created for general purposes, or navigational purposes, and gratuitous links, 
because they do not serve any apparent communication function at all 
(Thelwall, 2003a). These motivations were all unique to the Web and 
compared to citer motivations they were actually thought of as relatively 
trivial. Thelwall, Harries and Wilkinson (2003) studied academic hyperlinks 
that crossed from one academic subject to another. They classified the type of 
the links based on the content of the page where the link was created and the 
context of the link. Smith (2004) classified links using the source and target 
pages, and the reasons for linking, while Thelwall and Harries (2003b) 
classified only target pages. Thelwall (2001b) classified page types and found 
that only a minority of the link target pages for academic linking were related 
to research, but still they were in some way connected to scholarly activities. 
The majority of the pages were to researchers’ or research groups pages. 
Stuart, Thelwall and Harries (2005) classified links based on the source pages 
and reasons for link placement. Vaughan, Kipp and Gao (2007a) classified link 
source pages according to: language, country, type of site and linking 
motivations. Links have also been classified according to type to study how 
link types change over time (Payne & Thelwall, 2008b). Payne and Thelwall 
(2008b) discovered an increase in research related links on university Web 
sites, which raise hope for increased validity for webometric research on 
university Web sites.  

Vaughan, Gao and Kipp (2006) studied link creation motivations of links to 
business Web sites and found that most of the links were in fact created for 
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business purposes. The links were classified according to the content of the 
source page, the context in which the link had been created and the country 
where the Web site was published in. Competing businesses were discovered 
to be often co-inlinked, suggesting that co-inlink analysis could be used to 
map competitive positions of the businesses. They concluded that because the 
majority of the links were created for business related reasons, links could be 
a useful source of business information, supporting findings in earlier studies. 

Classifying co-inlinks is somewhat different from classifying links alone, as the 
co-inlinks come from a single source page but target two pages that the links 
go to. Vaughan, Kipp and Gao (2007a) classified co-inlinks to university Web 
sites in Canada according to contents of the page and the context in which the 
links were created. They found that in 94% of the cases the universities 
connected by co-inlinks were also related academically. Vaughan, Kipp and 
Gao (2007a) state that in co-inlink analysis it is important to determine 
whether to collect co-inlinks to homepages or to whole Web sites. In their 
study co-inlinks to homepages tended to have a more general relationship 
while co-inlinks to the whole site tended to have a more focused relationship 
because some of the co-inlinks targeted topical pages in the subcategories of 
the sites. Vaughan, Kipp and Gao (2007b) classified co-inlinks to business Web 
sites and discovered that links were created for business related purposes. In 
about 61% of the cases the companies connected by co-inlinks were highly 
related. Only about 15% of the co-inlinks had motivations that were not 
related to business.  

In a case study of interlinking between academic institutions in Israel Bar-Ilan 
(2004c) proposed a classification of link types, in which she included many 
different aspects of both source and target pages and the context in which the 
links were created. Bar-Ilan’s categorizations give a very complex picture and 
cover many different aspects of academic link creation. The goal with her 
categorization was to identify both the intention of the page and the linking. 
This categorization scheme was later further refined and developed by Bar-
Ilan (2005c) and the studied aspects can be seen in Figure 4.1 below. Bar-Ilan 
(2005c) starts with the assumption that the source page is more influential 
than the target page, which supports the notion of active linking. The owner 
or the creator of the target site has limited influence on who creates the links 
to his or her Web site and for what purposes. The source page is important 
because 1) it is available, and 2) links can be created without the permission 
or knowledge of the target.  
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Figure 4.1. Categorization scheme of linking motivations (based on Bar-Ilan, 

2005c) 

The classification created by Bar-Ilan (2005c) in Figure 4.1 includes many 
different aspects of the source and target pages, the context the link has been 
created in, and the relationship between the source page and the target page. 
Page type in Figure 4.1 above roughly translates to what the page as a whole 
describes, with some difference between source and target page types. 
Examples of these are personal homepages, homepages of different societies 
or departments. Linked area and link context refer to the immediate 
surroundings the link has been created in on the source page and in what 
context. An example of a Creator in an academic context could be a student, 
member of staff, department, library, etc. Academic field was divided into 
administrative units and specific academic disciplines. Intention refers to 
reasons why the page was created. The only way to get accurate information 
about the intention would be to interview the creators, but this is often not 
possible and would not necessarily give accurate results. Hence the intention 
was defined by observing the pages. In this case the intention could be 
administrative, professional, research oriented, educational and personal, to 
name a few. Language was mainly relevant for non-English Web sites. The 
Tone of the links could be positive, negative, neutral, Web convention or 
unknown. Navigational links were considered to be neutral. Web conventions 
are links that the author is expected to create (e.g. links to their own 
department or institution). Placement could be part of a list, embedded on 
the page or some menu or other navigational type. The category Relationship 
contained a rather wide variety of values of mainly navigational, extending 
and promoting types.  

The classification created by Bar-Ilan (2005c) takes several aspects of the link 
and the pages connected by it into account, but in many classification tasks 
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the scheme may even be too extensive. For a well defined set of Web sites the 
purpose or the intention of the link and a classification of the page types may 
in many cases be sufficient. The purpose of the link tells what the relationship 
between the Web sites is and why they have been connected through the link, 
and the type of the source and target pages tells the context for the linking. 
Stuart, Thelwall and Harries (2007) classified linking motivations according to 
source page owner and the reasons for creating the links, when studying 
collaboration from academic web links. They based their classification 
protocol on some previous studies (Wilkinson et al., 2003; Bar-Ilan, 2004c; 
Harries et al., 2004). Most of the studies have classified linking motivations 
based on the type of information associated with the links on the source page 
(and in some cases the target page) and the purpose of the link.  

4.2.2.1. Single classifier vs. multiple classifiers 

In some of the studies the links and the underlying motivations for creating 
them have been classified by more than a single classifier.  The motivation to 
use more than one classifiers has been to get more objective results (e.g. 
Thelwall, Harries & Wilkinson, 2003), but it is not always possible to use 
several classifiers (Thelwall, 2003a). Using more than one classifier minimizes 
the errors a single classifier could make and also minimizes the influence a 
single classifier’s decisions may have on the results. In Harries et al. (2004) the 
problem of subjectivity came up when an agreement on the categories was 
difficult to achieve among the classifiers. 

In a different context, according to Cleverdon (1984) consistency among 
different classifiers does not generally exceed 30%. This comment however, 
was made before the Web and before any hyperlinking classifications. In some 
studies a very high classifier agreement has been reached for the hyperlink 
classifications, although it often has required several rounds of classifications 
and modifications of the used categories. Haas and Gram (1998) came up to 
about 71-76% agreement when they classified link types. Wilkinson et al. 
(2003) agreed to about 71% of the cases and Harries et al. (2004) achieved a 
90% agreement. Vaughan, Gao and Kipp (2006) used three classifiers and after 
a third round of categorizing linking motivations they achieved a very high 
agreement (94.7%) on the categories of links. In Vaughan, Kipp and Gao 
(2007a), by working together towards an agreed classification scheme, the 
researchers managed to get a very high consistency rate of 98% between the 
classifiers, which was considered to assure both validity and reliability of the 
study. Stuart, Thelwall and Harries (2007) used Krippendorf’s alpha coefficient 
(Krippendorf, 2004) to calculate classifier agreement, which in their study was 
a fairly high 0.6749. Some classification tasks may however be very straight-
forward and they do not leave much room for discussions (Bar-Ilan, 2005c). A 
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well defined set of very similar Web sites or a collection of Web sites of the 
same type may be such cases. In such cases a single classifier could be used 
without any problems (Vaughan, Kipp & Gao, 2006).  

The complexity of linking at the Web page level (Barjak, Li & Thelwall, 2007) 
and the fact that links are often duplicated and copied because of a Web 
design decision means that studying linking motivations should always be 
done using caution, even when more than a single classifier is used. There 
may be many different motivations for linking and various aspects of the 
target may influence link creation. Hyperlinks on different types of Web sites 
may be created for completely different reasons and motivations. Because of 
the vast variation of Web sites and various motivations to create links to them 
it is logical to restrict focus to investigating a certain type of Web sites and 
focus on investigating their linking motivations (Scharnhorst & Thelwall, 2005).  

4.2.3. Properties of linking 

Various linking motivations have been discovered for various sets of Web 
sites. Based on the network growth model of preferential attachment it can 
be said that highly linked pages attract more links simply because they already 
are highly linked. Highly linked pages are more visible on the Web and they 
therefore provide more opportunities to be found either by following the links 
or through search engines that use link counts to rank results (Barabási & 
Albert, 1999), and this is why they are more likely to be linked to. Park, 
Barnett and Nam (2002) regarded that the number of inlinks could be seen as 
an indicator of credibility among Korea’s most frequently visited Web sites 
and Palmer, Bailey and Faraj (2000) had similar results claiming that the 
number of inlinks was an indicator of trust in Internet businesses, and with 
that inlinks are probably reinforcing the impact of preferential attachment. It 
is also apparent that sites targeted by links are somehow relevant to the 
source page of the link (Chu, 2005). This assumption of links pointing to other 
useful resources is something that webometric research has focused on, as 
the links are treated as analogues of citations. Borgman and Furner (2002) 
summarized research about citing motivations and some of their list can be 
translated to the Web to summarize linking motivations that have been 
discovered in earlier research:   

1. Relatedness of content: Web pages with similar content tend to link to 
each other (Menczer, 2004; Thelwall & Wilkinson, 2004; Chu, 2005; 
Vaughan, Gao & Kipp, 2006; Vaughan, Kipp & Gao, 2007b). Chu (2005) 
crystallizes the linking motivations discovered as “One links to a site 

for what it is about”. 
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2. Field: In an academic context same disciplines tend to link to each 
other (Heimeriks & Van den Besselaar, 2006). 

3. Persuasiveness: Links may be created to show affiliation (Park, Barnett 
& Nam, 2002), to increase the perceived credibility (Park et al., 2002), 
or to promote trust (Palmer, Bailey & Faraj, 2000).   

4. Availability: Naturally the target site has to be publicly available, 
although some geographic or linguistic aspects and e.g. server 
downtime may influence availability.   

5. Author self-citation: When translated to the Web author and journal 
self-citations may often be the same thing. If a link creator creates a 
link to something he or she has created (author self-citation) it is also 
probable that the link will be in the same site (journal self-citation), 
unless the same creator has created several Web sites. Self-links on 
the Web are therefore often created for navigational purposes (Haas 
& Grams, 1998a; Bar-Ilan, 2004a).  

6. Journal self-citation: Same as number 5 above.  
7. Social citation: Links have also been shown to indicate social 

connections (Adamic & Adar, 2001; Thelwall, 2003a).  
8. Language self-citation: Linguistic patterns have been discovered in 

linking (Kralisch & Mandl, 2006; Thelwall, Tang & Price, 2003; 
Heimeriks & Van den Besselaar, 2006; Thelwall & Zuccala, 2008; 
Ortega & Aguillo, 2009). 

9. Nationality self-citation: Geographic adjacency has been shown to 
have a positive impact on linking (Halavais, 2000; Thelwall, 2002a; 
Vaughan & Thelwall, 2005; Heimeriks & Van den Besselaar, 2006; 
Thelwall & Zuccala, 2008; Ortega & Aguillo, 2009).   

10. Time difference: Time and the order of publishing the linking and the 
linked documents on the Web are different than in scientific journals. 
In scientific journals, the cited document usually has to be published 
before the citing document. This is not the case on the Web. Content 
can be updated and links can be added long after the page has been 
initially published, but it has been discovered that older sites attract 
more links (Vaughan & Thelwall, 2003), although in academic context 
fresher content may in some cases be preferred (Kousha & Thelwall, 
2006).  

Other discoveries include that links are often positive (Chu, 2005). Links are 
more likely created to target pages with more general topic and at a higher 
hierarchical level than topically very specific pages lower in the hierarchy 
(Mandl, 2007). Homepages usually attract more links than content specific 
subpages (Chu, 2005; Yi & Jin, 2008). Thelwall (2002h) discovered that 
academic pages receiving the most inlinks were pages that gave visitors access 
to a wide range of information and link lists to other information sources, 
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rather than content on some specific topic. Park (2002) also concluded that 
Web sites that were useful and contained some practical content, information 
or services attracted more links. 

4.3. Conclusions 

While links within Web sites are mainly created for navigational purposes, 
links between Web sites may be a rich source of information about the 
content and use of the Web sites connected to each other with hyperlinks. 
Links between Web sites indicate that information at one location is at least 
known or valued at another location, demonstrating some kind of connection 
between the sites and their authors. Links could also mean that the target 
page is somehow useful for the source page of the link. In a way, a link may 
therefore tell more about the source page than the target page, or as Adamic 
and Adar (2001) wrote: “You are what you link”. There seems to be enough 
patterns in what looks like a random or even chaotic creation of Web sites and 
links so that it can be analyzed and trends can be found in the linking to and 
between Web sites.  

Unlike with citation analysis there are no theoretical frameworks of linking 
motivations to rely on, only the earlier studies that all have created their own 
classifications to map linking motivations. Methods for identifying motivations 
to create links have varied a lot but most of the earlier studies have classified 
links using classification schemes that have best suited their current research 
goals. Most often these classification schemes have included different aspects 
of the source and target pages and the intention or the purposes of the links. 
In many studies more than one classifier has been used to classify the links to 
ensure the reliability of the results. However, in some cases the classified 
aspects of the source and target pages and the purposes of the links may be 
quite self-evident and not leave much room for discussions. In such cases the 
use of a single classifier may be justified and sufficient.  

Thelwall (2006) showed that to get a reasonable accuracy of link classifications 
2,400 links should be classified. He continued by stating that such a 
classification exercise may not be worthwhile because of the dynamic nature 
of the Web and that a set of about 160 links would be reasonable amount of 
links to classify. However, a single link can be just as valuable as an 
information source as thousands of links; if it has been created for “real 
reasons” as an expression of e.g. cooperation, competition, or quality, but 
finding these “high quality links” may be difficult.  
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“Somewhere, something incredible is waiting to be known” 
Carl Sagan, 1934-1996 

 

 

5. An Information Science Link Analysis 

Research Design 

 

Wilkinson, Thelwall and Li (2003) give a three step guide for webometric 
research that follows a quite traditional research design: 1) collecting raw link 
data, 2) choosing the counting method, and 3) analyzing the data. The first 
step includes deciding which methods to be used for link data collection, 
where the links will be collected from and what type of links will be collected. 
The second step includes choosing an appropriate level of aggregation and 
removal of possible anomalies and cleaning the data if necessary. The final 
step includes choosing the appropriate methods for analyzing the data and 
evaluating the results. Methods used can include measuring different aspects 
of the data collected, identifying clusters or communities, creating a graphical 
representation of the linking patterns and classifying the motivations for link 
creation.  

The methods used depend on the goals of the research. It is important to 
think about what to measure and whether the chosen methods in fact 
measure this, as same measures may indicate different things in different 
contexts (Faba-Pérez, Guerrero-Bote & De Moya-Anegón, 2005). For instance, 
co-inlinks to universities may measure similarity (Vaughan, Kipp & Gao, 
2007a), while for business Web sites the similarity measured by co-inlinking 
translates to competition (Vaughan & You, 2005; 2006).  

Thelwall (2004) developed a fine-grained guide to design webometric research 
and called it the information science approach to link analysis. According to 
Thelwall (2004, p. 3) the information science approach to link analysis “is to 

adopt and adapt existing information science techniques for the meta-analysis 

of documents through investigating inter-document connections”. This means 
the use of scientometric and bibliometric methods to study quantitative 
aspects of the documents and relationships between them to discover new 
knowledge in the structures and occurrences of the links. The information 
science approach to link analysis includes the following nine steps (Thelwall, 
2004): 
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1) Formulate an appropriate research question 

2) Conduct a pilot study 

3) Identify Web sites that are appropriate to address the research 

question 

4) Collect link data  

5) Apply data cleansing techniques and select an appropriate counting 

method 

6) Partially validate the link count results through correlation tests 

7) Partially validate the interpretation of the results through a link 

classification exercise 

8) Report results with an interpretation consistent with link classification 

exercise 

9) Report limitations of the study and parameters used in data collection 

and processing 

The information science approach to link analysis emphasizes validity and 
reliability of the research. The research outline aims at collecting best possible 
data and validating the results through a triangulation of different methods. 
Thelwall (2006) summarizes that there is no single perfect method for link 
interpretation and that some sort of method triangulation is usually required. 
He suggests that such triangulation should ideally include an indirect method 
of correlation testing (point 6 in the list above) and a direct method of link 
classification (either by the researcher or through interviews) (point 7 in the 
list above). These two points separate the information science approach from 
other link analyses.  

This research was built on the information science approach by extending the 
research design to include some methods from social network analysis. The 
methodology used included methods from both 1) webometrics, mainly for 
data collection and interpretation of the results, and 2) social network 
analysis, mainly for quantitative analysis of certain properties of the links and 
linking structures in the researched set of Web sites. The research design is 
presented according to the layout of the information science approach to link 
analysis in the next nine sections.  

5.1. Formulate an appropriate research 

question 

From a broad perspective, the goal of this research is to increase 
understanding of linking behaviour on the Web and especially of government 
related Web linking on the local government level. Governmental Web sites 
have not been extensively researched with webometric methods before, an 
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imbalance that will be corrected with this research. The region of Finland 
Proper was chosen for convenience reasons (Ferber, 1977; Marshall, 1996), as 
the region and the municipalities were fairly familiar to the researcher. In 
order to meet the goals of this research, this research answers three research 
questions which were presented in detail in section 1.3.1 and briefly repeated 
below:  

1) How do municipalities in the region of Finland Proper use the Web? 
 
To answer the first very general research question several aspects of 
the municipal Web sites in the region of Finland Proper were 
measured and studied; the size and age of the researched Web sites 
were measured and whether they have an impact on linking was 
evaluated, link distributions (both in- and out-links) were measured 
and whether the distributions followed power laws was analyzed, 
Web Impact Factors were calculated and their usefulness to study a 
municipal Web space was discussed, and the role language has on 
linking to and in a bilingual Web space was studied.  
 

2) Can links (interlinking, co-inlinking and/or co-outlinking) be used to 

map cooperation between municipalities?  

 
Adjacency was assumed to be a logical requirement for cooperation 
between municipalities and an indication of geopolitical connections 
(see section 5.3.1), therefore the linking networks (interlinking, co-
inlinking and co-outlinking) were tested for similarities with adjacency 
and distance. In cooperative patterns between more than two 
municipalities every municipality does not have to be adjacent to 
every other municipality, and hence the connections and linking 
within the functional regions were also researched.  
 
Both qualitative and statistical methods were used to identify 
similarities between geography and the linking networks. Statistical 
methods were used to test whether the linking networks 1) matched 
with neighbourhood between the municipalities, 2) correlated with 
the exact distances between the municipalities, and 3) were more 
likely to connect municipalities that belonged to the same functional 
region. Especially the linking patterns within the functional regions 
were investigated because the functional regions are in fact created 
based on cooperation between municipalities and hence, linking 
within them could be a sign of cooperation. Reciprocal linking within 
the functional regions was analyzed as it could have been a sign of the 
strongest connections between the municipalities. Network analysis 
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was also used to test if there were subgroups in the linking networks 
that matched with the functional regions.  
 

3) What are the most important motivations for interlinking between, co-

inlinking to, and co-outlinking from municipal Web sites in the 

researched region? 

 
The link counts and the linking networks can only be interpreted and 
validated if the motivations for creating the links are known; hence a 
link classification exercise was done. A random sample of both 
interlinking links and co-inlinking links were classified separately 
according to suitable classification schemes designed especially for 
this research. The co-outlinking links were first classified according to 
the type of pages (source and target pages) associated with the linking 
and then the purpose of the links was analyzed.  

Answering the research questions required testing of different methods (both 
webometric methods and methods from social network analysis) and 
development of some new methods and evaluating their usability for 
webometric purposes. One of the goals of this research was in fact to develop 
and test methods to extract the best possible link data from different linking 
types. With that this research followed the long tradition of methods 
development in webometric research. Some of the major contributions of this 
research are the development of new methods for webometric research and 
increased knowledge about some existing methods from social network 
analysis that could be used for webometric research.  

5.2. Conduct a pilot study 

According to Thelwall (2005) a pilot study is not necessary if the researched 
set of Web sites is well defined. The researched set of Web sites was very well 
defined in this research (the 54 municipalities in the region of Finland Proper) 
and therefore a pilot study was not conducted, but identification of the 
domains and checking for any additional domains in different languages was 
done. Data collection tests were also made on the researched Web sites to 
identify any possible limitations with the data collection methods that would 
have had to be dealt with before the actual collection was conducted.  
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5.3. Identify Web sites that are appropriate to 

address the research question 

The set of appropriate Web sites for this study was very well defined. This 
research studied the municipal Web space and the use of links of the 54 
municipalities in the region of Finland Proper. At the time of the data 
collection for this research, Finland was in the middle of municipal reform and 
municipal mergers were planned to create larger and more efficient 
municipalities (Local Finland, 2009c).  This research is a snapshot of that time 
and situation in the region.  

5.3.1. Region of Finland Proper 

At the time of the data collection in 2006 the regional and local administration 
levels in Finland were divided into six provinces, 20 regions and 431 
municipalities (Local Finland, 2009a). The provinces are on level 2 on the 
Nomenclature of Territorial Units for Statistics (Nomenclature des Unités 
Territoriales Statistiques - NUTS) scale (Statistical Regions of Europe, 2006). 
The regions are on NUTS-3 level and municipalities are on NUTS-5 level. The 
more unofficial regions based on cooperation, commuting to work and various 
mutual agreements are called functional regions (Finnish: Seutukunta) and 
they are on NUTS-4 level. The NUTS-4 level is equal to the newer LAU 1 level 
(Local Administrative Units) and NUTS-5 equals LAU 2.  

The region of Finland Proper is located in the south-western parts of Finland 
and the region has a total area of about 20,540 square kilometres, which is 
slightly smaller than Wales, Israel or New Jersey. Only about half of this area is 
land and the rest is sea. The large archipelago situated in the south-western 
parts of the region means that distances between the municipalities can be 
quite long. In January 2006 the population of the area was about 456,000 
people, which was about 9% of the whole population in Finland. Population 
per square kilometre land area was 42.7, when it was for the whole country 
17.3. Because of the large archipelago that influences road distances between 
the municipalities and the bilingual municipalities in the archipelago the 
region cannot be taken as representative for whole Finland, although the 
services provided by the municipalities and the tasks of the local government 
administration are the same in every municipality.  

The municipalities are responsible for the provision of health care, child day-
care, education at different levels, a wide range of social services, and they are 
also responsible to run the libraries. They are responsible for water and 
energy supply, waste management, road maintenance, and public 
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transportation. Municipalities promote commerce and employment, and 
supervise land use (Local Finland, 2009a). In providing these services 
municipalities can cooperate with each other. The extent of cooperation 
between municipalities may vary between different municipalities but 
closeness and maybe even neighbourhood are requirements for the 
cooperation. Some smaller municipalities for instance may not have resources 
to provide education in Swedish. In that case the municipality is cooperating 
with the neighbouring municipality that have Swedish schools and the 
Swedish speaking children from the first municipality can go to school in the 
neighbouring municipality. It would not be logical or economical to travel 
several municipalities away for school and hence closeness and 
neighbourhood are factors in cooperation.  

The region of Finland Proper has five functional regions that the 54 
municipalities belong to. From Figure 5.1 below the functional regions can be 
seen in a geographic map of the area. Every municipality in Finland has to 
belong to a functional region. The functional regions are on NUTS-4 or LAU 1 
level and the whole region of Finland Proper is on NUTS-3 level. Existing 
cooperation between the municipalities and commuting for work have been 
used as criteria when the functional regions have been created. Because of 
this, municipalities in the same functional region have to be close to each 
other, not necessarily adjacent but close enough that commuting would be 
possible. Hence, the functional regions are actually showing the geopolitical 
situation and cooperative patterns between the municipalities in the region.  
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Figure 5.1. Municipalities and functional regions in the region of Finland 

Proper 

The functional regions in the region of Finland Proper are: Loimaa (with 10 
municipalities), Salo (11 municipalities), Turunmaa (8 municipalities), Turku 
(18 municipalities) and Vakka-Suomi (7 municipalities). The functional region 
of Loimaa is known for its agricultural and provisions production. The 
functional region of Salo is a leader in higher technology industry and some of 
mobile phone manufacturer Nokia’s main plants are located in the city of Salo. 
The strength of the functional region of Turunmaa, or Åboland in Swedish, is 
the unique archipelago, which provides plenty of opportunities for tourism. 
The functional region of Vakka-Suomi is well known for the only car factory in 
Finland and for its metal industry. Turku, the “capital” of the region of Finland 
Proper, is known as an old university city with two universities conducting 
high quality research and manufacturing in e.g. biotechnology.  
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In Figure 5.1 above the functional region of Turku in the centre of the map is 
coloured in gray, the functional region of Turunmaa in orange, Salo in green, 
Loimaa in blue, and Vakka-Suomi in red. This colouring is used throughout the 
figures used in this text.  

5.3.1.1. Population  

Of the 54 researched municipalities and cities, Turku was clearly the largest. 
Turku had a population of about 175,000 people (which was about 37% of the 
total population in the area), whilst the second largest city, Salo, had a 
population of only about 25,000 people. Some of the municipalities in the 
region were very small: 45 municipalities had less than 10,000 residents and 
22 municipalities had less than 2,000 residents. The eight smallest 
municipalities had a population less than 1,000 people. These eight 
municipalities were all located in the archipelago and they consisted of several 
islands. The two smallest municipalities, Iniö and Velkua, both had a 
population of about 250 people. The population of the municipalities is in 
ranking order in Figure 5.2 below.  

 

Figure 5.2. Population of the municipalities in the region of Finland Proper 

As can be seen from the figure the graph has a very long tail, a feature 
characteristic for power law distributions (Newman, 2005a). To test whether 
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the distribution of population in the municipalities followed power laws, the 
population was plotted on a log-log scale (Figure 5.3) and it was discovered 
that parts of the distribution followed nearly a straight line, but that there 
were some values at both ends of the graph that were clearly outside the 
trendline. The trendline is a linear best-fit straight line that shows whether the 
data points follow a straight line or not. R squared shows how close the 
estimated values for the trendline correspond to the actual data. If R squared 
is equal to 1 it is a perfect match, and if R squared is equal to 0 there are no 
similarities. In this case R squared was 0.912 which is very high, showing that 
the trendline was good representation of the actual data. Only a few 
municipalities had a population outside the trendline. It has been discovered 
that only a few real world distributions follow a power law over their whole 
range (Newman, 2005a) and hence it was concluded that the distribution of 
population among the municipalities followed a power law distribution for the 
majority of the range. The population of cities has in fact been found to follow 
a power law distribution even in earlier studies (Newman, 2005a). The slope 
of the trendline for population was -1.297, which shows at what rate the line 
decreased.  

 

Figure 5.3. Population plotted on a log-log scale 

However, the knowledge that the distribution of population among the 
municipalities followed a power law is not very useful for a webometric 
research that is more interested in the reasons for the distributions. When 
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focusing on the power law distributions, the distributions of single cases or 
single municipalities in this case, will be overlooked.  

5.3.1.2. Average age of the population 

The average age among men in the municipalities was between 35.8 and 41.1 
years and for women between 37.4 and 51.8 years. The average age for the 
whole population in the municipalities was between 36.7 and 48.9 years. The 
average age of the population in the municipalities can be seen in Figure 5.4 
below. Eight of the ten municipalities with highest average age were 
municipalities in the archipelago. Five of these had a Swedish speaking 
majority. All of the municipalities with a Swedish speaking majority were 
among the 18 municipalities with the highest average age.  

 

Figure 5.4. Average age of the population in the municipalities 

The variance between average ages for the municipalities was about ten 
percent. The average age for the whole population of the region of Finland 
Proper was 42.5 years. 
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5.3.1.3. Bilingualism 

Finland is a bilingual country with two official languages: Finnish and Swedish. 
Finland was in fact part of Sweden until 1809 and this bond between the two 
countries is still visible through the minority languages in both countries16. 
About 6% of the population in Finland speaks Swedish as their first language 
and some municipalities, especially along the long coastline towards Sweden 
in the West, are almost 100% Swedish-speaking. Language has an important 
role even on the Web, as some municipalities, with strong Swedish-speaking 
population, have their Web sites or parts of the Web sites in both Finnish and 
Swedish. These municipalities also often have two domains, one in Finnish and 
one in Swedish, corresponding to the name of the municipality in these 
languages. Kimito for instance was the Swedish name for one of the 
municipalities in the region and Kemiö was the Finnish name for the same 
municipality. This municipality had two domains, kimito.fi, which lead to a 
Swedish version of the Web site, and kemio.fi, which lead to a Finnish version 
of the same site17. 

There were five municipalities in the region of Finland Proper that had 
Swedish as the majority language. These municipalities were Pargas (54% 
Swedish), Kimito (64.5% Swedish), Nagu (71.4% Swedish), Houtskär (87.5% 
Swedish) and Korpo (74.1% Swedish)18 (Local Finland, 2009b). These 
municipalities were the only ones in the region that had domains in both 
languages and that had at least parts of their Web sites in both Finnish and 
Swedish. The bilingual municipalities that had Finnish as the majority language 
were Särkisalo and Turku, with about 10% of the population speaking Swedish 
as their first language in Särkisalo and about 5% in Turku. The rest of the 
municipalities were considered to be Finnish-speaking. The proportion of the 
Swedish-speaking population in these municipalities was between 0.1% and 
4%. These two languages and their importance could also be seen on the 
Web.  

5.3.1.4. Municipal Web spaces 

A typical municipal Web site contains information about the local government 
authority and the services it provides to the residents. Usually residents can 
find information about the municipal administration with contact details, 
meeting protocols, information about schools and the library, social welfare, 

                                                           
16 About 5.5% of the population in Sweden speaks Finnish as their first language. 
17 The municipalities of Kimito, Dragsfjärd and Västanfjärd merged on Janury 1, 2009, 
into the new municipality of Kimitoön (in Swedish) or Kemiönsaari (in Finnish). 
18 The municipalities of Pargas, Nagu, Houtskär and Korpo merged on January 1, 2009, 
into the new municipality of Väståboland (in Swedish) or Länsi-Turunmaa (in Finnish).  
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health care, technical service, information about land for development that is 
for sale, events in the municipality (in some cases listed in a dynamic event 
calendar), a map of the area, etc.  

A typical municipal Web site at the time of data collection did not offer many 
opportunities for online interaction between the local government 
administration and the residents. The municipal Web site was a broadcasting 
channel and source of information, not a place for interaction. Although some 
municipalities had a feedback form, but neither the feedback or the questions, 
nor the replies were published on the Web site. Many municipalities used 
some kind of content management system, but static pages in HTML existed 
also.  

The Web site of Nousiainen (Figure 5.5) was a quite typical Web site of a 
municipality in Finland. The layout was clear with navigational links in a link 
list categorized according to the services and duties of the municipality and 
content in the wider area next to links. Most of the municipalities also had 
their shield displayed somewhere on the page.  

 

Figure 5.5. The homepage of Nousiainen municipality's Web site 

Some of the municipalities were bilingual and therefore they had some of the 
content or all of it in both Finnish and Swedish. A number of municipalities 
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had also some content in English, German, Estonian, French and Russian. 
Content in these languages was mainly general information about the 
municipality and perhaps its history, some contact details and information 
about sights and accommodation for tourists.  

5.4. Collect link data  

Many earlier studies have indicated that the amount of links collected for 
analysis is crucial (Li et al., 2005a; 2005b; Thelwall, 2004; Thelwall, Vaughan & 
Björneborn, 2005). There should be “enough” links to produce some 
meaningful and interesting results. “Enough” links would be an amount where 
some clear patterns would begin to emerge and the influence of single links 
would be minimized. It is important to evaluate whether the types of links 
collected are in fact consistent with the research goals and that they measure 
what they are meant to measure (Thelwall, 2004), hence the choice of link 
data collection methods is important.  

There are three possible methods for collecting link data; 1) manually visiting 
the sites and collecting the data, 2) using a Web crawler to automatically 
collect the data directly from the Web sites, or 3) using search engines and 
their advanced search features to collect the data. To visit every Web site and 
manually collect the information needed about the content and links can be 
very arduous and the method is only suitable to study a very small set of Web 
sites. To manually collect the link data from the 54 Web sites in this study 
would be too time consuming, especially when other methods can be used. 
The link data can also be collected with a Web crawler that will automatically 
and independently follow every link within a given Web site and collect 
information about the links and the content on the pages. A crawler also has 
its disadvantages, as it may not be able to index non-HTML pages and 
dynamically created pages that a commercial search engine might be able to, 
but still using a Web crawler gives the researcher greater control of the results 
than search engines do (Thelwall, Vaughan & Björneborn, 2005). Search 
engines can be used to count the occurrences of links and pages. It has been 
shown that no search engine covers the whole Web (e.g. Lawrence & Giles, 
1998; 1999b; Smith, 2003; Jacsó, 2005; Bar-Ilan, Levene & Mat-Hassan, 2006) 
and even if later studies have found much higher coverage rates (e.g. Gulli and 
Signorini, 2005; Vaughan, (2004a) it is still unclear exactly how well search 
engines cover the Web. The deficiencies with the search engines have to be 
taken into account when using them for link data collection. For certain tasks 
search engines are preferred while for others, Web crawlers give greater 
control. Web crawlers are suitable for small scale research projects with 
maybe less than 100 Web sites, but if large areas of the Web are included in 
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the project, search engines are the only possible way to collect the required 
link data because crawling thousands of sites would simply take too long.  

In this research both a Web crawler and a search engine were used to collect 
the link data from the publicly accessible part of the Web and in one case the 
links had to be collected manually (see section 5.4.1). A Web crawler was used 
to collect all the pages and all the links on the municipal Web sites. The link 
counts were measured and used to analyze the interlinking and the co-
outlinking patterns. The MSN/Live Search engine19 was used to measure the 
inlink counts and collect information about co-inlinking to the researched 
municipal Web sites.  

5.4.1. Data collection with the SocSciBot Web Crawler 

Thelwall (2001d) designed an academic link crawler for social sciences, called 
SocSciBot20. The crawler has been developed for accurate and complete crawl 
of specified large sites and it has been used in several other studies before 
(e.g. Thelwall, 2001e; 2002a; 2003c; Smith & Thelwall, 2002; Li et al., 2003; 
Tang & Thelwall, 2003; Thelwall & Tang, 2003; Rousseau & Thelwall, 2004; 
Björneborn, 2004; 2005; Thelwall & Wilkinson, 2004; Li et al., 2005a; 2005b; 
Stuart, Thelwall & Harries, 2007). The design and use of the SocSciBot Web 
crawler are also well documented (Thelwall, 2004) and hence it was chosen 
for this research.  

With a Web crawler like SocSciBot, a researcher has more control over the 
data collection, as the researcher can determine exactly what pages or 
directories should include in the crawl, with the exception of certain non-
HTML content (such as MS Word and PDF documents) and some embedded 
programs (such as JavaScript and Flash) that are ignored by the SocSciBot 
crawler. The crawler starts from a given Web page and moves through the 
links deeper into the Web sites recording all the content and all the links it 
comes across, in the same time avoiding mirror sites and removing duplicate 
content. SocSciBot Web crawler respects the robots.txt protocol (Koster, 
2009a; 2009b) some sites may have used to restrict the access of crawlers and 
because of that it only crawls the publicly accessible parts of the Web sites. 
Pages that do not receive inlinks from other pages included in the crawl 
cannot be accessed because the crawler uses links to move from a page to 

                                                           
19 Later in 2006 MSN search engine was relaunched and renamed to Live Search at 
http://www.live.com, which was discontinued and again reopened and rebranded as 
Bing on June 3, 2009, at http://www.bing.com. 
20 SocSciBot is free for academic use and it can be downloaded from 
http://socscibot.wlv.ac.uk/. 
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another. In some cases human intervention is required. When a Web crawler 
comes across some dynamically created content it may have to be stopped 
and instructed to exclude certain parts of the Web sites. In SocSciBot the 
researcher can add certain directories or pages to a banned list and with that 
prevent the crawler from accessing certain areas of certain Web sites. Any 
directory included in the banned list will also be excluded from the reports 
given by SocSciBot. When the crawls have been completed the SocSciBot 
crawler can give extensive reports about the links and pages it has collected. 

Figure 5.6 below is a screen capture of the crawl window of SocSciBot Web 
crawler. From the control window the depth and the speed of the crawl can 
be adjusted to meet with the ethical guidelines for crawling Web sites (see 
section 3.2.1.1.). A crawl can also be paused for some time. The researcher 
could do the crawls at night time and pause any crawl that had not finished 
before next morning and continue it the following evening. This way the 
burden on the Web servers would be during low traffic times and the risk for 
denial of service would be minimized.  

 

Figure 5.6. Screen capture of the crawling window of SocSciBot 3 software 

All municipal Web sites were crawled in July 2006 with the SocSciBot Web 
crawler which collected all the links and all the pages found on the municipal 
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Web sites21. In almost every case where a municipality had two domains, both 
of the domains were crawled and some special measures were required.  
Some of these cases are discussed below.  

All the Web sites were visited to determine exactly which URL the Web 
crawler should start from and whether the municipality had any other 
domains that also should be crawled. The techniques that were used on the 
Web sites were also studied to determine whether there would be any 
problems starting and completing the crawls, as the crawler had some 
restrictions. Several municipalities used some content management system 
(CMS) to maintain their Web sites. Only a few Web sites had static content 
created in just HTML. Some used PHP or JavaScript to create navigational 
links. In those cases where it was not clear whether the crawler could start 
and move on using the navigational links created in different techniques a 
short test crawl was done before the task to crawl all municipal Web sites in 
the region of Finland Proper was started. These tests showed that some Web 
sites would require some special measures. 

As mentioned above, Kimito municipality had two domains, one in Swedish 
and one in Finnish. These both lead to somewhat different content. Both 
domains were crawled before the project began. While there were 121 links 
from the Finnish content to the Swedish content and only 2 links in the 
opposite direction, it could be assumed that some of the content was 
published only in Swedish. Both the Finnish site and the Swedish site were 
visited and it was clear that some of the content could only be found in either 
of the languages. For the project both domains were crawled and the page 
and link counts were combined and the two sites in different languages were 
considered as one. This was the procedure in cases where it was clear that 
only a portion of the content was in one of the languages, while most of the 
content was in the first language.  

Some of the crawls could not be started from the homepages. One example of 
such was the municipality and city of Paimio. The domain paimio.fi lead to an 
“entry page” of three municipalities, Paimio, Piikkiö and Sauvo, while Paimio 
itself used another domain, 213.138.147.170/netcomm/. The two other 
municipalities that got an inlink from the entry page, Sauvo and Piikkiö, did 
not use the entry page. They had their own domains, sauvo.fi and piikkio.fi, to 
which the other municipalities linked directly to. The domain paimio.fi 
contained only one page and three outlinks to three municipalities mentioned 
above. Both paimio.fi and 213.138.147.170/netcomm/ received inlinks from 
Turku, Piikkiö and Sauvo. Domain 213.138.147.170/netcomm/ also received 

                                                           
21 All the programs that were used in this study are listed with short presentations in 
appendix B.  
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an inlink from Marttila, while paimio.fi received inlinks also from Pyhäranta, 
Halikko, Koski, Nousiainen, Lieto and Kimito. It was possible that combining 
these both domains and their inlinks could have given Paimio unfairly many 
inlinks. The pages with outlinks to paimio.fi were visited and it was clear that 
the intention of linking to paimio.fi was to link to the municipality of Paimio, 
not the entry page of three municipalities. Both paimio.fi and the IP-based 
URL were crawled and the results were therefore combined.  

Pyhäranta municipality’s Web site had the domain pyharanta.fi, but it used IP-
addresses as navigational links. Both pyharanta.fi and 213.141.119.17 were 
crawled. The results did not show any significant differences between the two 
crawls, from which it could be assumed that a crawl starting from either URL 
could reach the whole site. The first crawl starting from pyharanta.fi showed a 
page count of 542 pages while the second crawl starting from 213.141.119.17 
showed a page count of 543 pages. In the first crawl 5,013 outlinks were 
found and in the second crawl there were 4,959 outlinks found. The results 
were combined and average counts of pages and links were counted to make 
sure that the results would be as reliable as possible.  

Pargas also had two domains in two languages, pargas.fi and parainen.fi, and 
at least some content in these two languages. These were both crawled 
before the project started and it was clear that no matter from which domain 
the crawl was started, all of the content in both languages could be crawled in 
a single crawl starting from either domain. A crawl starting from the domain in 
the majority language, pargas.fi, was used and the domain parainen.fi was 
only used to see how the two different domains attracted inlinks from the 
other municipalities.  

Another example of a municipality that needed some special methods was 
Dragsfjärd. The domain dragsfjard.fi lead to an entry-page where visitors 
could choose in which language, Swedish or Finnish, the content was shown. If 
the crawl was started from this entry-page the crawler could not find any 
navigational links to continue the crawl. The crawls had to be started from the 
URLs of the first pages for both languages, 
dragsfjard.fi/document.asp?id=start-sv for Swedish content and 
dragsfjard.fi/document.asp?id=start-fi for Finnish content. Test crawls from 
both showed that the whole site was accessible to the crawler no matter from 
which URL the crawl started from. The site was crawled starting from the 
domain in the majority language.  

Only one municipal Web site, nagu.fi or nauvo.fi, could not be crawled due to 
use of PHP-built navigation that the crawler could not use to move deeper 
into the Web site. Nagu was one of the smallest municipalities in the region 
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and it had one of the smallest Web sites, so each page of the Web site was 
visited manually and all links were collected.  

Some pages or parts of the Web sites had to be banned from the crawls. As an 
example, the Web site of Turku, turku.fi, had a scripted event calendar that 
dynamically created links to monthly and daily views to all dates between 
January 1, 1970 and December 31 in year 9 9999 9999. The crawler was 
stopped and the dynamic event calendar was banned from the crawl. The 
crawls were started on July 3, 2006 and they were completed on July 7, 2006.  

5.4.2. Data collection with MSN/Live Search and LexiURL 

Searcher 

Major search engines like Google, Yahoo! and MSN/Live Search (or Bing), 
provide Application Programming Interfaces (API) that can be used to access 
their databases. Search engines usually restrict the number of queries that can 
be submitted through the APIs per day and there may also be some 
differences in the databases that the Web search engine use and that the API 
accesses. Only Microsoft Web Services and the Live Search engine gave access 
to the same database that the actual search engine uses. Both Google and 
Yahoo! gave access to a limited version of the online database. Also, the 
number of daily queries that could be submitted to MSN/Live Search was 
10,000 with 50 results per query, which was a lot more than Google’s SOAP 
API that allowed 1,000 daily queries (the SOAP API service was deprecated in 
2006, http://googleajaxsearchapi.blogspot.com/2009/03/google-code-labs-
and-soap-search-api.html, and replaced with an AJAX search API, 
http://code.google.com/apis/ajaxsearch/) and Yahoo!’s 5,000 daily queries 
(http://developer.yahoo.com/search/web/).  

LexiURL Searcher software (http://lexiurl.wlv.ac.uk/) was used to 
automatically submit the required queries to the search engine MSN/Live 
Search. LexiURL automatically checks and removes duplicates from the results. 
Although MSN/Live Search may provide the best possibilities to automatically 
retrieve a lot of queries, there still is no way to retrieve complete lists of 
results (Thelwall, 2008c). When using search engines for link data collection it 
is important to remember that the results do not necessarily represent the 
whole Web and that they are limited to capabilities of the search engine’s 
crawler and indexing.  

The number of inlinks to the municipalities from the Web was measured by 
submitting queries with LexiURL Searcher to the search engine MSN/Live 
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Search (http://search.msn.com/
22). All queries were submitted on 14 July, 

2006. The queries had the advanced form: linkdomain:domain1.fi -
site:domain1.fi. This search returned the number of pages as indexed by 
MSN/Live Search that had a link to domain1.fi but that were not located in 
domain1.fi. In other words, all internal navigational links were excluded from 
the queries.  

5.4.3. Collecting information about site ages 

Three different information sources were used to collect information about 
the ages of municipal Web sites. These information sources were 1) Finnish 
Communications Regulatory Authority (Ficora), 2) the Internet Archive 
(Internet Archive, 2009) and 3) a study from 2004 by the Association of 
municipalities in Finland (www.kunnat.net) (Raunio, S., personal 
communication, January 5, 2007). The Finnish Communications Regulatory 
Authority is the authority that grants the .fi country code top-level domains in 
Finland. The database of granted domains is freely accessible at: 
www.ficora.fi. This database was used to collect the exact dates when the 
domains had been granted to the municipalities. The Internet Archive is an on-
going project to build and maintain a chronological archive of Web sites. At 
writing time the Archive has over 55 billion Web pages stored. The Archive is 
used e.g. by researchers studying Internet archaeology and investigating how 
Web sites and online trends have developed over time. The Internet Archive is 
freely accessible at www.archive.org. The Archive was visited and the exact 
date of the first appearance of every municipal Web site in the Archive was 
collected.  

The Association of municipalities in Finland conducted a study in 2004 about 
how municipalities use the Web. In their survey to the municipalities they also 
asked when the municipalities’ Web sites were first opened. Of the 54 
municipalities in the region of Finland Proper, 40 answered this question and 
gave a year when the municipality’s Web site had been first published. The 
first two information sources gave exact dates, while the third source only 
gave the year of publishing. The ages obtained from the Association of 
municipalities in Finland had to be converted into exact ages. June 30th of 
each given year was used and the ages were converted into days and years 
until the date of the data collection. This gave an error margin of six months to 
either direction for the third information source.  

                                                           
22 MSN search engine was renamed to Live Search in 2006, which was rebranded as 
Bing on June 3, 2009, at http://www.bing.com.  
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5.4.4. Collecting information about bilingual linking 

There are five bilingual municipalities with a majority of resident with Swedish 
as their first language in the region of Finland Proper. Three different types of 
inlinks to the investigated bilingual Web sites were collected: 1) inlinks from 
other municipalities in the region were collected with the SocSciBot Web 
crawler and 2) pages with inlinks from the whole Web to the homepages and 
3) to any Web page in the municipal Web sites. The search engines used were 
Google, AltaVista and Yahoo!. Google may be the most popular search engine 
at the moment (Sullivan, 2005; Notess, 2005; Compete, 2009), but it does not 
have as extensive advanced search features as some of the other search 
engines. Therefore other search engines were also used for data collection. 
The link:URL command was used to retrieve all pages linking to the 
homepages of the researched Web sites and the linkdomain:URL command 
was used to retrieve all pages linking to any page in the researched Web sites. 
The linkdomain:URL command is not available in Google, so Google was used 
only to retrieve pages linking to the homepages. Google only returns a sample 
of the inlinks, not a complete list (Google, 2009b), and thus the results can be 
very unreliable. Results retrieved from Google should therefore be used 
cautiously. Internal links can be assumed to be navigational links and hence 
they were excluded from the queries (Smith, 1999b). AltaVista actually uses 
Yahoo!’s database (SearchEngineWatch, 2007) and it was included in the data 
collection mainly to compare the results against those from Yahoo! to test for 
any differences in the way different search engines rank and present the 
results.  

5.5. Apply data cleansing techniques and select 

appropriate counting methods 

A challenge with using link data is that Web design decisions of a single person 
can have a great impact on the collected data. Content may be duplicated and 
mirror sites may be created. A single person can create several links in a 
directory or even on a single Web page, which would skew the data collected 
about the links and not necessarily indicate a stronger connection (Thelwall, 
2002e). Removing duplicate links at different hierarchical levels of the Web 
sites structure and counting unique links may give more accurate numbers, 
minimizing the influence of some Web design decisions (Petricek, Escher, Cox 
& Margetts, 2006).  

For the link data collected with the search engine efforts were taken already 
at the data collection stage (e.g. excluding internal links) to collect the best 
possible data. Later data cleansing would have required a manual removal of 
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links because there are no efficient programs that could do this and even if 
there were the data cleaning would still require human judgement of whether 
a source page and a link were relevant for the research or not. This was 
judged as too time-consuming in relation to the benefits gained from the 
possibly somewhat cleaner data. For the data collected with the Web crawler 
data cleansing was partly done already at the data collection stage by 
excluding possible dynamic content from the data collection and removing 
duplicate content. To improve the quality of the collected link data even 
further the Alternative Document Model (ADM) concept was used. Different 
levels of ADMs combine duplicate links at different hierarchical levels of a 
Web site’s file structure. This minimizes the impact of links that are created 
repeatedly on the same page or in the same directory because of some Web 
design decision. For instance, in this study the municipality of Lieto had a link 
to Turku in the same link list on almost every page of the site.  All of these 
links were to the Web-based map service hosted on the Web site of Turku. 
Using the site level of ADM removes such duplicate occurrences of links, 
leaving only one link for the whole site. Using the site ADM level to aggregate 
links in the example above would leave only one outlink from Lieto to Turku.  

Also a single page from Pyhäranta library’s site was removed from the analysis 
because it contained a link list to all other libraries in the municipalities in the 
region. Such a link list could have skewed the data and given this municipality 
an unfairly central role. After visiting this page it was apparent that the link list 
was made because of a Web design decision rather than as an indication of 
cooperation or other relationships with the other municipalities and their 
libraries.  

In this research both dichotomous relationships and the proximities were used 
for analysis. The dichotomous link connections were obtained by choosing the 
site level ADM. This removed all duplicate links at the site level, leaving only a 
single unique link per each site. For the proximities the page level ADM was 
used, as it removes all duplicate links at the page level leaving a single unique 
link per each page. Using the dichotomous connections provided a simple way 
to study the linking patterns between municipalities, while the proximities 
could have revealed something about the degree of interest or strength of the 
connections between the municipalities (García-Santiago & de Moya-Anegón, 
2009, to appear), although in that case normalizing link data against Web site 
size or population may be important (Petricek, Escher, Cox & Margetts, 2006). 
Both normalizing to Web site size and population in the municipalities were 
tested when the linking was compared with distances (see section 6.2.6.1.).  
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5.6. Partially validate the link count results 

through correlation tests 

Data about several different aspects of the municipal Web space was collected 
and analyzed and both qualitative and quantitative methods were used to 
analyze the links and linking structures. Analyzing the link data included 
testing for correlations with existing measures, classifying link creation 
motivations from random samples, and using network diagrams to visualize 
the linking structures to help with the interpretation of the results (Wilkinson, 
Thelwall & Li, 2003). The results were partially validated through correlation 
tests against offline descriptive measures of the municipalities and their 
connections between each other.  

5.6.1. Analyzing descriptive data about the municipal 

Web space 

To answer the first research question data was collected about the size of the 
Web sites, number of outlinks, number of inlinks, and number of region 
outlinks and region inlinks. The size of the Web sites tells something about 
how the municipalities are using the Web and what kind of investments they 
have placed in their Web presence and Web use. Outlinks are assumed to tell 
something about the luminosity of the Web sites and the regional outlinks are 
assumed to tell something about the local luminosity in the studied region 
(e.g. Chu, He & Thelwall, 2002). Inlinks are assumed to tell something about 
the popularity or perceived value of the Web sites and the regional inlinks are 
assumed to tell something about the regional popularity or impact (e.g. 
Ingwersen, 1998). Region inlinks and outlinks are actually equal to degree 
centrality, which gives the number of connections a node have in the network. 
For the municipalities where Swedish was the majority language the 
proportion of the inlinks to the Swedish domain was compared with the 
proportion of population that spoke Swedish as their first language. This was 
done to study whether language had an impact on linking or not.  

Link data was tested for correlation against population in the municipalities, 
average age of the population, and the linking structures were tested against 
geographic adjacency and cooperation in the form of functional regions. In 
testing for statistical correlations between online and offline phenomena 
Spearman rank correlation has been found more appropriate than Pearson 
correlation because of the highly skewed link data (Thelwall, 2004; Vaughan, 
2004), therefore Spearman rank correlation was used to test for correlations 
between the descriptive online and offline data. Spearman correlation was 
also used to investigate if there was a significant correlation between the size 
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of the sites and the total amount of inlinks the municipalities receive. Earlier 
studies have shown that older and larger sites tend to attract more links (e.g. 
Vaughan & Thelwall, 2003); hence it was examined whether the same trend 
exists on the municipal Web space as well or not. The descriptive data was 
also plotted on a log-log scale to test whether the distribution of links, pages 
or population follow power laws, which has been the case in several earlier 
studies (e.g. Barabási, Albert & Jeong, 2000; Broder et al., 2000). The existence 
of power law like distributions could be an indication of the fractal nature of 
the municipal Web space (Dil et al., 2001; Kumar et al., 2002), which could 
mean that findings on a municipal level could possibly also apply on a higher 
level or larger scale of local government administration, such as networks of 
regions in Finland or networks of countries even. Any discovered anomalies or 
outliers were studied more closely because these could tell something about 
how certain municipalities for some reason are doing in particularly well or 
badly on the Web. The results from these analyses are presented in section 
6.1 and discussed in section 7.2.  

The Web Impact Factors were calculated both the traditional way, which was 
to calculate the proportion of inlinks per Web page, and by using the 
population of the municipalities as the denominator. Population was used as it 
was thought to give a better indicator of size of the municipalities than the 
number of Web pages. These Web Impact Factors gave a visibility per page 
and a visibility per population ratios which could presumably show which 
municipalities are gaining maximal visibility for least effort. The results of the 
WIFs are presented in section 6.1.8 and the usefulness of these WIFs is 
discussed in section 7.2.5.  

5.6.2. Statistical analysis of the linking networks 

To statistically analyze network properties and structures of the linking 
networks the data was first converted into site-by-site matrices. Different 
conversion methods had to be used for the three different types of linking: 
interlinking, co-inlinking and co-outlinking.  

5.6.2.1. Interlinking 

The interlinking data were collected during the crawls. The Site ADM level was 
chosen because the main interest was to find existing connections or links 
between the investigated municipalities or to find a lack of them. This gave 
the dichotomous information about the interlinking connections between the 
municipalities; “Yes”, there is a connection or “No”, there is no connection. 
Dichotomous data can be denoted with 1s and 0s; a 1 indicates a connection 
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and a 0 indicates that there is no connection between the municipalities. The 
binary link data was converted to a binary site-by-site matrix in BibExcel23 
(Persson, 2006). The interlinking data from duplicate domains, i.e. Swedish 
and Finnish domains of the same municipality, were combined in the matrix. 
After this the matrix had 54 rows and 54 columns, one for each municipality in 
the region. In the interlinking matrix inlinks can be read vertically from 
columns and outlinks horizontally from rows. From Table 5.1 below, which 
shows the upper left corner of the interlinking matrix, it can be read that Aura 
has an outlink to Alastaro or in other words Alastaro has an inlink from Aura, 
but Alastaro do not have an outlink to Aura. The interlinking between Alastaro 
and Aura is therefore not reciprocal, while the interlinking between Iniö and 
Houtskär is reciprocal.  

Table 5.1. Interlinking matrix of the municipalities in the region of Varsinais-

Suomi 

alastaro.fi askainen.fi aura.fi dragsfjard.fi halikko.fi houtskar.fi inio.fi

alastaro.fi 0 0 0 0 0 0 0

askainen.fi 0 0 0 0 0 0 0

aura.fi 1 0 0 0 0 0 0

dragsfjard.fi 0 0 0 0 0 0 0

halikko.fi 0 0 0 0 0 0 0

houtskar.fi 0 0 0 1 0 0 1

inio.fi 0 0 0 0 0 1 0

TO

F
R

O
M

 

The total link counts were also used. A network map based on the actual link 
counts was drawn and analyzed qualitatively. Some of the statistical methods 
that were used to study the linking networks can only be used on binary 
matrices. Hence to be able to study network properties of the networks with 
the actual link counts the link data had to be converted into binary data which 
was then used to create the binary matrices. The average number of links was 
used as the cut-off value for the conversion; links between municipalities in 
one direction that were equal to or over the average amount of links were 
indicated as a 1 in a new matrix of the same size and all pairs of municipalities 
that had less than average number of links between them were indicated with 
a 0 (Wasserman & Faust, 1994).  

                                                           
23 BibExcel is a bibliometric ”toolbox” designed for bibliographic analysis. It is free for 
academic use and available at: http://www8.umu.se/inforsk/Bibexcel/.  
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5.6.2.2. Co-inlinking 

The co-inlinking data was collected on August 2, 2006, with LexiURL Searcher, 
which automatically submitted the designed queries to the search engine 
MSN/Live Search and recorded the results. Advanced features, which were 
still available at that time, made it possible to retrieve all pages that had links 
to pairs of Web sites and that were not in the researched Web sites. All the 
queries submitted had the same advanced form; linkdomain:domain1.fi -
site:domain1.fi linkdomain:domain2.fi -site:domain2.fi. This query would 
have found all pages that had outlinks to any pages in both domain1.fi and 
domain2.fi, but that were not located in either domain1.fi or domain2.fi. This 
excluded all navigational links inside the municipal Web sites.  

A total of 1,431 queries (1,431 equals ((54 municipalities * 54 municipalities)-
54 municipalities)/2) were submitted to MSN/Live Search with LexiURL 
Searcher. These 1,431 queries retrieved a total of almost 78,000 pages as 
indexed by MSN/Live Search that had outlinks to the Web sites of at least two 
of the municipalities in the region of Finland Proper. The average number of 
co-inlinks that a pair of municipalities received was 54, the maximum number 
of co-inlinks was 1,005 and the minimum was 7 co-inlinks. With that all 
possible pairs of municipalities received some co-inlinks. The actual link counts 
were visualized in a network map, but for statistical network analysis the 
linking network had to be converted into binary form. Converting actual link 
counts into binary form means that some data will be lost. Other approaches 
which would not have required conversion to binary form, like Multi-
Dimensional Scaling, could also have been taken, but many of the methods 
from Social Network Analysis can only be used on binary data and hence the 
conversion was necessary.  

To convert the co-inlinking data into a binary matrix a suitable cut-off level 
was chosen. This cut-off level of co-inlinks should be considered as significant 
enough to indicate the strongest connections between the co-inlinked 
municipalities and it should at the same time exclude a certain amount of 
noise or unwanted pages from the analysis (such as extensive link lists to all 
municipalities in Finland that were found in the data). The binary matrix and 
the graph drawn from the matrix would then only show the strongest co-
inlinking to the municipalities, while the municipalities with the weakest 
connections would be disconnected nodes in the graph. The average number 
of co-inlinks was chosen as a cut-off level or a level of significance and used in 
the conversion. The connections of all pairs of municipalities that had 54 co-
inlinks or more were marked with a 1 in the matrix and pairs of municipalities 
that had less than 54 co-inlinks were marked with a 0. Because co-inlinking 
relationships do not have a direction all the connections were reciprocal.  
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5.6.2.3. Co-outlinking 

The co-outlinking links were also collected when the sites were crawled. All 
the co-outlinks were also outlinks on the municipal Web sites, but not all 
outlinks were co-outlinks. All links that targeted some page outside the 
municipal Web space were chosen for closer analysis. All links that appeared 
only on a single municipality’s Web site were removed and the co-outlinks 
were manually extracted from the data. This meant manually searching for 
links that two municipalities had created to target the same Web site or Web 
page outside the municipal Web space. The site ADM level was used to 
aggregate all duplicate links at the site level. There were a total of 7535 co-
outlinks that targeted 1950 Web sites. These were used to create a binary 
matrix for statistical network analysis.  

5.6.2.4. Analyzing network structures 

All three matrices were imported to Ucinet (Borgatti, Everett & Freeman, 
2002) for statistical analysis. Ucinet is a computer program for statistical 
analysis of network data. It produces extensive reports of various properties 
of the networks and nodes in a network and the software and the use of it are 
well documented. There are some other programs also that can produce 
similar reports (e.g. Pajek), but these were not considered to be as user-
friendly as Ucinet is, and hence Ucinet was chosen for this research.  

Several methods from social network analysis were presented in section 2.3. 
These were used to study the linking networks to test and evaluate how these 
methods could be used in webometric research and what kind of additional 
information about the linking networks they would give. Average distance and 
density of the networks were calculated. For basic network properties degree 
centrality, closeness centrality and betweenness centrality measures were 
calculated. Degree centrality gives the number of connections a node has in 
the network while closeness centrality gives the distance to each other node 
in the network. For directed networks the closeness centrality is divided into 
infarness (for the amount of inlinks it would take the other nodes in a network 
to reach a certain node) and outcloseness (for the amount of links it for a 
certain node would take to reach every node in the network). The 
betweenness centrality is a measure of how many times a node is on geodesic 
paths between other nodes. Reciprocity is often assumed to indicate strongest 
relationships and in this study it may indicate cooperation and closest 
relationships between the municipalities; hence examining reciprocal 
connections was of special interest in this research.  
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The graphs were studied for any subgroups. For this clustering coefficients for 
the whole networks were calculated. A high clustering together with short 
average distances could indicate the presence of small world phenomena in 
the linking networks. Cliques and k-plexes are two different methods to 
discover subgroups in networks. While cliques are very strict and require all 
the nodes to be adjacent, k-plexes allow more freedom among the members 
of the subgroups. Both cliques and k-plexes were chosen for this research 
because they are so different. Both methods were used to study whether 
there were any subgroups in the linking networks and whether these 
subgroups could reflect cooperation and existing functional regions. 
Blockmodelling was used to study the linking of nodes in similar positions, and 
in this case the similar position was belonging to the same functional region. 
In other words, linking within each functional region and between different 
functional regions was analyzed.  

5.6.2.5. Visualizing linking networks 

The network data for all three linking types were imported to Pajek (Batagelj 
& Mrvar, 1998) for visualization purposes and qualitative analyses of the 
connections created by the linking. Pajek was chosen for visualization 
purposes because it works well together with Ucinet and because it has the 
Kamada-Kawai algorithm (1989) embedded in it. In the visualized network 
maps the nodes represent municipal Web sites and the lines represent 
hyperlinks between them. In directional networks, such as the interlinking 
network, arrows indicate the direction of the hyperlinks. The locations of the 
nodes and the distances between the nodes were calculated with the popular 
Kamada-Kawai (1989) spring-based algorithm. Kamada-Kawai (1989) has been 
often used to visualize network data (e.g. Chen, 1998; Rousseau & Thelwall, 
2004; Leydesdorff & Vaughan, 2006; Leydesdorff, 2004; 2007). Kamada-Kawai 
algorithm positions the nodes close to other nodes that they are linked to by 
pulling them closer to each other as if the links were springs contracting. 
Kamada-Kawai pulls the nodes closer to each other until it finds a balance 
between all the springs (links) in the network. A network map using the 
Kamada-Kawai algorithm was chosen to visualize the different linking 
networks rather than a proximity-based mapping technique, such as Multi-
Dimensional Scaling, because there are few enough links for the network 
diagram to be clear but enough links for possible patterns to emerge and 
hence the network diagram is easier to interpret because it directly reflects 
the raw binary data (i.e. 1s and 0s of the binary matrices). 
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5.6.3. Testing for similarities between linking networks 

and geography 

To answer the second research question and to confirm possible geographic 
trends in the linking structures between municipalities a simple binary matrix 
based on the shared borders of the municipalities was created. Because of the 
assumed cooperation between neighboring municipalities, the matrix could 
strictly speaking have been geopolitical rather than geographic. In the matrix a 
neighbour or a shared border is indicated with a 1 and the lack of a shared 
border is indicated with a 0, following the method used to create the other 
dichotomous linking matrices. In a geographic matrix based on neighbours, 
the relationship, or the neighbourhood, is always reciprocal; if municipality of 
Nagu is a neighbour of municipality of Pargas, then Pargas has to be a 
neighbour of Nagu. The neighbourhood matrix is therefore symmetrical, in 
contrast to the interlinking matrix, which does not have to be symmetrical. 
This matrix is a binary representation of the full geographic map and hence a 
two-dimensional map based on the neighbourhood matrix would broadly 
follow the layout of a full geographic map (Figure 5.7). There were 316 links 
present in the geographic matrix, which meant that the density of the matrix 
was 11%. 

 

Figure 5.7. Geographically drawn network map of neighbouring municipalities 

The two-dimensional map in Figure 5.7 above drawn with Pajek gets a bit 
distorted because of a place called Kuhankuono, or Pikeperch’s Snout in 
English. Kuhankuono is an old boundary stone that dates back more than 600 
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years. At the time of data collection Kuhankuono was the boundary mark for 
eight municipalities, Aura, Masku, Mynämäki, Nousiainen, Pöytyä, Turku, 
Vahto and Yläne. Because all of these eight municipalities share a border line, 
or more correctly, a boundary stone, they form a quite strongly connected 
cluster in the network map drawn according to shared borders. For 
visualization purposes the nodes in this cluster have been slightly pulled apart 
from each other so that the visualization would better match a full geographic 
map. This will only have influence on the look of this network map, not on 
matrix comparisons or interpretation of the data.  

This gave altogether four binary site-by-site matrices of the same size, one for 
interlinking, one for co-inlinking, one for co-outlinking, and one for 
neighbouring relationships between the municipalities. In the matrices a 
connection between the municipalities, whether it is a link or a shared border 
line is indicated with a 1 and the lack of such a connection is indicated with a 
0. 

5.6.3.1. Matrix similarity measures 

Because the links can be created for many different motivations and the link 
data may contain a lot of noise, a triangulation of different methods was used 
to answer the second research question and with that, to confirm the results. 
The results that provide the answers to the second research question are 
presented in sections 6.2 (interlinking), 6.3 (co-inlinking), and 6.4 (co-
outlinking) and discussed in the same order in sections 7.3, 7.4, and 7.5.  

Choosing an appropriate matrix similarity measure always depends on the 
data at hand and there may not even be a single measure that would be 
“best” in every case (Schneider & Borlund, 2007b). Hence different matrix 
similarity measures were tested and used to find similarities between linking 
networks and geography. Another motivation to use different similarity 
measures was to evaluate different measures and find a measure suitable for 
webometric research. This part of this research is heavily involved with 
methods development as well as studying and mapping patterns in the 
municipal Web space.  

Simple match is a method where the content in each cell of the first matrix is 
compared to the content of the corresponding cell in the second matrix. 
Matching the occurrences of 1s and 0s in the matrices is a rather 
straightforward method to study how two binary matrices match each other, 
but the simple match also matches the 0s, hence low densities may give a 
false high match. The Jaccard coefficient is a statistical similarity measure that 
ignores the 0s and hence it could be a suitable measure, as the densities in the 
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matrices are quite low. Another way to ignore the impact the zeros may have 
is to study how well the existing links match and completely ignoring the 0s in 
the comparison. For this the linking matrices and the neighbourhood matrix 
were combined so that only the overlapping 1s were included in the new 
matrix. All other combinations were indicated with a 0 in the new matrix. This 
gave a new matrix for each linking type that clearly showed the linking that 
matches with the shared borders of the municipalities. Quadratic Assignment 
Procedure (Krackhardt, 1992) is a statistical test of the reliability of the match 
and it has been used in several webometric studies and hyperlink network 
analyses (e.g. Park, Barnett & Nam, 2002; Kim, Park & Thelwall, 2006). QAP 
was used to test the similarity between the matrices and to calculate the 
reliability of the match. This was done by calculating the probability of getting 
as good a match by accident as the actual match between the matrices was.  

The precision/recall approach to test similarities between two dichotomous 
site-by-site matrices of the same size is a novel approach which could reveal 
more information about the match than the single figure obtained from the 
simple match or the Jaccard coefficient could give. Precision/Recall gives two 
measures for the similarity between the studied matrices; precision is a 
measure of the match between existing links, and recall is a measure for the 
comprehensiveness of the match. From these a precision/recall ratio can be 
calculated, but because a high precision and low recall would give the same 
ratio as medium precision and medium recall, the difference between 
precision and recall also has to be taken into consideration.  

Wasserman and Faust (1994) listed four properties that characterize cohesive 
subgroups in networks: 1) the mutuality of links, 2) the closeness or 
reachability of subgroups’ members, 3) the frequency of links among 
members, and 4) the relative frequency of links among subgroup members 
compared to non-members. The first property can be researched by studying 
reciprocal linking in the networks, while the third and fourth properties can be 
tested by blockmodelling. To study the linking inside the functional regions 
and between the functional regions the linking matrices were permuted so 
that the municipalities were grouped to blocks according to the functional 
regions. This blockmodelling approach gave the possibility to study linking 
between municipalities inside the functional regions separately from linking 
between municipalities in different functional regions. The proportion of all 
possible links that were present in the functional regions was used to create a 
block density matrix which showed how the municipalities are linking to each 
other within the functional regions and between the functional regions. 
Diagonal values representing self-links were ignored in the calculations.  

The exact distances between cities and municipalities were also used and 
compared with the actual link counts. This approach was somewhat 
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challenging because cities seldom lie in the geographic centre of the 
municipality and the very large archipelago has definitively a big influence on 
the geographic distances between municipalities. The exact distances were 
measured as road distances and Google Maps service 
(http://maps.google.com/maps?hl=en&tab=wl) was used to measure the 
distances between the municipalities.  

5.7. Partially validate the interpretation of the 

results through a link classification exercise 

The motivations to create the links were of a particular interest for this 
research. What motivates the creation of links to, between and from local 
government Web sites? Linking motivations were studied by classifying the 
different linking types (interlinking, co-inlinking and co-outlinking) separately. 
This directly answered the third research question: What are the most 

important motivations for interlinking between, co-inlinking to, and co-

outlinking from municipal Web sites in the researched region? The results are 
presented together with the answers to the second research question in 
sections 6.2, 6.3, and 6.4, and the results are discussed in the same order in 
sections 7.3, 7.4, and 7.5.  

Although it is recommended to use more than one classifier (e.g. Thelwall, 
Harries & Wilkinson, 2003), only a single classifier classified all the links in this 
research. In some of the earlier studies there have been a very high inter-
classifier agreement (e.g. Haas & Gram, 1998; Wilkinson et al., 2003; Harries 
et al., 2004; Vaughan, Gao & Kipp, 2006; Vaughan, Kipp & Gao, 2007a; Stuart, 
Thelwall & Harries, 2007), although these high numbers have often been the 
results of extensive discussions and iterative building of a classification that 
everybody could agree upon. In some cases the motivations to create the links 
or certain characteristics of the classifications may be quite apparent and not 
even leave much room for discussion (e.g. Bar-Ilan, 2005c; Vaughan, Kipp & 
Gao, 2006), and in such cases the use of a single classifier may be sufficient.  

The municipal Web sites are official representations of the municipalities and 
the content on the Web sites represent the services provided by the 
municipalities and the duties and responsibilities they have. The links 
published on the municipal Web sites also indicated the official nature of the 
municipal Web sites and reflected different aspects of the local government 
authorities. Especially the links created on the municipal Web sites 
(interlinking and co-outlinking links) reflected official functions of the 
municipalities and hence classification of the links did not leave much room 
for interpretations. Co-inlinking links were created outside the municipal Web 
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sites and hence they were not created for the same official reasons and a 
different approach to classify them was required.  

Due to the official nature of linking to and from municipal Web sites simple 
classification schemes of the different linking types were considered as 
appropriate. Earlier studies have basically concentrated on two aspects of 
linking: 1) content and context of the source and the target pages (e.g. Haas & 
Grams, 1998a; Thelwall, 2001b; Thelwall & Harries, 2003b; Thelwall, Harries & 
Wilkinson, 2003; Bar-Ilan, 2004a; 2004c; Smith, 2004; Bar-Ilan, 2005c; Stuart, 
Thelwall & Harries, 2005; Vaughan, Kipp & Gao, 2007a), and 2) the reasons for 
creating the link (e.g. Haas & Grams, 1998a; Bar-Ilan, 2004a; 2004c; Smith, 
2004; Bar-Ilan, 2005c; Stuart, Thelwall & Harries, 2005; Vaughan, Kipp & Gao, 
2007a). 

Random samples of each link type were extracted and the motivations to 
create links were classified based on 1) the type of link (i.e. in what context 
the link had been created in) and 2) the purpose of the link (what purpose the 
link fulfilled). The link types reflected the services provided by the 
municipalities and the categories included e.g. health care, education, 
technical service, tourism, etc. For each linking type the classification was built 
inductively during the classification and new categories were created as new 
links that did not fit in any existing categories appeared in the classification 
process. The purpose of the link was classified by visiting the source and 
target pages and by judging what purpose the link fulfilled by combining the 
two Web pages and by directing traffic from the source page to the target 
page or by showing a connection between the two Web sites or pages.  

5.7.1. Classifying interlinking links 

To determine the underlying motivations to create the interlinking links a 
random sample of the links between the municipalities was taken and both 
the source pages and the target pages were visited. From each of the 54 
municipalities a random sample of up to 20 interlinking links was chosen. This 
would have given a total of 1080 links, but only 496 links were found because 
most of the municipalities did not have 20 outlinks to other municipalities. 
Some of the links were located on a single source page, giving 378 source 
pages to start from.  

5.7.2. Classifying co-inlinking links 

From the about 78,000 pages co-inlinking to the municipal Web sites a 
random sample of 184 source pages was used in the classification of the co-
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inlinking motivations. The motivations to create the co-inlinking links were 
classified according to the 1) the type of link (i.e. in what context the link had 
been created in and where it had been created) and 2) the purpose of the link 
(what purpose the link fulfilled and was there a relationships between the co-
inlinked Web sites on the source page). The link type could be a link list of 
some sort or the link could be in the text. The relationship between the two 
co-inlinked municipalities was also studied from the source pages. This last 
criterion is important when studying co-inlinking, because it is from this 
relationship on the source page that the two links create a relationship 
between the two target Web sites or Web pages and between the 
municipalities they belong to.  

5.7.3. Classifying co-outlinking links 

The co-outlinks were outlinks on the municipal Web sites targeting some 
other sites or pages outside the municipal Web space of the region of Finland 
Proper. The connection between the municipalities formed by co-outlinks was 
created when two municipalities had outlinks to the same page or the same 
site outside the municipalities. There were a total of 7535 co-outlinks that 
targeted 1950 Web sites. These were classified according to type of 
information related to the link and the source and target pages. This resulted 
in 21 different categories. One of these categories was chosen for closer 
investigations.   

5.8. Report the results with an interpretation 

consistent with the link classification exercise 

Park and Thelwall (2003) emphasize that “great care must be taken to validate 

data when conducting hyperlink analyses to avoid drawing false conclusions 

because of data unreliability”. Ideally interpreting results from link analysis 
would include a method triangulation of classifying linking motivations and 
testing for correlations with measures of known value (Thelwall, 2006). Only 
when the motivations to create the links are known can any interpretations 
from the link counts and linking networks be made, but even with method 
triangulation any research conclusions should be expressed with caution and 
the possible limitations of the research should be considered.  

In this research the answers to each research question support and confirm 
the results to the other research questions. The classified motivations to 
create the researched links answers the third research question and confirm 
the results to the second research question, and the answers to the second 
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research question provide some additional information to the first research 
question. A triangulation of different methods and results increases the 
reliability and the validity of this research.  

5.9. Report limitations of the study and 

parameters used in data collection and 

processing 

It is always important to recognize any potential limitations in a research and 
to discuss their possible impact on the results. The main limitations of this 
research arise from the dynamic nature of the Web. The dynamic nature of 
the Web makes any study of the Web a snapshot of that particular time and 
situation. Although some topics on the Web have been found to be more 
stable (e.g. Bar-Ilan & Peritz, 1999) and it can be assumed that official Web 
sites and content such as that on the municipal Web sites may be more stable 
than an average Web site, chances are that the situation will change at some 
point.  

Another limitation that has to be taken into account is that the data collection 
may not have been exhaustive. Although measures were taken to ensure that 
the best possible link data was collected, some Web pages or parts of the Web 
sites may not have been collected during the data collection for this research. 
Missing links from the data may be for instance due to pages not being 
indexed by search engines or that the Web crawler was not able to access 
them. This naturally has an impact on the reliability of any Web research.  

Classifying linking motivations is important for the validity of any webometric 
research. Using a single classifier to classify the link creation motivations is 
also a potential limitation. However, because of the official nature of the 
researched Web sites, and with that, the links, it is possible that classifying the 
linking motivations may not leave too much room for interpretations. Possible 
limitations and their impact on the results will be further reported and 
discussed in section 7.8. 

5.10. Conclusions 

This research used the information science approach to link analysis (Thelwall, 
2004) as a starting point and extended it by including methods from social 
network analysis. The link data was collected with both a Web crawler and a 
search engine and some measures to ensure that the best possible data was in 
fact collected were taken in the data collection process. Different data 
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cleansing approaches were used for the different linking types because one of 
the goals of this research was to develop and test methods to find the best 
possible link data rather than use raw link data and show the existing situation 
on the Web. A suitable level of counting links was chosen and the concept of 
ADMs was used to aggregate links at different hierarchical levels of the Web 
sites’ structure.  

The collected data was analyzed with various methods and some new 
methods were developed. This research tested an extensive set of different 
methods for network analysis to investigate their usefulness for webometric 
research. The interpretations were validated through a triangulation of 
correlation tests and linking classifications to find the underlying motivations 
for link creation.  
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“When you can measure what you are talking about  
and express it in numbers, you know something about it”. 

Lord Kelvin, 1824-1907 

 

 

6. Results 

 

This research have used webometric methods and methods from social 
network analysis to study the municipal Web sites and linking in the region of 
Finland Proper. The aim of this research was to increase knowledge about 
governmental linking and use of Web links and to develop methods for 
webometric research. This was done by investigating properties of the 
municipal Web sites, mapping different linking patterns (interlinking, co-
inlinking and co-outlinking) and by classifying motivations to create links.  

The results chapter is divided into four parts. In the first part descriptive data 
about the Web sites and link counts are presented. In the second part the 
results from the analyses on the interlinking network between the 
municipalities is presented. The third part presents the results from the 
analyses on the co-inlinking network and in the fourth part the results from 
the analyses on the co-outlinking network are presented.  

6.1. Descriptive data about the municipal Web 

space 

A total of over 400,000 pages were crawled and over 8,600,000 links were 
collected from the 54 municipal Web sites in the region of Finland Proper. All 
the descriptive data, of which some are presented below, can be found in 
appendix C.  

6.1.1. Pages 

Turku had the largest Web site with over 150,000 pages (Figure 6.1), which 
was about 37.5% of the total number of pages in the municipal Web space of 
the region of Finland Proper. This was almost equal to the 37% which was 
Turku’s proportion of the total population in the region. The second largest 
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site was Uusikaupunki’s Web site, with about 31,000 pages. Only three other 
municipalities had sites with over 10,000 pages and only three municipalities 
had sites with between 5,000 and 10,000 pages. All the other municipalities 
had Web sites with less than 4,000 pages and 31 municipalities had sites with 
less than 1,000 pages. The smallest Web site was Iniö’s, with only 46 pages. It 
could be concluded that only Turku and maybe Uusikaupunki to some extent, 
stand out from the data because of their Web site sizes. The average number 
of pages per municipal Web site was 5,130 and the median number of Web 
pages was 537, which also showed the skewed distribution of the pages 
among the municipal Web sites. The graph of the Web site sizes in Figure 6.1 
is in ranking order and it shows that the distribution of pages has a very long 
tail, which is characteristic for a power law distribution.  

 

Figure 6.1. The number of pages on the municipal Web sites 

The number of pages on the municipal Web sites were also plotted on a log-
log scale to test whether the distribution of pages followed a power law 
(Figure 6.2).  
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Figure 6.2. The number of pages on a log-log scale 

The equation showed that the slope of the trendline was -1.798 and that R 
squared was 0.96, indicating a high reliability for the linear relationship 
between the x and y values in the graph. R squared showed a minimal 
deviation of the actual data from the trendline, which means that the actual 
data fits very well the trendline and with that, they follow a straight line. 
Power law distributions follow a straight line when plotted on a log-log scale, 
but not necessarily through the entire range (Newman, 2005a), and hence it 
can be concluded that the distribution of pages on the municipal Web sites do 
follow a power law distribution in the majority of the cases. This also 
corresponds to the situation for region populations, as discussed earlier. 

6.1.2. Outlinks 

The total number of outlinks includes navigational links inside the municipal 
Web sites, links to other municipalities and outlinks to pages outside the 
municipal Web space. Turku had the most outlinks. The total number of 
outlinks from and within the Web site of Turku was about 1,100,000. The 
number of outlinks from all the municipalities are in ranking order in Figure 
6.3. With about 840,000 outlinks Pargas had the second most outlinks. A total 
of 25 municipalities had over 10,000 outlinks and a total of 31 municipalities 
had over 5,000 outlinks. Only 8 municipalities had less than 1,000 outlinks. 
Nagu had the least outlinks, a total of 82. The average number of outlinks per 
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municipality was about 77,000 and the median was 7,217, which clearly 
showed the skewed nature of the outlink data.  

 

Figure 6.3. Total outlinks from the municipal Web sites 

The outlink data was also plotted on a log-log scale to study whether the 
distribution of outlinks followed a power law (Figure 6.4).  
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Figure 6.4. Total number of outlinks on a log-log scale 

Although some of the nodes followed the trendline very well and the 
deviation between the actual data and the trendline was very small (indicated 
by the high reliability of R squared = 0.905), there were still some nodes 
especially at both ends of the graph that did not follow a straight line. 
Although the graph shows some characteristics of a power law like 
distribution, there were some clear variations from it, and hence the 
distribution of total outlinks from the municipal Web sites did not follow a 
power law for the entire range of the cases.  

When the outlink data was counted at the page ADM level, Turku had about 
32,000 region outlinks out of a total of about 123,000 outlinks from all the 
municipalities. All the outlinks at page ADM level are in ranking order in Figure 
6.5 below. At this level of counting outlinks Pargas had 2,900 outlinks. Pargas 
no longer had the second most outlinks, in fact on the page ADM level Pargas 
had the seventh most outlinks. This indicates that in proportion to other 
municipalities Pargas had more navigational links and duplicate outlinks on 
the Web pages and they were removed from the analysis by using the page 
ADM to aggregate the outlinks. A total of 38 municipalities had less than 1,000 
outlinks and with only 12 outlinks Merimasku had the least outlinks. The 
average number of outlinks, using the page ADM, was 2,300 and the median 
was 358 outlinks, which again showed the skewed nature of the outlink 
distribution among the municipalities.  
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Figure 6.5. Outlinks at page ADM 

The outlink data on Page ADM level was also plotted on a log-log scale (Figure 
6.6). At both ends of the graph in Figure 6.6 the distribution of outlinks at 
page ADM level deviated clearly from a straight line.  

 

Figure 6.6. Outlinks at page ADM on a log-log scale 
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Although some municipalities at both ends of the range deviated from the 
trendline, the overall deviation of the actual data from the trendline was quite 
low as indicated by the high R squared value (0.9225). This suggests that the 
distribution of outlinks at page ADM do follow a power law distribution but 
not for the entire range: municipalities at both ends of the range do not fit the 
power law distribution.   

When the outlinks were counted at the site ADM level, Turku had 3,900 
outlinks. The number of outlinks at site ADM level from the municipalities are 
in ranking order in Figure 6.7 below. At the site ADM level outlinks from a 
Web site were counted only once and all duplicate links from the whole Web 
site were removed. This means that Turku had outlinks to 3,900 different Web 
sites. Uusikaupunki had outlinks to almost 3,700 different Web sites. All the 
other municipalities had outlinks to less than 1,000 Web sites and 29 
municipalities had outlinks to less than 100 Web sites. The average number of 
outlinks, when counting links at the site ADM, was about 300 outlinks per 
municipality and the median was 108 outlinks.  

 

Figure 6.7. Outlinks at site ADM level 

The average number of outlinks per page when counted at site ADM level was 
16.3, while the minimum number of outlinks per page was 1 and the 
maximum was 80. Pargas had the most outlinks per page (80) and Nagu had 
the least outlinks per page (1). Other municipalities with a high number of 

0

500

1000

1500

2000

2500

3000

3500

4000

4500

Tu
rk

u
U

u
si

ka
u

p
u

n
ki

K
o

sk
i T

l 
R

ai
si

o
M

yn
äm

äk
i 

K
im

it
o

H
al

ik
ko

 
Li

et
o

 
P

iik
ki

ö
Sa

lo
 

P
yh

är
an

ta
 

N
aa

n
ta

li 
Lo

im
aa

 
P

ö
yt

yä
 

La
it

ila
 

Yl
än

e 
M

as
ku

 
P

ar
ga

s
A

u
ra

 
Ta

iv
as

sa
lo

 
N

o
u

si
ai

n
en

 
K

u
st

av
i 

So
m

er
o

 
P

er
n

iö
 

R
u

sk
o

 
H

o
u

ts
ka

r
M

ar
tt

ila
 

V
el

ku
a 

V
eh

m
aa

 
V

äs
ta

n
fj

är
d

 
A

la
st

ar
o

 
D

ra
gs

fj
är

d
 

K
aa

ri
n

a 
M

u
u

rl
a 

N
ag

u
P

er
tt

el
i 

A
sk

ai
n

en
 

R
ym

ät
ty

lä
 

Le
m

u
 

M
el

lil
ä 

O
ri

p
ää

 
P

ai
m

io
 

K
o

rp
o

V
ah

to
 

Sä
rk

is
al

o
Sa

u
vo

 
K

iik
al

a 
Su

o
m

u
sj

är
vi

 
K

u
u

sj
o

ki
 

K
is

ko
 

Ta
rv

as
jo

ki
 

In
io

M
ie

to
in

en
 

M
er

im
as

ku
 

Outlinks at site ADM level 



148 

outlinks per page were Laitila (46 outlinks per page), Lemu (43) and Lieto (42). 
Askainen, Mellilä and Merimasku all had a quite low number of outlinks per 
page (2).  

When plotted on a log-log scale (Figure 6.8) the graph showed similar 
properties as for the outlinks at page ADM level: the actual data deviated 
from the trendline at both ends of the range, while at parts the distribution of 
outlinks at site ADM level do follow a power law.  

 

Figure 6.8. Outlinks at Site ADM on log-log scale 

The results showed that the outlink distributions between the municipalities 
had a clear long tail on all the hierarchical levels of counting links and the 
distributions did follow a power law distribution but not for the entire range. 
The slope of the trendline for the outlinks at different levels was between -
2.178 and -1.296. However, the usefulness of the knowledge that the outlink 
distributions for the municipalities in the region of Finland Proper do follow a 
power law distribution is somewhat unclear and perhaps even questionable. 
By focusing on the power law distributions single cases are overlooked, while 
greater focus should be given to these single cases. The distributions of the 
single municipalities reveal information that may be of practical use, while the 
knowledge that the distributions follow a power law reveals something about 
the properties of the whole set of Web sites.  
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6.1.3. Inlinks 

Turku was also the municipality that received the most inlinks. Turku received 
about 26,000 inlinks (Figure 6.9). Uusikaupunki received the second most 
inlinks, about 5,000. Salo had 3,100 inlinks, Kaarina and Alastaro about 2,500 
and Paimio and Naantali had about 2,000 inlinks. A total of 36 municipalities 
received less than 1,000 inlinks. Somero had the least inlinks, about 80. The 
average number of inlinks per municipality was almost 1,500 and the median 
was about 770, which indicated that the inlink data was skewed. The graph of 
the inlink counts in ranking order also had a long tail, which showed that the 
majority of the municipalities only received a few inlinks while a few 
municipalities received the majority of the inlinks.  

 

Figure 6.9. Total inlinks 

The number of inlinks was also plotted on a log-log scale (Figure 6.10) to study 
if the inlinks followed a power law distribution.  
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Figure 6.10. Inlinks on log-log scale 

Again the distribution varied only slightly from that of a straight line, which 
was indicated by the fairly high R squared value of 0.8763. Some of the values 
at both ends of the data deviated slightly from the trendline that showed a 
best-fit straight line between the cases. The slope of the line was lowest so 
far, -0.855. It could be concluded that the distribution of inlinks did follow a 
power law, but not for the entire range of data.  

The distribution of inlinks showed similar trends than the distribution of 
outlinks did: a few municipalities received the majority of the inlinks, while the 
majority of the municipalities received only a few inlinks. The fact that Turku 
has clearly the most outlinks and the most inlinks may rather be due to 
preferential attachment than an indication of real value. In that case the 
authoritative, and hub-like, position of Turku may in fact be unfair 
exaggeration and not an indication of the real situation in the region.  

6.1.4. Region outlinks and inlinks 

Studying interlinking links at the site ADM level inside the region of the 
researched municipalities showed that Turku received an inlink from 47 other 
municipalities. Turku had outlinks to all of the other municipalities (53), which 
meant that some municipalities were not giving a reciprocal link back to 
Turku. Raisio received 16 inlinks, Mynämäki received 12 and Uusikaupunki 
received 11. The municipalities that had more than 10 outlinks to other 
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municipalities were Koski (19), Kimito (17), Velkua (15), Raisio (14), Houtskär 
(12), Aura (11), Nousiainen (11), Marttila (10) and Uusikaupunki (10).  

 

Figure 6.11. Region inlinks and region outlinks 

It was apparent that it was not the same municipalities that received most of 
the inlinks and created most of the outlinks, which could have been an 
indication of different roles among the municipalities in the region. Some 
municipalities showed some authoritative properties, while others showed 
some hub-like behaviour.  

6.1.5. Bilingualism on the Web 

Because the region had some bilingual municipalities and these had two 
domains, one in each language, it raised the question of what kind of impact 
language might have had on the linking. Hence it was studied to which extent 
the other municipalities in the region linked to the two domains of the 
bilingual municipalities with a Swedish speaking majority. In all cases the 
domain in the majority language attracted most of the links from other 
municipalities (Table 6.1). All inlinks to Houtskär and almost 95% of the links 
to Korpo and Kimito were to the domains in the majority language, Swedish. 
The Swedish domain of Pargas received about 76% of the inlinks and the 
Swedish domain of Nagu received 56% of the inlinks from the other 
municipalities. The Pearson correlation between the proportion of inlinks to 
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the domain in the majority language and the proportion of the majority 
language in the municipalities was a high 0.88 (significant at 5%), suggesting 
that the other municipalities in the region were well aware of the majority and 
the minority languages in the researched municipalities and this knowledge 
also had an impact on linking. Although earlier studies have shown that sites 
tend to link to sites in the same language (Kralisch & Mandl, 2006; Heimeriks 
& Van den Besselaar, 2006), this was not the case here because all of the 
municipalities received inlinks even from other municipalities than those with 
a Swedish speaking majority.  

Table 6.1. Proportion of interlinking inlinks to Swedish domains and proportion 

of the population that speak Swedish as their first language 

  Houtskär Korpo Nagu Kimito Pargas 

Total interlinking 
links  

100.0% 94.8% 56.0% 93.7% 76.3% 

First language 
Swedish  

87.5% 74.1% 71.4% 64.5% 54.0% 

 

Linking to the bilingual municipalities and their two domains was also studied 
from the whole Web. First linking to the homepages of the bilingual 
municipalities was analyzed and then linking to any page in the municipal Web 
sites was analyzed. The inlink counts to the homepages were collected with 
AltaVista, Google and Yahoo! and the correlation between the proportions of 
the inlinks to the Swedish domains and the proportion of the Swedish 
speaking residents in the municipalities were calculated with Pearson 
correlation coefficient. There was a strong correlation (Pearson 0.949, 
significant at 5%) between the results from Yahoo! and the proportion of the 
Swedish speaking population. The correlation between Google results and 
language was 0.671 (significant at 5%) and the correlation between AltaVista 
results and language was 0.620 (not significant at 5%). Although AltaVista and 
Yahoo use the same database, the correlation between their link counts was 
0.660 (significant at 5%), which suggests that there are some differences in 
how they rank and present the results.  

Google cannot retrieve links to all pages in a Web site and hence only Yahoo! 
and AltaVista were used to collect these links. The correlations between the 
inlink counts and the spoken languages were even higher when the inlinks to 
any page in the municipal Web sites were collected. The Pearson correlation 
between the proportion of inlinks to the Swedish domain collected from 
Yahoo! and the proportion of spoken languages was almost a perfect match, 
almost 0.966 (significant at 5%). For the inlinks collected with AltaVista the 
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correlation was also high, 0.805 (significant at 5%). The correlation between 
the link counts retrieved from Yahoo! and from AltaVista showed a correlation 
of 0.925 (significant at 5%), which was a significant improvement when 
compared to the correlation of 0.660 (significant at 5%) when link counts only 
to the homepages were used.  

Significant correlations between the proportion of inlink counts to the 
Swedish domain and the proportion of the population that had Swedish as 
their first language were discovered, suggesting that language had an 
important role on the Web and that those creating the links were well aware 
of the bilingual situation in the target municipalities. It is however possible 
that the majority of content was published in the majority language or that 
the domain in the majority language was more publicised, and hence they 
attracted more inlinks. Future research will hopefully clarify this and confirm 
the results on a larger set of municipal Web sites or other Web sites that have 
two domains in two languages.  

6.1.6. Site age 

Three different information sources were used to collect data about the site 
ages: 1) The Finnish Communication Regulatory Authority’s (Ficora) Web 
service was used to collect the dates the domains had been granted24, 2) 
Internet Archive was used to collect the first time the sites had been found by 
the Alexa Web crawler and appeared on the Internet Archive, and 3) results 
from an earlier survey where the municipalities had been asked when they 
first opened their Web sites (Kunnat.net). The last set of data was incomplete, 
as 14 of the municipalities had not answered this question in the survey.  

In Figure 6.12 the Web site ages collected from the three different 
information sources are displayed. What was apparent from the figure was 
the difficulty of asking someone about Web site ages. Thirteen municipalities 

                                                           
24 According to the Internet Society of Finland (2009) the .fi ccTLD (country code top-
level domain) was first registered to the Finnish Unix Users Group (FUUG) at Tampere 
University of Technology in 1986. Later the Finnish University Network (FUNET) that 
was started by the Ministry of Education took over the operation and the 
administration of the .fi domains and in 1993 the administration and registration of 
the .fi domains were transferred to the Finnish Communication and Internet Exchange 
(FICIX). In 1997 the Finnish Telecommunications Regulatory Authority (later renamed 
to Finnish Communications Regulatory Authority) took over the operation and 
registration of the .fi domain. The Finnish Communications Regulatory Authority is still 
today the administrator of the .fi domains. Earlier only registered companies or 
associations could apply for .fi domains, but from March 1, 2006, anyone over 18 
years of age can apply for a .fi domain.  
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had answered that their Web site was first published even before the domain 
was granted. These municipalities were: Houtskär, Kimito, Koski, Pöytyä, 
Pyhäranta, Rusko, Rymättylä, Särkisalo, Taivassalo, Tarvasjoki, Vahto, Vehmaa 
and Velkua. Eleven other municipalities had answered that their Web site was 
first published long after it was first found by the Internet Archive’s Web 
crawler. These municipalities were: Aura, Dragsfjärd, Halikko, Kustavi, Laitila, 
Loimaa, Pertteli, Piikkiö, Somero, Turku, and Uusikaupunki. A total of 24 
municipalities out of 40 (who had answered the survey by Kunnat.net) had 
answered with a date that did not fit in the publishing window estimated in 
this research (see below). Although it is possible that the Web sites were first 
published on some Web server providing free Web space under the service 
provider’s domain or that the Web sites were first published under some 
other domain, it is still unlikely because of the official status of the municipal 
Web sites. There was no information found about such cases.  

 

Figure 6.12. Web site ages 

It may be reasonable to assume that it takes some time before a Web site is 
opened after the domain has been granted because it takes some time to 
design the site. It may also be reasonable to assume that a search engine’s 
Web crawler cannot find a new Web site immediately when it has been 
published because there has to be some inlinks pointing to it before the 
crawler can find it and it may take a Web site some time to get those inlinks. It 
is possible to submit new Web sites to search engines, but even then the Web 
site has to be ready before the search engine can crawl and index it. Because 
of this it can be assumed that it takes some time after the domain has been 
granted before the Web site is published and that it takes some time after the 
Web site has been published before it appears in the Internet Archive. In that 
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case the best possible estimate for a Web site’s accurate age would be the 
average age calculated from these two dates. This assumption was also 
supported by the high and statistically significant Spearman correlation 
(0.812) between the two measures of Web sites’ ages.  

 

Figure 6.13. Web site publishing dates 

The data in Figure 6.13 above shows the average ages calculated from the 
dates the domains had been granted and the dates the Web sites first 
appeared in Internet Archive. In about 1994 several municipalities first 
published their Web sites. These municipalities were Kaarina, Turku, Raisio, 
Naantali, Uusikaupunki, Paimio, Sauvo, Kiikala, Lieto, Masku, Piikkiö, Alastaro, 
Salo and Mynämäki. Eight out of the ten largest municipalities were among 
the first ones to open their Web sites. Between about 1995 and 1998 there 
were no municipal Web sites published. In 1998 the rest of the municipalities 
began to publish their Web sites. Pyhäranta, Vahto, Nagu and Houtskär were 
“late bloomers” as they first published their Web sites in about 2001. 
Different organizations have supervised the operations and registrations 
concerning the .fi country code top-level domains and between 1993 and 
1997 the operations were run by the Finnish Communication and Internet 
Exchange (FICIX). The history of the organizations involved with the operations 
with .fi domain was studied but no information that could explain the gap in 
registration between 1995 and 1998 could be found.  
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6.1.7. Relationships within the descriptive data 

Spearman rank correlation was used to test for correlations between the 
collected data as it has been found to be better than Pearson correlation 
coefficient for highly skewed data (Thelwall, 2004; Vaughan, 2004) and some 
of the variables in this research were highly skewed with few high values and 
many low values. Spearman rank correlation between site ages, population, 
and average age of the population, pages, and different counts of outlinks and 
inlinks were calculated with the statistical software add-in for Microsoft Excel, 
XLSTAT (Version 2008.5.01). The results indicate strong correlations between 
some of the studied variables. For these calculations the size of the 
municipalities or the size of the Web sites was not factored out. All the 
correlations can be found in Appendix G: Correlations between the descriptive 

data together with the p-values for each correlation.  

An especially strong correlation was found between the number of pages on 
the Web sites and the total number of outlinks. The Spearman correlation 
between the number of pages and the total number of outlinks was 0.897. 
Also outlinks counted with the page ADM and site ADM correlated strongly 
with the number of pages, Spearman’s r being 0.763 and 0.679 respectively. 
All three correlations were significant at the p=0.05 level. It was concluded 
from these significant correlations that more pages on a Web site results in 
more outlinks and not just internal navigational outlinks. The links calculated 
on the page ADM and the site ADM levels were links to other sites and hence 
navigational links were not included in these. In the total outlink counts 
navigational links were included.  

The different outlink counts correlated also strongly with the population in the 
municipalities (Spearman r = 0.785 for total outlinks, 0.793 for outlinks at page 
ADM and 0.657 for outlinks at site ADM) and with the age of the Web sites 
(0.543, 0.577 and 0.365). There was a significant positive correlation (p=0.05) 
between the population in the municipalities and the size of their Web sites 
(0.785) and with the average age of the Web sites (0.670). The correlation 
between population and site age indicated that bigger municipalities had 
earlier sought for different possibilities to communicate with residents in the 
municipalities and to deliver information to them. Larger municipalities 
probably also had more resources to develop their Web sites. These 
significant correlations indicated that bigger municipalities had older and 
bigger Web sites and that more pages gave room for more outlinks. It seems 
that with time more and more pages and more outlinks were created on the 
municipal Web sites, perhaps without removing old, redundant pages and 
outlinks.  
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A somewhat smaller significant (p=0.05) correlation was discovered between 
inlinks and population (0.482), inlinks and size of Web sites (0.362) and inlinks 
and age of Web sites (0.448). Older and larger Web sites of larger 
municipalities attract also more inlinks. An even smaller correlation was 
discovered between the total outlinks and the total inlinks, 0.338. This 
indicates that it was not always the same Web sites that receive many inlinks 
and create many outlinks. The same tendency was also discovered when 
studying the internal inlinks and internal outlinks inside the region (see section 
6.1.4.). The Spearman correlation between how municipalities created links to 
each other and how they received links from each other was 0.273. Although 
significant at p=0.05 the correlation was not very high, indicating again that it 
was not always the same municipalities that created and received many links.  

The average age of the population showed a negative rank correlation that 
appeared to be quite strong with some of the other variables, although the 
variance between the average ages of the municipalities was only about 10%. 
The correlation between the average age of the population in the 
municipalities and the number of residents in the municipalities was -0.520, 
indicating that larger municipalities had slightly younger residents than 
smaller municipalities. There was a significant negative correlation between 
average age of the population and the size of Web sites (-0.403) and the age 
of the Web sites (-0.343). Municipalities with older residents had created their 
Web sites later and they had less pages and less outlinks than municipalities 
with younger residents. Although the variance between the average ages was 
only 10% the correlations were relatively strong and significant at p=0.05. 

Overall the correlations were what could be expected: larger municipalities 
(with more resources and employees) had created their Web sites earlier, 
older Web sites have had more time to grow, hence they had more pages and 
more outlinks. Older sites have also had more time to attract more inlinks and 
because of the cumulative advantage the ‘rich get richer’. What was 
interesting was that it was not always the same municipalities that create and 
receive many links, which indicates that some municipalities were in fact 
functioning as hubs that connected other municipalities and information 
sources together, while others were more authoritative and received many 
inlinks. This seemed to be the case both internally inside the region and 
outwards to and from the region.  

6.1.8. Web Impact Factors 

Web impact factors for municipal Web sites were calculated by dividing the 
number of total inlinks from the Web with two different measures: 1) the 
number of pages, which was the traditional WIF by Ingwersen (1998), and 2) 
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the number of population, which was similar to the WIF used by Thelwall 
(2002e). The WIFs were also calculated with the total number of interlinking 
links from other municipalities. The motivations for creating the interlinking 
links on the municipal Web sites were presumably different from the 
motivations to create the links collected from the whole Web, and hence it 
was hypothesized that the different WIFs could show different tendencies and 
measure different aspects of the municipal Web sites. All the calculated WIFs 
are in Appendix D.  

The results showed that Iniö clearly had the highest Web Impact Factor when 
the number of pages was used as the denominator and the inlinks from the 
whole Web was used as the numerator. Other municipalities performing 
particularly well with this measure were Nagu, Kiikala, Yläne, Alastaro, and 
Sauvo. These were the municipalities that were receiving proportionally more 
inlinks per page than any other municipality. It could be said that they had 
received maximal visibility with least effort. This Web Impact Factor had a 
significant negative correlation with population (Spearman r=-0.719, p=0.05), 
indicating that smaller municipalities tend to have higher WIFs. Municipalities 
that performed particularly well when the population was used as a 
denominator were Velkua, Iniö, Västanfjärd, Kustavi, Kiikala, and Houtskär. Of 
these municipalities Iniö and Kiikala performed well with the traditional WIF 
also. There was an even stronger significant negative correlation between 
population and the Web Impact Factor calculated from the population (-0.808, 
p=0.05). Again, smaller municipalities have higher WIFs based on population. 
There was a strong rank correlation (Spearman r=0.744, p=0.05) between the 
WIFs calculated by dividing the number of inlinks from the whole Web with 
the number of pages and the WIF based on population of the municipalities, 
indicating how related the two measures were. The correlation between the 
number of pages and population was also quite high, 0.785 (p=0.05), thus the 
correlation between the two WIFs should also have been quite high, as it was.  

Some of the same municipalities as before got the highest values when 
calculating the WIFs using interlinking links and number of pages on the 
municipal Web sites. Iniö, Nagu, Oripää, Tarvasjoki, and Rymättylä got the 
highest WIFs. The values showed a significant negative correlation (-0.716, 
p=0.05) with population of the municipalities, which indicated that the smaller 
municipalities had higher WIFs. When calculating the WIF based on 
interlinking links and population Iniö and Velkua scored high, as they did with 
the total inlinks from the whole Web also. There was a strong negative 
correlation between this WIF and population in the municipalities (-0.814, 
p=0.05), indicating that smaller municipalities clearly had higher WIFs.  

These different WIFs all showed the same tendency, that smaller 
municipalities had higher WIFs. Smaller municipalities in the region received 
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proportionally more inlinks (both interlinking links and links from the whole 
Web) per page than the larger municipalities did. The WIFs calculated from 
the inlinks from the whole Web and the WIFs calculated from the interlinking 
inlinks and with the populations as the denominator correlated strongly 
(0.765, p=0.05), although the two different inlink types were created for 
different reasons. The same was discovered for the WIFs calculated with the 
Web site sizes as denominator: the two different WIFs had a Spearman rank 
correlation of 0.778 (p=0.05). Due to the different reasons for link creation 
these different WIFs may still measure different things or these results may 
have been due to the skewed nature of the link data (both interlinking and 
from the whole Web), Web site sizes and the population. Larger Web sites and 
larger municipalities had proportionally fewer inlinks. It is possible that they 
had in a way outgrown themselves, possibly due to preferential attachment. 
How the different motivations to create interlinking links and inlinks from the 
whole Web may influence the WIFs and what they may actually measure is 
discussed in section 7.2.5.  

6.2. Interlinking 

To answer the second research question three different types of linking were 
analyzed; interlinking, co-inlinking and co-outlinking. Interlinking refers to 
direct hyperlinks between Web sites. The hypothesis concerning interlinking is 
that interlinking patterns could reveal something about the existing 
relationships and cooperation between the municipalities. For this purpose 
some network properties were investigated and the interlinking network was 
compared with the geography of the region. Both neighbouring relationships 
and distance were used to test whether interlinking was influenced by 
distance between the municipalities. At the same time this section was 
involved with methods development and evaluating which methods from 
network analysis may be powerful and useful tools for link analysis.  

This section will first present the analyses on the binary representations of the 
links and then the analyses on the actual link counts between municipalities. 
The link data was collected with a Web crawler and first the site level ADM 
was used to count the links. As the site level only counts the existence of a link 
once per each site it automatically uses binary representation of the links, 
where the occurrences of links between pairs of municipalities are indicated 
with 1s and the lack of links are indicated with 0s. BibExcel (Persson, 2008) 
was used to create a matrix based on this binary link data and Pajek software 
(Batagelj & Mrvar, 1998) was used to draw the network maps.  

In Figure 6.14 below the nodes are arranged according to the geography of 
the region. The matrix based on neighbourhood in the region of Finland 
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Proper (see section 5.6.3.) was first used to position the nodes according to an 
accurate geographic map and then the links representing neighbourhood 
were replaced with interlinking links between the municipalities. There were 
315 links or connections present in the matrix, which was 11.0% of all possible 
links that could have been in the network if it was totally filled and all the links 
were reciprocated. This was also the density of the matrix. For a binary 
squared matrix this also measured the probability that any given link between 
two random municipalities was present. The average distance in the network 
was a very short 1.99, indicating that it would take on average two steps to 
move from a random node in the network to any other node. The interlinking 
links were directional links and thus the interlinking matrix was asymmetrical, 
because not all of the links between the municipal Web sites were reciprocal.  

 

Figure 6.14. Interlinking between the municipal Web sites in the region of 

Finland Proper plotted geographically 
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From the map above it was clear that Turku had a very central role in the area 
and that Turku was the “capital” of the region even on the Web. Turku had 
the most site outlinks (53) and received the most site inlinks (47) from other 
municipalities in the region. Turku had outlinks to every municipality in the 
region, but every municipality did not have outlinks to Turku. Other well-
connected municipalities with several outlinks were Koski (19), Kimito (17), 
Velkua (15), Raisio (14), Houtskär (12), Aura and Nousiainen (11), Marttila (10) 
and Uusikaupunki (10). The rest of the municipalities had 8 or less outlinks. 
Other municipalities that received many inlinks were Raisio (16), Mynämäki 
(12), and Uusikaupunki (11). The rest of the municipalities had less than 8 
inlinks. Kisko and Pertteli were not well connected in the network, as they 
only had one inlink and one outlink each to and from the other municipalities. 
Without these they would have been disconnected from the municipal Web 
space of the region of Finland Proper. From Figure 6.14 it was also obvious 
that the functional region of Salo in the right part of the map was not very 
well connected, not internally and not to the other municipalities in the 
region. Most of the links in the functional region of Salo were links to and 
from Turku.  

To give more meaning to the abstract interlinking network the Pajek software 
(Batagelj & Mrvar, 1998) and the Kamada-Kawai (1989) algorithm was used. 
Kamada-Kawai (1989) was used to position the nodes in Figure 6.15 below. 
The functional regions can be seen from Figure 6.15 below, where the 
functional regions have been circled with colours matching the colours of the 
regions in the geographical map in section 5.3.1. The central position of Turku 
was even clearer in Figure 6.15. The graph in Figure 6.15 below seemed to 
follow geographic lines as the municipalities were clustered quite well into 
their functional regions, with the exception of the functional region of Turku 
and the functional region of Vakka-Suomi (lower left part of the map). The 
border between these two functional regions was like a line drawn in water, 
which was also the actual case between these functional regions offline. The 
municipalities in the functional region of Turunmaa (lower right part of the 
map) and the municipalities in the functional region of Loimaa (upper centre 
part of the map) both created quite strongly interconnected distinct clusters. 
The municipalities in the functional region of Salo (upper right part of the 
map) also created a distinct cluster, but this cluster was not as well connected 
as the other functional regions. The functional regions are studied in more 
detail in section 6.2.1.6. 
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Figure 6.15. Interlinking between municipal Web sites (Kamada-Kawai) 

6.2.1. Matching interlinking with geography 

Similarities between two binary squared matrices of the same size can be 
measured in several different ways, of which some of the most common ones 
were used in this research to investigate how well interlinking in the region of 
Finland Proper matched the shared borders of the neighbouring municipalities 
in the same region. This was also a test of the different matrix similarity 
measures and the usefulness of the methods is discussed in the next chapter. 

6.2.1.1. Simple match 

Probably the simplest way to study how well two binary matrices of the same 
size match each other is to study where the 1s and 0s overlap in them. When 
the interlinking matrix was compared with the geographical matrix it was 
found that they matched each other by 87.1%. In other words, there was an 
87.1% probability that for any given cell in the first matrix, the same value 
would have been found in the second matrix. However, both matrices had 
very low densities (11%), which meant that there were a lot of 0s in the 
matrices that may have distorted the results and may have resulted in an 
unfairly high match.  



163 

It was also tested whether the old border stone at Kuhankuono had 
influenced the results and if ignoring the shared borders at Kuhankuono 
would give a significantly different result. When the shared borders at 
Kuhankuono were ignored the simple match between interlinking and 
neighbourhood in the region was 87.7%. The old border stone at Kuhankuono 
did not therefore have a significant impact on the results of the simple match 
exercise, however, it has to be noted that ignoring the border crossing at 
Kuhankuono did increase the number of 0s in the matrix and hence lowered 
the density of the geographic matrix even further. 

6.2.1.2. Jaccard coefficient 

The Jaccard coefficient ignores the matching 0s and with that partly avoids the 
potential problem low densities may cause when comparing binary matrices. 
The Jaccard coefficient for the similarity between the interlinking matrix and 
the geographic matrix was 0.262, which was quite low as the Jaccard scale is 
between 0 (=no similarity) and 1 (=perfect match). The Jaccard coefficient for 
the matching of interlinking with geography when the shared borders at 
Kuhankuono were ignored was 0.247, which was not significantly different 
from the result where shared borders at Kuhankuono were included.  

6.2.1.3. Matching of existing links 

Because of the low densities in the matrices studying only the existing links 
might give the most accurate figure of the actual overlap between interlinking 
and neighbourhood between the municipalities in the region. This novel 
approach was researched by looking only at the overlapping 1s in the two 
matrices and studying separately what kind of proportion of existing links 
were covered in the match. The matrices were combined, leaving only the 
overlapping links present in the new matrix. This new matrix is referred to as 
the M11 matrix or the M11 graph. The links matching shared borders were 
visualized on the geographic graph in Figure 6.16 below. In the M11 graph 
Kisko, Pertteli and Suomusjärvi were disconnected from the rest of the graph. 
Turku still had the most in- and outlinks.  
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Figure 6.16. M11 interlinking between municipal Web sites 

To get a figure for how good or how bad this match was it was studied how 
big proportion of the interlinking links were overlapping with shared borders. 
The matrix operation: M11/(M11+M10) was calculated and the results 
showed that 41.46% of the interlinking links overlapped with the shared 
borders between the municipalities and that 58.54% of the interlinking links 
did not. In other words, less than half of the interlinking links matched with 
shared borders of the municipalities. This actually gave the precision of the 
match between interlinking and geography.  
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6.2.1.4. Precision / Recall 

The method of studying only the actual matches can be further extended by 
borrowing ideas from information retrieval and in particular from research 
about evaluating information retrieval systems. In a similar way that the 
precision was calculated, the recall of the match was calculated using the 
matrix operation: M11/(M11+M01). The recall is a measure of the 
comprehensiveness of the match and in this case the recall was 41.46%. It 
could be concluded that the precision of the match was 41.46% and the recall 
was also 41.46%. These were not in particularly high values, but the ratio of 
precision/recall was quite even because there were no difference between 
precision and recall. This showed that in some cases the interlinking did match 
with the shared borders, but that the majority of the interlinking links did not 
follow geographic patterns, or at least not neighbouring relationships. 

6.2.1.5. Quadratic Assignment Procedure 

Quadratic Assignment Procedure (QAP) matrix correlation (Krackhardt, 1992) 
calculates the chance of getting the same match by accident from random 
permutations of the rows and columns in the matrices. When comparing the 
matrix of interlinking between municipalities with the matrix of neighbouring 
municipalities in the same region, a simple match of 87.1% was obtained. In 
other words, there was a probability of 87.1% that for any value in any given 
cell in one of the matrices, the same value could be found in the 
corresponding cell from the second matrix. This high figure was probably due 
to both matrices having mainly zeros (densities of both matrices were 11%). 
The QAP test showed after 2,500 permutations that the highest simple match 
that could have been gained by accident was 80.4%. The difference between 
the actual result and the result gained by accident was big enough that the 
probability of getting as high result as the actual result was by accident was 
less than p=0.000. This was strong statistical evidence that the simple match 
was accurate and that geographic proximity played an important role in 
creating links between the studied municipalities.  

6.2.1.6. Functional regions 

The similarity measures tested all indicated some tendency for the 
municipalities to interlink with other adjacent municipalities and the graphs, 
like Figure 6.16, suggested that interlinking within the functional regions was 
more frequent than to other municipalities in other functional regions. 
Although in the majority of the cases neighbouring municipalities did not 
interlink to each other, it was possible that the interlinking was stronger inside 
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the functional regions. Within the functional regions municipalities had to be 
close to each other, but not necessarily neighbours. Two municipalities could 
also be neighbours but still be part of different functional regions, and it was 
possible that these municipalities did not interlink with each other as much as 
neighbouring municipalities within the same functional region. Therefore the 
analysis was zoomed into the functional regions to study interlinking within 
them and between them.  

The interlinking matrix was permuted so that municipalities were grouped 
together according to their functional regions. Interlinking within each 
functional region could then be compared to interlinking between different 
functional regions by creating a block density matrix of the interlinking matrix 
(Hanneman & Riddle, 2005). The block density matrix in Table 6.2 shows the 
densities of each functional region, or in other words, the percentage of links 
that were present of all the possible links. The interlinking matrix was 
asymmetrical; hence the direction of the links can also be read from the block 
density matrix. The outgoing links (or the densities of the outlinks) can be read 
from the rows and the received inlinks can be read from the columns.  

All of the municipalities had the strongest connections within their own 
functional region and some functional regions did not have any connections to 
some of the other functional regions. The functional region of Vakka-Suomi 
had the strongest internal connections, as almost 60% of all possible links 
were present. The region was very well interconnected internally but not so 
well to other functional regions. About 13.5% of all possible links from Turku 
to Vakka-Suomi were present and about 22% of all possible links from Vakka-
Suomi to Turku were present. This represents the offline situation of these 
two functional regions quite well, as the border between them is somewhat 
thin even offline. Turunmaa was also internally well connected with about 
43% of all possible links present. Of all possible links in Loimaa about 38% 
were present and about 32% of all possible ties in Turku were present. Salo 
was weakest connected internally: only 9% of all possible links were present in 
the functional region of Salo. Turku was the only municipality that was 
connected to all the other functional regions with various amounts of links.  

Table 6.2. Block density matrix of the functional regions 

  Loimaa Salo Turunmaa 
Vakka-
Suomi Turku 

Loimaa 37.78% 5.45% 0.00% 0.00% 10.00% 

Salo 0.00% 9.09% 0.00% 0.00% 6.06% 

Turunmaa 0.00% 2.27% 42.86% 7.14% 13.64% 

Vakka-Suomi 0.00% 0.00% 1.79% 59.52% 22.08% 

Turku 7.22% 6.06% 8.33% 13.49% 31.70% 
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The block density matrix showed that although the earlier correlations 
between interlinking and neighbouring borders between municipalities only 
showed some tendency for neighbouring municipalities to link to each other, 
linking within the functional regions was clearly more common and frequent 
than between different functional regions. Interlinking between the 
municipalities in the region of Finland Proper seemed to be an interplay 
between neighbouring municipalities linking to each other and municipalities 
in the same functional regions linking to each other. Because the functional 
regions have been created based on closeness and cooperation between the 
municipalities it can also be concluded that interlinking does in fact indirectly 
indicate cooperation and adjacency between the municipalities and that to 
some extent interlinking follows geopolitical patterns in the region of Finland 
Proper. 

6.2.2. Network properties of the interlinking graphs 

Some properties of the interlinking and the M11 networks were analyzed 
using methods from social network analysis. Ucinet (Borgatti, Everett & 
Freeman, 2002) software was used in the analysis. These analyses were done 
to gain more knowledge about the structure of the interlinking network and 
to investigate any possible hidden substructures within the network. The 
methods were also used to find any anomalies in the interlinking network.  

6.2.2.1. Interlinking network properties 

The Freeman Degree Centrality of the municipalities, or the number of links a 
node had in the graph, is actually the number of outlinks and inlinks the Web 
sites had. Because the interlinking matrix was asymmetrical the degree 
centrality was divided into both in-degrees and out-degrees, representing the 
number of inlinks and outlinks. Out-degree centrality for Turku was 53 and the 
in-degree was 47. Other influential municipalities with high out-degrees were 
Koski (19), Kimito (17) and Velkua (15). The municipality with second highest 
in-degree, or prestige, was Raisio (16). The normalized degree centrality is the 
percentage of a maximal possible degree. The normalized in-degree of Turku 
was 88.7% and the normalized out-degree of Turku was a full 100% because 
Turku had outlinks to every other municipality in the region. The normalized 
out-degrees of Koski, Kimito and Velkua were 35.8%, 32.1% and 28.3% 
respectively. The normalized in-degree of Raisio was 30.2%. Other 
municipalities had slightly lower in- and outdegrees. The network 
centralization is a measure of inequality between the actors in a network, 
calculated as the percentage of centralization compared to a perfect star 
network of same size. Again both an in-degree and an out-degree were 
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calculated. The out-degree network centralization was 90.67% and the in-
degree network centralization was 79.14%, indicating a very high level of 
concentration in the graph and making the out-graph an almost perfect star 
network. This was clear statistical evidence of the very central role that Turku 
had in the region.  

The Closeness centrality is a measure for how far a node is from all the other 
nodes in the network or in other words, how many links there are between a 
node and all the other nodes in the network. The normalized closeness 
centrality is the percentage of the distances from an optimal, shortest possible 
distance to all other nodes. Because the interlinking network was 
asymmetrical the closeness centrality was also divided into in- and outfarness 
measures giving the distance to all the other nodes and the normalized 
closeness centrality was divided into in- and outcloseness measures giving the 
percentage of the distances compared to the shortest possible distances. 
Turku had the shortest distances to all the other nodes. The infarness of Turku 
was 61, meaning that all the other nodes could reach Turku with 61 steps. The 
outfarness of Turku was 53 meaning that Turku could reach all the other 
nodes with only 53 steps. All the other nodes had an infarness of between 94 
and 113 and an outfarness of between 87 and 174. Iniö had an outfarness of 
174, Korpo had 172, Oripää had 155, and Nagu had 155. These four 
municipalities had clearly most difficulties in “reaching” all the others. The 
network in-centralization was 74.65% and the out-centralization was 99.56%.  

The Betweenness centrality is a measure of how many times a node is 
between other nodes on geodesic paths. Turku had clearly the highest 
betweenness centrality of 2252, which meant that Turku was 2252 times on 
shortest paths (geodesics) between the other municipalities. Houtskär had the 
second highest betweenness centrality of 98.5, which still was clearly lower 
than Turku’s betweenness centrality. There were a total of 14 other 
municipalities that had a betweenness centrality of above 10 and 22 
municipalities had a betweenness centrality of above 0. Of the 54 
municipalities 16 had a betweenness centrality of 0. All the centrality 
measures are listed in appendix E.  

6.2.2.2. M11 interlinking network properties 

The network properties of the M11 (interlinking that matched 
neighbourhood) interlinking network were also analyzed. The density of the 
M11 interlinking network was 4.6%. The average distance, among those pairs 
of nodes that could be reached, was 3.531. In the M11 network the 
differences were somewhat evened out. Turku still had the highest in-degree 
of 14 (26.4%) and the highest out-degree of 14 (26.4%). All the other 
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municipalities had out-degrees between 0 and 7 and in-degrees between 0 
and 6. The network centralization for both out-degrees and in-degrees was 
22.250%. The M11 network was obviously less connected, but still Turku had a 
quite central role in the network. It was not possible to calculate the closeness 
centrality measures because the network was not connected which would 
have lead to infinite distances. For the betweenness centrality measure Turku 
had the highest value of 906, while other municipalities had values between 
344 and 0.  

6.2.3. Reciprocity of interlinking network 

Reciprocal linking on the Web could be seen as the weakest possible indicator 
of collaboration between organizations (Kretschmer, Kretschmer & 
Kretschmer, 2007). At a minimum reciprocity shows that the reciprocally 
connected organizations or Web sites are aware of each other, because the 
connection is mutual, or in this case that both municipalities were interlinking 
to each other.  

6.2.3.1. Reciprocity of interlinking 

There were 87 reciprocal links in the interlinking network, which gave a 
reciprocity of 40% for the interlinking graph. This meant that 40% of all 
connections or links in the network were reciprocated. The reciprocity was 
only counted for the directed interlinking network, because in co-linking 
networks all the connections are reciprocal. Reciprocal interlinking was 
visualized by the thicker red lines in Figure 6.17 below. Thinner blue links only 
go in one direction. Most of the reciprocal links were to and from Turku in the 
centre of the graph. Almost 90% of the links Turku had were reciprocated. 
Only the links from Turku to Houtskär, Iniö, Korpo, Nagu, Oripää, and Pöytyä 
were not reciprocated.  
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Figure 6.17. Reciprocal interlinking between municipal Web sites 

The remaining 40 reciprocal connections that did not involve Turku are listed 
in Table 6.3 below. Of these 40 reciprocal connections six (15%) connected 
municipalities that were in different functional regions. These pairs of 
municipalities were written in bold in Table 6.3. This meant that a clear 
majority (85%) of the reciprocal connections between the municipalities were 
within the functional regions and did not cross to other functional regions. 
Reciprocal interlinking between the municipalities was clearly strongest within 
the functional regions.  
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Table 6.3. Reciprocity in interlinking 

askainen - 
nousiainen 

laitila - 
uusikaupunki 

mietoinen - raisio raisio - mynämäki 

dragsfjärd - 
västanfjärd 

laitila - vehmaa 
mietoinen - 

uusikaupunki 
rusko - raisio 

iniö - houtskär lemu - raisio 
mynämäki - 

uusikaupunki 
taivassalo - raisio 

kimito - askainen lieto - marttila 
mynämäki - 

vehmaa 
taivassalo - 

uusikaupunki 

kimito - houtskär loimaa - koski naantali - raisio 
uusikaupunki - 

pyhäranta 

korpo - houtskär masku - raisio nousiainen - lemu vehmaa - pyhäranta 

koski - aura mellilä - koski nousiainen - raisio 
vehmaa - 

uusikaupunki 
kustavi - 

uusikaupunki 
mellilä - marttila oripää - alastaro velkua - nousiainen 

kustavi - vehmaa 
merimasku - 

naantali 
paimio - sauvo velkua - raisio 

laitila - pyhäranta merimasku - raisio piikkiö - paimio västanfjärd - kimito 

 

When looking at the reciprocated interlinking network and ignoring the links 
to and from Turku in Figure 6.17, there were three clear independent smaller 
clusters that were reciprocally interlinked together:   

• Paimio, Sauvo, Piikkiö 
• Lieto, Koski, Marttila, Aura, Mellilä,  Loimaa 
• Oripää, Alastaro 

The remaining reciprocal links formed one large cluster that had three central 
nodes with many links. These central nodes that connected different parts of 
the cluster were Raisio, Uusikaupunki and Kimito. The cluster around Kimito 
contained Korpo, Houtskär, Iniö, Västanfjärd, and Dragsfjärd. The cluster 
around Raisio contained municipalities of Masku, Merimasku, Naantali, 
Velkua, Lemu, Nousiainen, Rusko, and Askainen, and a single reciprocated link 
between Kimito and Askainen connected these two areas together. The 
cluster around Uusikaupunki contained Mietoinen, Laitila, Pyhäranta, Vehmaa, 
Kustavi, Taivassalo, Mynämäki. Of these Mynämäki and Taivassalo connected 
to Raisio also. Except for Mynämäki and for the reciprocal links that connected 
different parts of the large cluster together, all the municipalities in the 
clusters were from the same functional regions. This gave further evidence 
how reciprocal interlinking was focused inside the functional regions and that 
reciprocal interlinking may show the strongest connections between the 
municipalities.  
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6.2.3.2. Reciprocity of M11 interlinking 

The reciprocity of the M11 interlinking graph was 42% and the reciprocal links 
were visualized as thicker red lines in Figure 6.18 below. Turku had the most 
links (14) in the M11 interlinking graph and all of these were reciprocated. 
Most of these were within the functional region of Turku, but reciprocal links 
to Pargas, Aura, Pöytyä, and Yläne crossed between functional regions. The 
link between Vehmaa and Mynämäki also crossed between functional regions, 
but the rest of the reciprocal links were within their own functional regions.  

 

Figure 6.18. Reciprocal M11 interlinking between municipal Web sites 

Strong reciprocally connected pairs or small clusters were visible in the graph. 
Dragsfjärd, Kimito and Västanfjärd formed their own triad of reciprocal links. 
Iniö, Houtskär and Korpo formed a chain of reciprocal links, and so did Piikkiö, 
Paimio and Sauvo also. Oripää and Alastaro were linked reciprocally. Marttila, 



173 

Koski, Mellilä and Loimaa formed a cluster of reciprocal links. Kustavi, 
Uusikaupunki, Pyhäranta, Taivassalo, Vehmaa and Laitila also created a tightly 
connected cluster with reciprocal links. All of these pairs or clusters were in 
their own functional regions. The functional region of Salo was the only region 
that did not have any reciprocal links inside the region or from outside the 
region. If the reciprocal links with Turku were ignored, then a cluster with 
Raisio, Masku, Rusko, Naantali, and Merimasku, and a pair formed by Lemu 
and Nousiainen emerged. These clusters were all within their own functional 
regions.  

Reciprocal linking on the Web has been suggested to be the weakest possible 
indicator of collaboration between organizations (Kretschmer, Kretschmer & 
Kretschmer, 2007), but in fact reciprocal linking could be the weakest possible 
indicator of the strongest connections between organizations (or in this case 
municipalities) in an interlinking network.  

6.2.4. Subgroups in interlinking network 

Subgroups within a linking network are groups of nodes that have stronger 
connections or more links to each other than to other nodes in the network. 
Subgroups are tightly connected sub-networks within the network. Different 
measures were used to find a useful method to extract information about 
subgroups in linking networks.  

Clustering in a network is the density of local neighbourhoods in the network. 
The overall graph clustering coefficient is the average value of all the densities 
of the neighbourhoods of all existing nodes in the network. The clustering 
coefficient for the interlinking graph was 0.569 indicating the existence of 
quite strong local neighbourhoods. Combined with the already discovered 
very short distances (1.9) this is an indication of the existence of small worlds 
in the interlinking network. This in fact supports the discoveries that 
interlinking is strongest within the functional regions.  

6.2.4.1. Cliques in interlinking  

A clique is a subgraph of three or more nodes where all the nodes are 
adjacent to all other nodes in the subgraph. Cliques are used to find 
subgroups in non-directional relations, and therefore the directions of the 
links in the interlinking graph were ignored.  

There were 57 cliques in the interlinking graph. Of these 57 cliques 38 had at 
least 5 members and 14 cliques had 6 or more members. The two largest 
cliques had 7 members and they both contained Askainen, Lemu, Masku, 



174 

Raisio, Turku and Velkua as their members. The seventh member in the first 
clique was Nousiainen and in the second clique the seventh member was 
Naantali. There was considerable overlap throughout the cliques and Turku 
was a member of every clique. There were 14 cliques in the functional region 
of Turku, but because Turku was a member of every clique all the other 
cliques combined municipalities from different functional regions. Turku’s very 
influential position in the network was clearly influencing the cliques, and 
hence cliques did not produce any useful results. The cliques are listed in 
Appendix F.  

6.2.4.2. k-plexes in interlinking  

While cliques are very strict and require that three or more nodes are linked 
to each other, in k-plexes each node may lack k links to other members of the 
subgraph. A k-plex with k=1, is actually a clique, but already if k=2 it accepts 
more freedom in the subgraph, as all the nodes do not have to be adjacent to 
all other nodes in the subgraph. And that freedom was apparent in the results 
as well. When searching for subgroups with the size of 2*k or larger with k=2 
there were 511 k-plexes found in the interlinking network with significant 
overlapping. Discovering 511 subgroups from a network of 54 nodes was 
hardly useful; hence the discovered k-plexes were not investigated further.  

6.2.4.3. Cliques in reciprocal interlinking 

The matrix based on reciprocity in the interlinking between municipalities was 
symmetric and it did not need any symmetrisation. This time there were 22 
cliques found within the reciprocal interlinking and with much less overlap. 
The largest of these cliques had 5 members and these members were Laitila, 
Pyhäranta, Turku, Uusikaupunki and Vehmaa. Turku’s high centrality could be 
seen in the cliques as Turku was the only node that was present in every 
clique, except for one: Dragsfjärd, Kimito and Västanfjärd. There were ten 
cliques in the functional region of Turku, but because of the central position of 
Turku, all the other cliques except one crossed between functional regions. 
The cliques in reciprocal interlinking are listed in Appendix F. 

6.2.4.4. k-plexes in reciprocal interlinking  

Reciprocity is a restricting factor even for k-plexes. Using k=2 and looking only 
for subgroups with the size of or larger than 2*k the number of k-plexes came 
down to 71, which was still a very high number when only 54 nodes were 
present in the graph. There were 11 subgroups of 5 nodes, which were the 
biggest subgroups present. Again, Turku could be found in every one of these 
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and Uusikaupunki could be found in all but two. Ten of the biggest subgroups 
were mixtures of the municipalities from the functional regions of Vakka-
Suomi and Turku.  

The central role of the city of Turku (see section 6.2.2.1) had a great impact on 
the subgroups in the region. Turku was a member of all the discovered 
subgroups except for one: Dragsfjärd, Kimito and Västanfjärd, which was 
discovered in the reciprocal interlinking network. Turku’s role may have been 
so dominant that other strong connections were overshadowed by it.  

6.2.5. Excluding Turku from the analysis 

Turku’s position in the region was very influential: it received the most inlinks 
and it had the most outlinks to other municipalities. Turku also received the 
majority of the links from the Web and had the most outlinks. The 
distributions of links were in fact discovered to follow a power law. This 
suggests that Turku had gained its central and influential position due to 
preferential attachment. In that case the position Turku had in the region may 
have been unfair and misrepresentative of the real situation between the 
municipalities offline. Turku is the capital of the region and the largest city in 
the region and hence Turku’s influential role in the network could be 
expected, but because of the preferential attachment it is possible that 
Turku’s position may be an unfair exaggeration of the real situation. This again 
suggests that removing Turku from the analyses could provide more accurate 
results that would reflect the real situation between the municipalities in the 
region offline. At least removing Turku from the analyses could allow for 
analyses of what other connections and subgroups there may have been in 
the interlinking network if Turku did not influence all the results. Removing 
the most dominant node from the analyses would give room for other nodes 
to stand out and reveal some new information that had been overshadowed 
by Turku’s influential presence in the network and graphs. Removing Turku 
could also reveal how the dynamics of the interlinking network changed when 
the most central node was removed.  

Removing Turku from the matrices was simply done by removing the 
corresponding rows and columns from the matrices which gave new and 
reduced matrices. Although the matrix based on a full geographic map did not 
fully correspond to a geographic map when Turku was removed, the matrix 
was still based on neighbourhood and the data in it still indicated closeness 
between the municipalities. A 1 in the matrix still indicated shared borders or 
a link between the municipalities and a 0 indicated that the municipalities did 
not share borders or link to each other.  
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The new, reduced network was visualized with Pajek software and the 
positions of the nodes were calculated with the spring-based Kamada-Kawai 
algorithm (Figure 6.19). There were 216 links present in the new matrix, which 
meant that the density of the matrix was 7.5%. From the network map in 
Figure 6.19 below, it was clear that most of the network was still quite well 
connected, but the functional region of Salo in the upper left corner of the 
map was even less connected than in Figure 6.15. Kisko and Pertteli were 
disconnected from the map and most of the other nodes were only connected 
to the network through outlinks they had to Salo. Some clustering of the 
municipalities in the functional region of Turunmaa (lower right part of the 
map) and the functional region of Loimaa (upper part of the map) were 
visible. The functional regions of Turku and Vakka-Suomi were again tightly 
interconnected and there were no clear borders between the functional 
regions.  

 

Figure 6.19. Interlinking between municipal Web sites in the region, without 

Turku (Kamada-Kawai) 

The interlinking network with Turku excluded was also divided into a M11 
matrix, which included only those links that matched shared borders between 
the municipalities (Figure 6.20). The density of the new M11 interlinking 
network without Turku was a low 3.6%. There were 103 links present in the 
network and the municipalities Kisko, Pertteli and Suomusjärvi from the 
functional region of Salo were disconnected from the map (as was already the 
case with Kisko and Pertteli in Figure 6.19). The whole region of Finland 
Proper was divided into two large clusters that were joined only through a 
path through Korpo, Nagu, Pargas and Kimito, all municipalities in the 
functional region of Turunmaa. When the direction of the links was studied it 



was clear that all the paths from the left cluster and all the paths from the 
right cluster ended in Pargas, because Pargas did not have any outlinks. Pargas 
received an inlink from both Kimito and Nagu, connecting it to both clusters,
but when following directional links one could not come from one cluster to 
the other. This dual divide of the network equalled roughly an east
divide in geography.  

Figure 6.20. M11 interlinking betw

(Kamada

The functional regions of Loimaa and Salo were to the left in the graph and 
the functional region of Vakka-Suomi was to the right. The remaining 
municipalities in the functional region of Turku could be
The functional region of Turunmaa functioned as a bridge between the two 
parts of the graph. Turku may have functioned like a wedge in the region 
where municipalities from the east and municipalities from the west have 
linked to Turku but not over Turku.  

6.2.5.1. Network properties of the interlinking graphs 

without Turku 

The degree centrality of the nodes in the interlinking network without Turku 
did obviously not change remarkably.
links. Kimito (17), Velkua (14), Raisio (13), Houtskär (12), Nousiainen (10), and 
Aura (10) all had an outdegree of ten or more. Raisio had the highest indegree 
of 15. Both Mynämäki (11) and Uusikaupunki (10) had indegrees of ten or 
more. The out-degree network centralization h
in-degree centralization for the network had dropped to 21.45%. This 
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was clear that all the paths from the left cluster and all the paths from the 
right cluster ended in Pargas, because Pargas did not have any outlinks. Pargas 
received an inlink from both Kimito and Nagu, connecting it to both clusters, 
but when following directional links one could not come from one cluster to 
the other. This dual divide of the network equalled roughly an east-west 

 

M11 interlinking between municipal Web sites, without Turku 

(Kamada-Kawai) 

The functional regions of Loimaa and Salo were to the left in the graph and 
Suomi was to the right. The remaining 

municipalities in the functional region of Turku could be found in both parts. 
The functional region of Turunmaa functioned as a bridge between the two 
parts of the graph. Turku may have functioned like a wedge in the region 
where municipalities from the east and municipalities from the west have 

 

Network properties of the interlinking graphs 

 

The degree centrality of the nodes in the interlinking network without Turku 
not change remarkably. Koski had the highest outdegree of 18 

lkua (14), Raisio (13), Houtskär (12), Nousiainen (10), and 
Aura (10) all had an outdegree of ten or more. Raisio had the highest indegree 
of 15. Both Mynämäki (11) and Uusikaupunki (10) had indegrees of ten or 

degree network centralization had dropped to 27.33% and the 
degree centralization for the network had dropped to 21.45%. This 
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indicated an increase in the equality in the network, which was logical 
because the most central node had been removed and the individual 
centralities of the remaining nodes were more equal than when compared to 
Turku. The overall graph clustering coefficient for the interlinking network was 
0.424. For the closeness centrality and betweenness centrality removing 
Turku had some greater impact. Because the network was not connected 
closeness centrality measures could not be calculated. For the betweenness 
centrality measures Raisio (364), Kimito (318), Uusikaupunki (297), Velkua 
(145), Houtskär (124), and Koski (102) clearly scored the highest values, while 
other municipalities had values below 73 and 20 municipalities scored 0.  

In the M11 interlinking network when Turku was removed Marttila and Velkua 
had the highest outdegrees of 7 links. Koski and Nousiainen both had 
outdegrees of 6 and Uusikaupunki and Kimito had outdegrees of 5. Mynämäki 
and Uusikaupunki had the highest indegrees of 5 links. The out-degree 
centralization for the whole network had dropped to 9.911% and the in-
degree network centralization had dropped to about 6%. Again, the closeness 
centrality could not be calculated because the network was not connected. 
Paimio, Vehmaa, Uusikaupunki, Mynämäki, Halikko, and Marttila had 
betweenness centralities over 20, but it was clear that the values were more 
equal in the M11 network and there were no large differences between them. 
The overall graph clustering coefficient was 0.272.  

6.2.5.2. Subgroups in interlinking network without 

Turku 

The reduced interlinking network without Turku was also studied for 
subgroups. There were 50 cliques present in the reduced interlinking network. 
The two largest subgroups had 6 members each and both of them contained 
Askainen, Lemu, Masku, Raisio and Velkua. The sixth member in the first 
clique was Nousiainen and in the second clique the sixth member was 
Naantali. There were 12 cliques with 5 members. The rest of the cliques had 
three or four members. Of the 50 cliques found in the interlinking network 
when Turku was ignored 26 cliques contained municipalities from different 
functional regions. About 50% of the cliques were within their own functional 
regions. All the cliques are listed in Appendix F.  

At k=2 and minimum set size of 4, there were 275 k-plexes in the network. The 
three largest subgroups had 7 clearly overlapping municipalities. All of these 7 
largest k-plexes contained Askainen, Naantali, Nousiainen, Raisio, Velkua and 
in addition to these the first of the k-plexes contained Lemu and Masku, 
second contained Lemu and Mynämäki, and the third contained Masku and 
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Mynämäki. The three largest k-plexes all included municipalities from the 
functional region of Turku. Seven other k-plexes had the size of six members.  

A total of 9 cliques were found in the reciprocal interlinking network when 
Turku was excluded from the analysis. These cliques were:  

• Lemu, Nousiainen, Raisio 
• Nousiainen, Raisio, Velkua 
• Merimasku, Naantali, Raisio 
• Aura, Koski, Mellilä 
• Dragsfjärd, Kimito, Västanfjärd 
• Koski, Marttila, Mellilä 
• Kustavi, Uusikaupunki, Vehmaa 
• Laitila, Pyhäranta, Uusikaupunki, Vehmaa 

• Mynämäki, Uusikaupunki, Vehmaa 

Two of the cliques contained municipalities from different functional regions 
and these are written in bold in the list above. Turku’s central position had a 
great impact on the cliques, as Turku was a member of almost all the cliques. 
Removing Turku from the analysis allowed other cliques to form and new 
information about the dynamics of the network could be discovered. The 9 
cliques above were all formed of municipalities that were neighbours and that 
were reciprocally interlinking with each other.  

There were 11 k-plexes in the reciprocal network with Turku excluded and 
they all had the size of four. Most of the subgroups included Uusikaupunki (all 
except two). The rest of the members in the subgroups were from the 
functional regions of Vakka-Suomi and/or Turku. In this case the k-plexes had 
turned into a more restricting method than cliques to discover subgraphs, 
because with k=2 only subgraphs of the size of four or larger were included, 
while cliques could be created with only three adjacent nodes.  

6.2.6. Proximity data 

When the link counts were counted on the page ADM level there were a total 
of 3803 interlinking links in the region. There were 2161 interlinking links 
(56.82%) going from a larger Web site to a smaller Web site and in the 
opposite direction there were 1642 links (43.18%). If the links to and from the 
largest Web site in the region, Turku’s Web site, were excluded, there were 
816 interlinking links (58%) going from a larger Web site to a smaller Web site 
and 589 links (42%) going from a smaller Web site to a larger Web site. This 
showed that there was a slight tendency for larger Web sites to link to smaller 
Web sites and it was not only due to the linking of Turku.  
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The interlinking network was visualized in Figure 6.21 below so that the 
strength of the links correlates with the number of links. Turku was 
particularly well connected as it had 1324 outlinks to other municipalities 
when calculated on the page ADM level. There were three particularly strong 
connections visible: the 370 links from Lieto to Turku, 258 links from Laitila to 
Turku, and 109 links from Pargas to Turku. Other strong directional 
connections were from Aura to Pöytyä (95 links), Nousiainen to Raisio (82 
links), Turku to Kaarina (62 links), Turku to Paimio (60 links), Turku to 
Uusikaupunki (59 links), and Turku to Kimito (56 links). Turku had over ten 
outlinks to every municipality in the region.  

 

Figure 6.21. Interlinking between municipal Web sites 

Lieto had 47 outlinks to Marttila and to Koski, 43 outlinks to Kaarina, and 39 
outlinks to Naantali and Raisio. Kimito had 35 outlinks to Dragsfjärd and 23 



outlinks to Västanfjärd. Naantali ha
Rymättylä, and 16 to Masku. Raisio ha
outlinks to Raisio, Piikkiö had 14 to Kaarina, and Pyhäranta ha
Uusikaupunki. Rusko had 11 outlinks to Raisio, Sauvo ha
Uusikaupunki had 10 to Vehmaa. The remaining connections were lower than 
ten links.  

Turku’s central position in the region was clearly visible when the linking data 
was visualized with Pajek and the positions of the nodes were calculated with 
Kamada-Kawai algorithm (Figure 6.22
with connections with every other municipality in the region. 

Figure 6.22. Interlinking between municipal Web sites (Kamada

There were some clustering in the graph as municipalities from different 
functional regions were mostly drawn close to each other, with the exception 
of a couple of municipalities.  

6.2.6.1. Matching interlinking with geography

The exact distances between the municipalities were collected using Google 
Maps. The city centres or the munici
ending points and the distances between each pair of municipalities were 
calculated. The distances were road distances, which mean
the vast archipelago (mainly in the functional region of Turunmaa) 
distance between two municipalities was very different when measuring a 
straight line between the points and when measuring the distance using 
roads. The Spearman correlation between valued interlinking (page ADM, i.e. 
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Naantali had 17 outlinks to Merimasku, Raisio and 
Raisio had 19 outlinks to Naantali. Masku had 14 

14 to Kaarina, and Pyhäranta had 14 to 
11 outlinks to Raisio, Sauvo had 10 to Paimio, and 

Uusikaupunki had 10 to Vehmaa. The remaining connections were lower than 

Turku’s central position in the region was clearly visible when the linking data 
was visualized with Pajek and the positions of the nodes were calculated with 

22). Turku was in the centre of the graph 
with connections with every other municipality in the region.  

 

Interlinking between municipal Web sites (Kamada-Kawai) 

clustering in the graph as municipalities from different 
mostly drawn close to each other, with the exception 

Matching interlinking with geography 

The exact distances between the municipalities were collected using Google 
Maps. The city centres or the municipal centres were used as starting and 

and the distances between each pair of municipalities were 
re road distances, which meant that especially in 

(mainly in the functional region of Turunmaa) the 
distance between two municipalities was very different when measuring a 
straight line between the points and when measuring the distance using 
roads. The Spearman correlation between valued interlinking (page ADM, i.e. 
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using link counts) and distance between the municipalities was -0.318 and the 
result was significant at p=0.05. Normalizing the link counts to the size of 
either source or target sites did not have a significant impact on the 
correlation. The correlations were still between -0.314 or -0.322 respectively. 
This showed that there was a tendency for interlinking to decrease when 
distance increased, hence, interlinking was influenced by geography and in 
particularly by distance between the municipalities.  

6.2.6.2. Network properties of the valued interlinking 

graph 

To be able to use some of the methods from social network analysis on the 
valued graph with actual link counts, the graph had to be converted into a 
binary graph. This was done by choosing a suitable cut-off level of significance 
and converting all link counts equal or above that level to 1s and the rest to 
0s. An average link count for interlinking was calculated (13 links) and used as 
a level of significance to get a starting point for the analysis. Looking at the 
interlinking link counts showed that there are some link counts between 10 
and 13 links, but that almost all of the remaining link counts fall after that to 
less than 5. Because of the clear cut between 10 and 5 links the level of 
significance was slightly lowered to include the pairs of municipalities that 
have 10 or more links between them and that value was used in the 
conversion; all interlinking counts between pairs of municipalities that were 
equal or higher than 10 were converted to 1s, while the rest of the link counts 
were converted to (or that already were) 0s. This network was visualized in 
Figure 6.23 below. Turku had a very central role in the network and there 
were only a few links between other municipalities.  
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Figure 6.23. Interlinking between municipal Web sites converted to binary data 

The converted network was asymmetrical and therefore both out-degrees and 
in-degrees were calculated. Turku was again very central in the network, as it 
had the highest out-degree of 52 (98.11%) and the highest in-degree of 14 
(26.42%). Lieto had the second highest out-degree of 8, which was 15.10% of 
the out-degree of all possible outlinks. Naantali had an out-degree of 5 
(9.43%). The rest of the municipalities had an out-degree of 4 or less. Raisio 
had the second highest in-degree of 6, or 11.32% of all possible inlinks. The 
network centralization for the out-degrees was 96.76% and the network 
centralization for the in-degrees was 23.71%. The network was almost a 
perfect star when it comes to its out-degrees, but far from it for the in-
degrees. Houtskär was disconnected from the graph and hence the closeness 
centrality could not be measured. Turku had a betweenness centrality of 835, 
Raisio 102, Uusikaupunki 51 and Naantali 6. All the other municipalities had 
betweenness centralities of 0. There were 15 reciprocal links in the graph. 
Only one pair of municipalities connected by reciprocal links did not include 
Turku: Naantali and Raisio. In all the other 14 pairs Turku was one of the 
nodes.   

6.2.6.3. Subgroups in interlinking network  

The overall clustering coefficient for the interlinking network was 0.691.The 
graph was asymmetric so the direction was ignored when the graph was 
investigated for cliques. There were 20 cliques in the graph and Turku was a 
member of all the cliques. Nine of the cliques were in the functional region of 
Turku and the rest crossed borders of different functional regions.   
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A total of 43 k-plexes were found in the graph when k=2 and the minimum set 
size was set to 2*k. The largest subgroup had 5 members and these members 
were: Lieto, Masku, Naantali, Raisio, and Turku.
reciprocal links in the network that all created isolated pairs, there were no 
cliques or k-plexes in the reciprocal network. 

Because most of the links were outlinks from Turku, excluding Turku from the 
network left some isolated groups (Figure 
from the network there were five groups of strongly connected
but they were isolated from each other. Both Sauvo and Paimio, and Aura and 
Pöytyä, each formed isolated strongly connected pairs. Kimito, Västanfjärd 
and Dragsfjärd formed a group of three and Uusikaupunki, Kustavi, Pyhäranta, 
Vehmaa and Laitila formed a group of five. The rest of the municipalities in the 
graph were strongly connected to each other, forming a group between the 
remaining municipalities.  

Figure 6.24. Interlinking between municipal Web sites converted to binary 

data, excluding Turku

Converting the exact link counts to binary values in order to study some 
network properties in the network resulted in a network where Turku clearly 
had the most central role and only a few municipali
other municipalities than Turku. Because of the highly skewed nature of link 
data in this study it is possible that the average link count that was used as a 
cut-off level in the conversion was pulled up by Turku’s link counts, even
was slightly lowered when the actual link counts were studied. Some 
information is always lost in such conversions and in 
that quite a lot of information was lost. There were 28 disconnected nodes in 

lexes were found in the graph when k=2 and the minimum set 
ize was set to 2*k. The largest subgroup had 5 members and these members 

urku. Because there were only 15 
reciprocal links in the network that all created isolated pairs, there were no 

eciprocal network.  

Because most of the links were outlinks from Turku, excluding Turku from the 
Figure 6.24). When Turku was excluded 

from the network there were five groups of strongly connected municipalities 
but they were isolated from each other. Both Sauvo and Paimio, and Aura and 
Pöytyä, each formed isolated strongly connected pairs. Kimito, Västanfjärd 
and Dragsfjärd formed a group of three and Uusikaupunki, Kustavi, Pyhäranta, 

ila formed a group of five. The rest of the municipalities in the 
graph were strongly connected to each other, forming a group between the 

 

pal Web sites converted to binary 

data, excluding Turku 

Converting the exact link counts to binary values in order to study some 
network properties in the network resulted in a network where Turku clearly 
had the most central role and only a few municipalities had connections to 
other municipalities than Turku. Because of the highly skewed nature of link 
data in this study it is possible that the average link count that was used as a 

off level in the conversion was pulled up by Turku’s link counts, even if it 
was slightly lowered when the actual link counts were studied. Some 
information is always lost in such conversions and in this case it was apparent 

There were 28 disconnected nodes in 
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the network, while in the interlinking network based on the interlinking links 
at site ADM level all nodes were connected and revealed some information 
about their position in the network and their connections to other nodes. 
Also, because the site ADM automatically gives binary link data that can be 
used for network analysis it should be considered whether it is even necessary 
or meaningful to convert the actual link counts and risk losing some valuable 
data in the process. This dilemma will be discussed further in the next chapter.  

6.2.7. Interlinking motivations 

The motivations to create the links were classified in order to answer the third 
research question and to confirm the discovered patterns in the linking 
networks. In the classification of the linking motivations two aspects of the 
links were classified: 1) the type of information on the source and target 
pages, and 2) the purpose of the link to connect the source with the target.  

A random sample of 496 interlinking links was chosen and these links were 
located on 378 source pages. Some links and source pages had disappeared 
before they were visited for classification. About 12% of the links and about 
14% of the source pages had disappeared between the data collection and the 
link classification about 5 months later. A total of 435 interlinking links on 324 
source pages were visited and categorized and the results are shown in Table 
6.4 below. In the majority of the cases the content on the source page was 
clearly related with the content on the target page, which has not been the 
case for academic source and target pages in some earlier studies (Bar-Ilan, 
2004c; 2005c). Only the 11 source pages with link lists had different content 
from the target pages. In all the other cases if for instance the source page 
contained information about health care then the target page also contained 
information about health care. If the source page contained information for 
tourists then the target page also contained information for tourists.  
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Table 6.4. Classification of interlinking motivations 

 

There were two trends discovered in the interlinking motivations: 1) links 
were often motivated by official cooperation or relationships between 
municipalities and 2) links were often motivated by the adjacency of the 
municipalities. These two groups of motivations overlapped, as official 
cooperation often depends on the adjacency. The first trend, that links were 
motivated by official cooperation included links to services that the 
municipalities provided for their residents or tasks that the municipalities had 
agreed to join forces on. Some municipalities for instance, did not have 
Swedish schools but they still had Swedish speaking residents and some 
municipalities did not have education for all the grades. These municipalities 
would cooperate with a neighbouring municipality that offered these services 
and this cooperation would appear as a link on the source page containing 
information about schools and education on the first municipality’s Web site 
and the link would target similar content on the second municipality’s Web 
site. About 60% of the interlinking was motivated by similar official 
cooperation between the municipalities. It would not be logical or even 
economical to send the children to a school several municipalities away (if the 
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neighbouring municipality could provide for the service that the first 
municipality did not have). Hence geography indirectly had an impact on 
linking as well. Other examples of geographically motivated interlinking were 
the links to local rescue services and tourist information. Almost 90% of the 
links were motivated by the fact that the municipalities were close to each 
other, not necessarily neighbours, but close to each other. Interlinking links 
were primarily created because of official cooperation between the 
municipalities and the geographic closeness was a factor that made the 
cooperation possible and hence interlinking can be said to reflect geopolitical 
patterns between the municipalities in the region of Finland Proper.  

6.3. Co-inlinking 

Co-inlinking is an indirect measure of similarities or connections, as there are 
no direct links between the municipalities. The connection is created at some 
other Web site that has created links to at least two municipal Web sites. Co-
inlinking was assumed to give an external view of the relationships between 
the municipalities as it measured how often pairs of municipalities were linked 
to from Web sites outside the municipal Web space. MSN/Live Search engine 
and LexiURL Searcher were used to collect the pages that had outlinks to pairs 
of municipalities. Queries were submitted for all possible combinations of 
municipal Web sites. A total of 1,431 queries ((54 municipalities * 53 
municipalities) / 2) were submitted. It was also tested if changing the order of 
the domains in the queries would have any effect, but the results were 
consistent. For this research MSN/Live Search engine gave very stable results 
when Boolean logic was used in the queries to combine the advanced search 
features25.  

These 1,431 queries found a total of almost 78,000 pages as indexed by 
MSN/Live Search that had outlinks to pairs of municipalities, or to at least two 
of the municipalities in the region of Finland Proper. The average number of 
co-inlinks that a pair of municipalities received was 54, the maximum number 
of co-inlinks was 1,005 and the minimum was 7 co-inlinks. Every possible pair 
of municipalities did therefore receive some co-inlinks. Some of the pages 
were visited randomly and it was discovered that there were some pages with 
link lists to all municipalities in Finland. Such pages did not tell anything about 
the external view on relationships between the municipalities. They only gave 
a list of all municipalities. Before the results could be analyzed this issue had 
to be addressed and the data had to be cleaned from these unwanted pages 

                                                           
25 The advanced search features are no longer available (Live Search, 2007).  
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for better accuracy of the analysis. This was done while converting the link 
counts to binary form for network analysis.  

6.3.1. Level of significance 

To go through almost 78,000 pages manually in order to exclude noise (such 
as link lists to every municipality in Finland) was considered to be a too big a 
task. Therefore other methods were used to choose a suitable level of 
significance and with that, exclude some of the noise in link data. To convert 
the data into a binary matrix a level of co-inlinks that could be considered as 
significant enough to indicate a strong connection between the co-inlinked 
municipalities, and that would at the same time exclude a certain amount of 
noise or unwanted pages from the analysis was chosen. The binary matrix and 
the graph would then show the strongest co-inlinking to the municipalities, 
while the weakest connections would show as a lack of links between the 
nodes in the graph.  

The average number of co-inlinks was 54 and this was chosen as a level of 
significance. The data was converted to a binary matrix, which because the 
data showed co-occurrences was symmetrical. All pairs of municipalities that 
had 54 co-inlinks or more were marked with a 1 in the new matrix and those 
pairs of municipalities that had less than 54 co-inlinks were marked with a 0. 
There were 670 links present in the matrix, which was 23.4% of all possible 
links. The density of the matrix was therefore 23.4%. Turku was the most 
connected municipality with connections to 36 other municipalities. Other 
municipalities had between 25 and 0 connections. This co-inlinking matrix was 
visualized in Figure 6.25 below.  
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Figure 6.25. Co-inlinking to the municipal Web sites  

Some of the links in Figure 6.25 connected municipalities close to each other 
while other links connected municipalities from opposite sides of the region. 
The archipelago in the south and some of the municipalities in the functional 
region of Salo in east on the map did not receive as many co-inlinks as the 
centre of the region did.  

The co-inlinking was also visualized with Pajek and Kamada-Kawai algorithm 
(Figure 6.26). The same phenomenon as with the interlinking could be seen as 
the functional regions of Salo, Loimaa and Turunmaa created clear clusters 
while the functional regions of Turku and Vakka-Suomi blended into each 
other, as was stated to have been the case offline in the region as well. 
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Figure 6.26. Co-inlinking to the municipal Web sites 

Nagu was disconnected from the graph and Särkisalo had shifted halfway 
between the functional regions of Turunmaa and Salo to which it belonged. 
The functional region of Loimaa and the functional region of Salo were quite 
well clustered together.  

6.3.2. Matching co-inlinking with ge

It was tested whether the co-inlinking network matched with the geography 
of the region and if it followed geographic borders between the 
municipalities. First the actual link counts and the exact distances were used. 
A Spearman correlation of -0.549 (p=0.05) between distance and co
gave strong evidence that co-inlinking between municipalities decreased 
when distance between them increased. This was even clearer for the co
inlinking data than for interlinking.  

For the converted binary data a simple match that tested if the corresponding 
cells in both matrices contained the same value gave a 
Jaccard coefficient for the match was 0.277. 
the probability of getting the same matches or better
p=0.000, giving strong evidence that co
patterns. These measures gave similar results as for the interlinking network.

The co-inlinking matrix was combined with the geographic matrix to see 
where the co-inlinking matched with the shared borders between the 
municipalities. The combined M11 matrix was visualized in 

 

to the municipal Web sites (Kamada-Kawai) 

from the graph and Särkisalo had shifted halfway 
between the functional regions of Turunmaa and Salo to which it belonged. 
The functional region of Loimaa and the functional region of Salo were quite 

inlinking with geography 

inlinking network matched with the geography 
of the region and if it followed geographic borders between the 
municipalities. First the actual link counts and the exact distances were used. 

49 (p=0.05) between distance and co-inlinking 
inlinking between municipalities decreased 

This was even clearer for the co-

simple match that tested if the corresponding 
cells in both matrices contained the same value gave a match of 80.5%. The 
Jaccard coefficient for the match was 0.277. QAP correlation test showed that 
the probability of getting the same matches or better by accident was 
p=0.000, giving strong evidence that co-inlinking followed geographic 

These measures gave similar results as for the interlinking network. 

inlinking matrix was combined with the geographic matrix to see 
ing matched with the shared borders between the 

matrix was visualized in Figure 6.27 below. 
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There were 214 links present in the new matrix created from combining the 
co-inlinking matrix with the geographic matrix, which gave a density of 7.5% 
for the new matrix. A total of 214 co-inlinking connections matched with the 
shared borders between municipalities, which gave a precision of 67.7% for 
the match, but a total of 456 co-inlinks did not match with neighborhood and 
with that the comprehensiveness or the recall for the match was about 32%. 
There were some indications for co-inlinking to follow the neighbourhood in 
the region, but again studying the graph (Figure 6.27) suggested that the co-
inlinking may have been strongest within the functional regions, which was 
tested next.  

 

Figure 6.27. Co-inlinking to municipal Web sites that matches neighbourhood 

of the municipalities 
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The original co-inlinking matrix was permuted so that municipalities that 
belonged to the same functional region were grouped together in blocks. 
From this the percentage of all possible co-inlinks within the functional 
regions were calculated and presented in the block density matrix in Table 6.5 
below. A total of 63% (422 connections) of the co-inlinking connections were 
between municipalities in the same functional region, which was strong 
evidence for the co-inlinking to be strongest within the functional regions. In 
all the functional regions the co-inlinking within the region was stronger than 
to other regions. In the functional region of Loimaa almost all of the possible 
co-inlinking connections were present because only the link between Alastaro 
and Tarvasjoki was missing. The co-inlinking was also particularly strong in the 
functional regions of Vakka-Suomi and Turku. In Vakka-Suomi 76.2% of the 
possible links were present and in Turku 73.9% of the possible links were 
present. In the functional region of Salo 54.5% of all the possible links were 
present, while in Turunmaa only 28.6% of the links were present. The 
municipalities in Turunmaa were not that well connected with other 
functional regions either, as only 10.7% of all possible links to municipalities in 
Vakka-Suomi were present and the links to other functional regions were even 
fewer. Municipalities in Vakka-Suomi had as many links to municipalities in the 
functional region of Turku as municipalities in Turunmaa had within the 
functional region. The municipalities in the functional region of Turku were 
also quite well connected with municipalities in Salo region, as 18.2% of all 
possible ties were present.  

Table 6.5. Block density matrix of co-inlinking in and between functional 

regions 

  Loimaa Salo Turku  Turunmaa 
Vakka-
Suomi 

Loimaa 97.8% 3.6% 9.4% 0.0% 4.3% 

Salo 3.6% 54.5% 18.2% 1.1% 10.4% 

Turku  9.4% 18.2% 73.9% 9.0% 28.6% 

Turunmaa 0.0% 1.1% 9.0% 28.6% 10.7% 

Vakka-Suomi 4.3% 10.4% 28.6% 10.7% 76.2% 

 

The results from the block density matrix clearly showed that the 
municipalities in the same functional regions were better co-inlinked than 
municipalities in two different functional regions. The functional region of 
Loimaa is almost perfectly connected while only about a quarter of all possible 
links in the functional region of Turunmaa were present. It is possible that the 
vast archipelago in the functional region of Turunmaa has a greater impact on 
co-inlinking than it had on interlinking. The distances may be too long for the 



193 

municipalities to be linked to together. Classifying the reasons for creating the 
co-inlinks should give some answers to this.  

6.3.3. Network properties of the co-inlinking graphs 

Even in the co-inlinking graph Turku had a central role, as the network 
analyses showed, but the central role of Turku was not as clear as in the 
interlinking network. The degree centrality of Turku was 36 and the 
normalized degree centrality of Turku was 67.9%. The municipality with the 
second highest degree centrality was Mynämäki with the value 25 and 47.2% 
for the normalized degree centrality. Nine other municipalities had a degree 
centrality of over 20 and six of these municipalities had a normalized degree 
centrality of over 40%. The degree centralization for the whole network was 
46.23%. This suggested a greater equality between the municipalities in the 
co-inlinking network than between the municipalities in the interlinking 
network. Nagu was disconnected from the graph and hence the closeness 
centrality could not be measured, because technically the unconnected node 
would have lead to infinite distances between the nodes. Turku had the 
highest betweenness centrality of 359. Loimaa had a betweenness centrality 
of 142 and Salo had 126. All the other municipalities had values less than 100.  

6.3.4. Subgroups in co-inlinking network 

The clustering coefficient for the overall graph was 0.727 and together with 
the low distance of 2.074, this suggested the presence of small worlds in the 
co-inlinking network. Because the co-inlinking matrix was symmetric the 
reciprocity of the graph was 100%. There were 50 cliques present in the 
network. The largest clique had 13 members and these were: Halikko, Kaarina, 
Lieto, Masku, Mynämäki, Naantali, Paimio, Piikkiö, Raisio, Salo, Sauvo, Turku, 
and Uusikaupunki. There were also a total of 587 k-plexes, which was hardly a 
useful measure for a network with 54 nodes. Because Turku’s position and 
role in the co-inlinking network was not as central as in the interlinking 
network, removing Turku from the network and repeating the analyses was 
not considered as meaningful as it would not have changed the results 
significantly or revealed new information that had not been discovered yet.  

6.3.5. Co-inlinking motivations 

The co-inlinking motivations were classified to partly answer the third 
research question. The motivations to create the co-inlinking links were 
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analyzed by studying three different aspects. For the interlinking links both 
the content of the source and target pages and the purpose of the link were 
analyzed, but in addition to these for co-inlinking it was analyzed whether 
there were any apparent reasons for creating both of the links and whether 
there was some kind of connection between the links and their targets on the 
source pages. Co-inlinking creates indirect connections between the target 
sites, as there are no direct links between them. The connection between the 
target sites is created on the source page when there are two links to two 
targets. Hence it is important to analyze if there has been any apparent reason 
why both of the links have been created and why they are connected.  

A random sample of 449 source pages for co-inlinks was selected, but about 
two years after the data collection when the classification was done, the 
majority of the source pages had disappeared. Of the original sample 184 
source pages existed and these were visited and the links on them were 
classified. Almost 60% of the source pages had been removed within a time 
period of about two years. Some of these were due to completed municipal 
mergers. Thelwall (2006) suggested that 160 links would be sufficient for a 
classification exercise considering the dynamic nature of the Web, which 
suggests that the sample of 184 source pages for co-inlinks in this research 
should be sufficient to classify the motivations for link creation.  

Most of the source pages contained link lists of different topics and various 
lengths. On a total of 86.4% (159 pages) of the source pages the co-inlinks 
were in link lists. Through these link lists municipalities close to each other and 
also municipalities further apart were combined. About 11% of the co-inlinks 
were in the text on the source page. Six of the source pages (3.3%), where the 
links were in the text, were biographies where the municipalities that the 
writer had lived in were mentioned. On four source pages (2.2%) only two 
municipalities were linked to, in all the other cases there were links to more 
than two municipalities on the source page.  

The source pages with the link lists covered a wide variety of different topics: 
tourist information (21 pages, 11.4% of total source pages), lists of members 
in various associations (17 pages, 9.2%), link lists to schools and various 
educational resources (14 pages, 7.6%), links to business information and 
other business related resources (14 pages, 7.6%), links to sports related Web 
sites and Web sites of sports associations (12 pages, 6.5%), links to sites with 
information about museums (9 pages, 4.9%), lists of members of library 
networks (9 pages, 4.9%) and link lists to different information sources about 
health care (8 pages, 4.3%). In some of the cases the link lists did not have any 
apparent common factor (22 pages, 12%). The remaining topics of source 
pages included links to e.g. waste management (2 source pages, 1.1%), local 
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events (3 source pages, 1.6%), local news papers (3 source pages, 1.6%), fire 
departments (5 source pages, 2.7%), and job resources (6 source pages, 3.3%).  

In most of the cases the target pages were the homepages of the 
municipalities. If all the target pages had been unique, there should have been 
twice as many target pages than source pages, but many co-inlinks targeted 
the same pages. Of the target pages 122 (68.9%) were the municipalities’ 
homepages, while 55 (31.1%) of the target pages targeted some specific 
content inside the municipal Web sites. Because most of the target pages 
were homepages, there were actually less target pages than source pages. 
There were a total of 177 target pages. Ten (5.6%) of the content specific 
target pages were library sites or other library related pages and eight pages 
(4.5%) contained information about schools in the municipality. Other target 
page types were e.g. fire departments (6 pages, 3.4%), museums (5 pages, 
2.8%), waste management (2 pages, 1.1%), job resources (2 pages, 1.1%), 
sports related pages (2 pages, 1.1%), and health care (2 pages, 1.1%).  

The relationships between the municipalities created through the co-inlinks 
on the 184 source pages were also investigated. On about 46% (84 pages) of 
the source pages the links to the municipalities had been created simply 
because the municipalities were in the same geographic region or because 
they were geographically close to each other. In 32 cases (17.4%) the targeted 
municipalities were just close to each other, while in 37 cases (20.1%) they 
were in the same geographic region. In six cases (3.3%) it was obvious that the 
municipalities had been co-inlinked to because they were in the region of 
Finland Proper. In five cases (2.7%) the municipalities had been co-inlinked to 
because they were in Finland (these were link lists to every municipality in 
Finland) and in four cases (2.2%) the municipalities had been co-inlinked to 
because they were on the same island (Kimito, Dragsfjärd, and Västanfjärd). In 
13 cases (7.1%) the links had been created because the municipalities were 
members of the same association or campaign. In a total of 19 cases (10.3%) 
there was no apparent relationship between the municipalities that had been 
co-inlinked together. The other connecting factors were related to e.g. fire 
departments, museums, libraries, tourism, waste management, sports, 
nature, and businesses. Most of these were related to the official duties and 
tasks of the municipalities, and it could in fact be argued that even these 
indicated a geographic connection or geographic closeness. It would not seem 
logical to link to e.g. fire departments that are far away.  

The classification exercise of the linking motivations was quite straight-
forward as most of the links were in link lists of various topics and targeted 
the homepages of the municipalities. It was clear that the majority of the co-
inlinking links had been created to show a connection with the municipalities 
or with the geographic area the municipalities were in.  



196 

6.4. Co-outlinking 

Counted at the site ADM level there were 7,535 co-outlinks on the municipal 
Web sites, that is, outlinks to Web sites (or Web pages) that were found from 
at least two municipalities. All the co-outlinks were also outlinks on the 
municipal Web sites, but all the outlinks did not have to be co-outlinks. These 
shared interests between municipalities were converted into a binary matrix 
with the BibExcel software (Persson, 2006). The binary connectivity matrix 
based on co-outlinking had a total of 986 links. The density of the matrix was 
34.5%, which meant that about one third of all possible links were present in 
the network. The network was visualized on a geographic map in Figure 6.28.  

 

Figure 6.28. Co-outlinking from the municipal Web sites 



No visible patterns emerged from this visualization as there were 
links connecting municipalities from different areas of the graph. Although 
some of the municipalities in the functional region of Salo were disconnected 
from the graph, indicating loose connections in this functional region. There 
were more disconnected nodes in the co
previous two linking networks. The disconnected nodes were: Lemu, Sauvo, 
Suomusjärvi, Pertteli, Kuusjoki, Nagu, Mietoi

The co-outlinks were also visualized with Pajek and the Kamad
algorithm (Figure 6.29). The functional regions were again coloured for 
visualization purposes. No clear patterns or clusters could be seen in the graph 
as the municipalities blended with each other. There were a lot of li
present between the municipalities without any particular visible pattern. 
made it difficult to draw any conclusions or interpretations from the maps. 

Figure 6.29. Co-outlinking from the municipal

The only possible interpretation was that there were too many co
which were created for many different motivations and purposes, and hence 
there were no clear patterns in the network graph
were many different overlapping categories of link types in the co
network, and if these could have been extracted and analyzed separately 
some useful information could have been discovered. 
outlinking according to genres could s
municipalities within that genre.  
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No visible patterns emerged from this visualization as there were plenty of 
links connecting municipalities from different areas of the graph. Although 
some of the municipalities in the functional region of Salo were disconnected 
from the graph, indicating loose connections in this functional region. There 

onnected nodes in the co-outlinking network than in the 
The disconnected nodes were: Lemu, Sauvo, 

Suomusjärvi, Pertteli, Kuusjoki, Nagu, Mietoinen, and Merimasku.  

outlinks were also visualized with Pajek and the Kamada-Kawai 
). The functional regions were again coloured for 

visualization purposes. No clear patterns or clusters could be seen in the graph 
blended with each other. There were a lot of links 

present between the municipalities without any particular visible pattern. This 
draw any conclusions or interpretations from the maps.  

 

from the municipal Web sites (Kamada-Kawai) 

The only possible interpretation was that there were too many co-outlinks 
which were created for many different motivations and purposes, and hence 

in the network graph. It was possible that there 
many different overlapping categories of link types in the co-outlinking 

network, and if these could have been extracted and analyzed separately 
some useful information could have been discovered. Categorizing the co-
outlinking according to genres could show the shared interests of the 



198 

6.4.1. Matching co-outlinking with geography 

The co-outlinking network was tested for similarities with the geography in 
the region. A simple match between the co-outlinking network and the 
geographic network was 66.8% and the Jaccard coefficient was a very low 
0.156. Although QAP confirms that these were statistically reliable and could 
not have been obtained by chance (p=0.000), these were the lowest matches 
of the three different linking types. The co-outlinking matrix was also 
combined with the geographic matrix to calculate the existing matches. There 
were 176 links present in the new matrix, which gave a precision of 55.7% for 
the match. However there were many co-outlinks that did not match with 
geography and hence the recall was a quite low 18%.  

In a way these results confirm the results from the two previous linking 
networks, interlinking and co-inlinking. Both interlinking and co-inlinking 
networks had a simple match of over 80% with the geography in the region. 
Co-outlinking network, although it had a much higher density, had a clearly 
lower simple match with geography and a lower recall. This suggests that a 
higher density alone do not result in a higher match, the higher density has to 
be a result of links that follow geography. This in a way increases the reliability 
of the results from interlinking and co-inlinking and confirms that the 
precision/recall method and maybe even simple match are good indicators of 
similarities between two binary connectivity matrices.  

A block density matrix was created to study the co-outlinking within and 
between the functional regions (Table 6.6). All of the possible links in Loimaa 
were present (100%), which meant that the municipalities in the functional 
region of Loimaa were completely connected to each other. Also, the links 
between the functional region of Loimaa and the other functional regions 
were clearly fewer than within Loimaa. Three quarters of all possible links 
were present in the functional region of Turunmaa (70%) and about half of all 
possible links were present in Vakka-Suomi (51.28%). Vakka-Suomi had the 
most links not to itself, but to Turunmaa (60.71%). Links in the functional 
region of Salo and between Salo and the other functional regions were all 
about 20-25%. Salo was therefore about as strongly connected inside the 
functional region as it was to the outside. Turku was internally connected to 
about 40%, but it was almost as well connected to Vakka-Suomi (35%), 
Turunmaa (35%) and Loimaa (35%).  
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Table 6.6. Block density matrix according to the functional regions for co-

outlinking 

  Loimaa Salo Turunmaa 
Vakka-
Suomi Turku 

Loimaa 100.00% 24.55% 26.25% 38.57% 35.00% 

Salo 24.55% 23.64% 20.45% 22.08% 19.70% 

Turunmaa 26.25% 20.45% 75.00% 60.71% 34.03% 

Vakka-Suomi 38.57% 22.08% 60.71% 51.28% 35.71% 

Turku 35.00% 19.70% 34.03% 35.71% 40.52% 

 

The results showed that only Loimaa and Turunmaa were clearly better 
connected within their functional regions than to other regions, but even they 
were well connected to other regions. What could be read from the results 
above was that there were many links connecting the municipalities within 
and between the functional regions without clear patterns.  

6.4.2. Network properties of the co-outlinking graphs 

The degree centrality of Turku was 45 and the normalized degree centrality of 
Turku was 84.91%. Koski, surprisingly also had a very high degree centrality 
(43) and normalized degree centrality (81.13%). Half of the 54 municipalities 
had a degree centrality of over 20, indicating strong connections between 
many municipalities. Degree centralization for the whole network was 52.39%. 
The network had some disconnected nodes and hence closeness centrality 
could not be counted for the whole network. Turku had the highest 
betweenness centrality of 118 and Koski had a betweenness centrality of 89. 
The rest of the municipalities had a betweenness centrality of less than 40. 
The average geodesic distance of the network was 1.52. The clustering 
coefficient for the co-outlinking graph was 0.78. A total of 60 cliques of at 
least three nodes were found. The largest cliques had 18 nodes. A total of 
1073 k-plexes were discovered. Neither cliques nor k-plexes gave any useful 
information because the network was too dense and too well connected. The 
results showed a higher equality in the network in comparison to interlinking 
and co-inlinking networks. There were no clear centre which would have been 
the most influential or advantageous node. The distances between the nodes 
were low because of the many connections crossing different areas of the 
region and the low clustering indicated that there were no clear structures in 
the network.  
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6.4.3. Co-outlinking motivations 

It was hypothesized that the co-outlinking data included many different types 
of links and purposes for creating them, and that analyzing these types or 
genres separately could reveal some new information about the relationships 
between the municipalities. Categorizing the co-outlinking from the 
municipalities into genres or types could also reveal something about the 
shared interests related to that particular type of co-outlinking or that 
particular genre.  

When the co-outlinking motivations were investigated, the purpose of the 
links became soon clear. The purpose of almost all of the co-outlinks was the 
same, to link to some external information sources or to extend the 
information provided on the municipalities Web sites with some additional 
resources. In that sense the co-outlinking links indicated some official action 
of the municipalities. The links to the CMS’s homepages that some 
municipalities used were an exception to this purpose, but they were not even 
created by the municipalities as they were automatically generated. Because 
the purpose of the links was the same for almost all of the links, the links were 
categorized according to the type of information associated with the links and 
the context they were created in. This also partly answered the third research 
question.  

All 7535 co-outlinks were manually categorized in 21 different categories 
according to the content on the source and target pages. This was done by 
creating new categories when new types of content that did not fit in existing 
categories were found. These categories are listed in Table 6.7 and explained 
below. The category Libraries had 392 co-outlinks to small local libraries, 
bigger national libraries, online library catalogues and public archives. There 
were a total of 540 co-outlinks to different schools and organizations related 
to education in the Education category. Among these links were links to both 
small local schools, universities and e.g. to the Web site of Ministry of 
Education. The category Health care included co-outlinks to rescue services, 
hospitals, different health or disease related associations and health 
information services. This category had 370 co-outlinks. The category 
Recycling included co-outlinks to Web sites related to recycling and waste 
management. There were a total of 99 co-outlinks in this category. The 
category Tourism had 203 co-outlinks to both smaller local tourist attractions 
and national Web sites promoting tourism and other information services. The 
277 co-outlinks in the genre Agriculture included co-outlinks to sites and 
pages about agriculture, forestry and marine related sites. Sites in this genre 
included e.g. the Web sites of the Ministry of Agriculture and Forestry, the 
Central Union of Agricultural Producers and Forest Owners and the Institute of 
Marine Research. The genre Business included all businesses and industries 
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that could not clearly be included in any other category. Among these 679 co-
outlinks were links to both small local businesses and larger national 
businesses. Recreation was the most diverse category with 723 co-outlinks to 
Web sites related to e.g. music, television, radio, reading, hobbies, museums, 
festivals and exhibitions. The category Sports included 298 co-outlinks to e.g. 
team sports clubs, sporting associations and even some sports related 
businesses like golf courts. The category Traffic had 253 co-outlinks to Web 
sites and businesses related to traffic and transportation by cars, trains, boats 
or airplanes. The category Newspapers contained 998 links to sites of local, 
national and international newspapers, magazines and comic books. Category 
Search engines included 221 links to national and international search engines 
and directories. The category named Living and building included 154 links to 
information services that contained information about living and building. In 
the category Software and hardware were all co-outlinks (184) to different 
CMSs that were used and other software companies, e.g. Adobe Acrobat 
Reader, Microsoft Support and F-Secure. The category Religion was the 
smallest of all categories with only 28 co-outlinks. In the category Nature all 
248 links were related to nature, animals and environmental protection. 
Banking and insurance included 106 links to banks and insurance companies 
as well as information services related to the subject. The category Other 

regions contained 103 co-outlinks to other municipalities, cities and regions 
that were located outside the researched region of Finland Proper. Category 
Central government administration contained 425 links to different ministries 
and other governmental offices. Category Kids and youth contained 99 co-
outlinks to Web sites created for or related to kids and youth. In the last 
category, Miscellaneous, were all the uncategorized co-outlinks, e.g. links 
related to food, maps, weather, consumers, genealogy and different 
associations.  
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Table 6.7. List of co-outlinking categories 

Category Co-outlinks 

Miscellaneous 1135 

Newspapers 998 

Recreation 723 

Business 679 

Education 540 

Central government administration  425 

Libraries 392 

Health care  370 

Sports 298 

Agriculture 277 

Traffic 253 

Nature 248 

Search engines  221 

Tourism  203 

Software and hardware  184 

Living and building  154 

Banking and insurance  106 

Other regions  103 

Recycling 99 

Kids and youth  99 
Religion 28 

Total 7535 

6.4.4. Co-outlinking to libraries and library related Web 

sites 

Cooperation between the libraries in the region of Finland Proper is extensive 
and hence the category with co-outlinking to libraries and library related Web 
sites and pages was chosen to function as a model case to demonstrate the 
methodology used to manipulate the co-outlinking matrices and analyze some 
network properties in them. Co-outlinking to libraries was a good example 
case because information about cooperation between libraries in different 
municipalities and shared resources was available through the libraries’ Web 
sites. 
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All of the libraries in the region of Finland Proper had online databases from 
which the residents could search for books and other items, place orders and 
renew their loans. Almost all libraries used shared databases that made it 
possible to browse through items in some other municipalities as well. There 
were six library networks with online databases in the region and most of the 
libraries belonged to one of them. For instance the online database called 
Blanka (http://www.blanka.fi/geminiwww/) was a shared resource of the 
municipalities in the functional region of Turunmaa, namely Dragsfjärd, 
Houtskär, Iniö, Kimito, Korpo, Nagu, Pargas and Västanfjärd. The other 
databases were called Loisto (http://loisto.kirjas.to/), Loki 
(http://www.lokikirjastot.fi/), Salomo (http://kirjastot.salonseutu.fi/), Peimari 
(http://kaarina.kirjas.to/) and Kirvakka (every municipality had their own entry 
pages to the database). Only Lieto, Somero and Turku were not part of any 
library cooperation or there was no information found about such 
cooperation. Other co-outlinking categories could also have been tested but 
they did not have as clearly defined cooperation in the region as the libraries 
did.  

The libraries’ online databases were visited and the existing cooperation was 
used to create a binary connectivity matrix based on the member 
municipalities sharing an online database. This binary connectivity matrix was 
then compared with the co-outlinking network based on library related 
linking. The goal with these analyses was to find a method to extract co-
outlinking data that would best match with the actual cooperation between 
the libraries and hence it was decided that all the network properties of each 
network were not necessary to do. It was decided that only the density, 
distance, and the clustering coefficient were measured as these seemed the 
most useful in mapping the overall structures of the networks. The most 
accurate co-outlinking data that would reflect the actual situation in the 
municipalities would then have the highest match with the matrix based on 
actual cooperation.  

6.4.4.1. Total co-outlinking to libraries 

As a result of dividing the total co-outlinks to categories according to the 
content of the source and target pages some patterns started to emerge in 
the graph. In Figure 6.30 below the co-outlinks to libraries or library related 
Web sites or pages were visualized. The colours of the nodes are again colour-
coded according to the colours used for the functional regions earlier. The 
density of the matrix and the graph was 42%. The average distance of the 
network was 1.48 and the clustering coefficient for the graph was 0.92, 
indicating the existence of small world phenomenon in the network. 
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Figure 6.30. Co-outlinking to libraries and library related Web sites 

The graph showed some clustering. The library cooperation in the functional 
region of Turunmaa and in Salo could be separated from the graph, but there 
was still a large, very tightly connected cluster with no obvious patterns in it.  

6.4.4.2. Co-outlinking to libraries with link counts over 

average removed 

An attempt to get the best possible co-outlinking data was made by removing 
links to more general level of Web sites that might not be useful for the 
analyses. In section 6.3 a cut-off level of significance was calculated from the 
average amount of co-inlinks to convert the co-inlinking data into a binary 
matrix and while doing so, clean some of the co-inlinks that were assumed to 
come from different link lists. For co-inlinking the cut-off level was used to 
remove those links that were below the average number of co-inlinks to find 
the strongest connections. The same method was modified slightly and used 
to manipulate the co-outlinking data. Instead of removing the links that were 
below the average, the links that were over the average were removed. 
Visiting some of the co-outlinks revealed that some larger and more general 
organizations attracted a large amount of co-outlinks. These organizations did 
not necessarily reveal anything new about the shared interests the 
municipalities had. Such organizations included some ministries, software 
companies and different online services e.g. search engines. By removing the 
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co-outlinks over average it was hoped that most of these general co-outlinks 
would be removed and the more infrequent co-outlinks supposedly indicating 
local connections would remain.  

In Figure 6.31 below co-outlinks over the average amount of co-outlinks that a 
single organization got has been removed. The density of the matrix 
decreased to a very low 0.07%. The average distance for the whole network 
was 1.84 and the clustering coefficient for the graph was 0.78, giving some 
indication of small world phenomenon in the network.  

 

Figure 6.31. Co-outlinking to libraries with link counts over average removed 

The graph was clearer, although no additional patterns did emerge. The 
municipalities in the functional region of Turunmaa were separated from the 
centre and clustered somewhat together, but other patterns were not visible. 

6.4.4.3. Co-outlinking to libraries combined with 

geography 

The library related co-outlinking data was combined with the geographical 
matrix, giving a new matrix with only those co-outlinks that matched with 
shared borders between the municipalities. Boolean logic was used to 
combine the two matrices into a new third one, which was visualized and 
analyzed below (Figure 6.32). The density of the matrix was 0.07%. The 
average distance of the network was 3.95 and the clustering coefficient for 
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the graph was 0.57. From these results it can be concluded that there were no 
signs of small world phenomenon in the network.  

 

Figure 6.32. Co-outlinking to libraries combined with the geographic matrix 

Some clear patterns emerged and it was obvious that these followed the 
geography in the region, because the graph was partly built with geographic 
data.  

6.4.4.4. Co-outlinking to libraries combined with 

geography and link counts over average removed 

Another attempt was made to remove some of the more general Web sites 
attracting most of the co-outlinks. The matrix of library related co-outlinking 
with links over average removed was combined with geography (Figure 6.33). 
The density of the matrix decreased even more to a very low 0.02%. The 
average geodesic distance for the network was 1.93 and the clustering 
coefficient of the graph was 0.70, indicating the existence of small world 
phenomenon in the network. However, most of the nodes were disconnected 
from the network and the remaining nodes clustered in their own 
independent islands.  
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Figure 6.33. Co-outlinking to libraries with link counts over average removed, 

combined with the geographic matrix 

Over half of the nodes were disconnected from the network, which makes it 
almost impossible for any patterns to emerge with so few nodes left 
connected. This method to manipulate the network left too many nodes 
disconnected.  

6.4.4.5. Co-outlinking to libraries, manually cleaned 

data 

Finally the library related co-outlinking data was manually cleaned by 
removing all co-outlinks that lead to Web sites or pages located outside the 
studied region of municipalities (Figure 6.34). The removed links included links 
to other libraries, archives, writers and information sources located outside 
the region of Finland Proper. The density of this manually cleaned matrix was 
12%. The average geodesic distance of the whole network was 1.91 and the 
clustering coefficient for the graph was 0.87, giving strong indication of the 
existence of small world phenomenon in the network.   
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Figure 6.34. Co-outlinking to libraries with links targeting Web sites outside the 

studied region manually removed 

From the manually cleaned data some patterns emerged. Turku was the most 
central node, which was logical as it had the largest library in the region and 
many other libraries connect to it. The library network in the functional region 
of Salo was very tightly clustered, and so was the library network in 
Turunmaa, with some additional municipalities from Vakka-Suomi. However, 
quite many nodes were disconnected from the graph. The clearest patterns 
emerged from the manually cleaned data, although cleaning the data 
manually was very time consuming and cannot therefore be recommended.  

6.4.4.6. Comparing library related co-outlinking 

matrices 

To get some idea about how well these different networks presented above 
matched with the actual situation of cooperation between libraries in 
different municipalities the precision and the recall of the matches were 
calculated. Table 6.8 and Figure 6.35 below shows the precision and the recall 
of the matches between the networks based on the actual library cooperation 
and the five different co-outlinking matrices presented above. The co-
outlinking combined with geography and the manually cleaned data matrix 
showed the highest precision when compared to the library cooperation. Co-
outlinking combined with geography had a precision of 55% and the precision 
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of the manually cleaned data was about 50%. The original matrix of co-
outlinking to libraries had clearly the highest recall of 67%. The manually 
cleaned data matrix had a recall of 42%. The average value of precision and 
recall was highest for the manually cleaned data (46%), but the value for the 
original co-outlinking matrix was just slightly lower (45%). The co-outlinking 
combined with geography had also a fairly high average value of precision and 
recall (42%). The three methods that gave quite similar average values 
seemed to be the best choices when comparing co-outlinking data with the 
data from other information sources, but the original co-outlinking matrix had 
a low precision and the co-outlinking joined with geography had a low recall. 
Only the manually cleaned data matrix had a very low difference between 
precision and recall, which was considered as evidence of the strength of the 
method. Cleaning the data manually was the best method to get the best data 
but it took a long time to manually go through each link, which was a clear 
weakness of the method.  

Table 6.8. Precision and recall of the co-outlinking matches 

  Precision Recall Average Difference 

Co-outlinking 23.08% 66.99% 45.03% 43.91 

Co-outlinking (average) 22.86% 11.65% 17.25% 11.21 
Co-outlinking combined with 
geography 55.34% 27.67% 41.50% 27.67 
Co-outlinking combined with 
geography (aver.) 32.26% 4.85% 18.56% 27.40 

Manually cleaned data 49.71% 42.23% 45.97% 7.48 
 

Figure 6.35 clearly shows how recall was very high for the total library related 
co-outlinking data, but that the precision of it was quite low. The highest 
precision was obtained when co-outlinking to libraries was combined with a 
geographic matrix, but the recall was quite low for that. Both of these resulted 
in a high difference between precision and recall. Lowest difference, with 
quite high precision and recall, was obtained when the data was manually 
cleaned by removing all co-outlinks that were to Web sites of organizations 
located outside the region of Finland Proper.  
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Figure 6.35. Precision and recall of the co-outlinking matches

related co-outlinking data

The co-outlinking data required a lot of cleaning and manipulating and even 
then the results were not very encouraging. Manually categorizing the co
outlinking data by content on source and target pages and then manually 
cleaning the data required a lot of time, and with the rather inconsistent 
results it may not be worth the effort. Unless some parts of the categorizing or 
the data cleaning can be automated, using co
recommend, at least not for discovering shared interests. 

6.5. Conclusions 

Different aspects of the link counts and Web sites’ features were analyzed and 
some patterns were discovered. Larger municipalities had larger and 
Web sites that again had more outlinks and more inlinks. Municipalities with 
older residents had newer and smaller Web sites. Language had an impact on 
linking because in the bilingual municipalities that had Swedish as the majority 
language the Swedish domain was usually linked to. 

Interlinking was mainly motivated by official cooperation and it showed the 
direct connections the municipalities had to each other. Geography also had 
an impact on the motivations to create interlinking links between the
municipalities. Interlinking was influenced by adjacency 
municipalities in the same functional regions interlinked more than 
municipalities in different functional regions. It can in fact be concluded that 
interlinking could be used to map cooperation that adjacency 
between the municipalities had made possible, and that interlinking could in 

 

outlinking matches for the library 

outlinking data 

outlinking data required a lot of cleaning and manipulating and even 
then the results were not very encouraging. Manually categorizing the co-

nking data by content on source and target pages and then manually 
cleaning the data required a lot of time, and with the rather inconsistent 
results it may not be worth the effort. Unless some parts of the categorizing or 

d, using co-outlinking data cannot be 
recommend, at least not for discovering shared interests.  

Different aspects of the link counts and Web sites’ features were analyzed and 
some patterns were discovered. Larger municipalities had larger and older 
Web sites that again had more outlinks and more inlinks. Municipalities with 
older residents had newer and smaller Web sites. Language had an impact on 
linking because in the bilingual municipalities that had Swedish as the majority 

ish domain was usually linked to.  

Interlinking was mainly motivated by official cooperation and it showed the 
direct connections the municipalities had to each other. Geography also had 
an impact on the motivations to create interlinking links between the 
municipalities. Interlinking was influenced by adjacency and distance as 
municipalities in the same functional regions interlinked more than 
municipalities in different functional regions. It can in fact be concluded that 

cooperation that adjacency and distance 
between the municipalities had made possible, and that interlinking could in 
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fact map geopolitical connections between the municipalities in the region of 
Finland Proper. 

Co-inlinking to the municipalities in the region was mainly motivated by the 
fact that the link creator wanted to show a connection with the region, and in 
that sense co-inlinking was a measure of similarity, geographic similarity, 
between the municipalities. Co-inlinking was also discovered to have been 
influenced by the adjacency of the municipalities, but there were no evidence 
that co-inlinking could be used to map cooperative patterns between the 
municipalities.  

Co-outlinking included different overlapping types of linking which made it 
difficult to find any patterns from it, but once the links were classified 
according to content of the source and target pages some patterns started to 
emerge. Co-outlinking to libraries and library related Web sites was chosen for 
closer analysis and different ways to manipulate the link data in order to get 
the best possible link data were tested and it was discovered that the best 
results were obtained by manually cleaning the link data. Manually cleaning 
the data required a lot of work but it produced a significant improvement to 
the results. Still, co-outlinking is not a very good data source in comparison to 
interlinking and co-inlinking data that were easier to analyze and gave some 
clear-cut results in contrast to co-outlinking data. 
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“The most exciting phrase to hear in science, 
 the one that heralds new discoveries, 

 is not 'Eureka!', but 'That's funny...'” 
Isaac Asimov, 1920-1992 

 

 

7. Discussion 

 

The dynamic nature of the Web (Ke et al., 2005), means that any Web 
research using links or content on Web pages is always a snapshot of that 
particular moment on the Web. The structure of the Web also means that 
when crawling a Web site or using a search engine to collect the link data, 
researchers cannot be sure if they have collected everything (Broder et al., 
2000). Parts of the Web sites can be banned from the Web crawlers (Koster, 
2009a; 2009b) and ethical Web crawlers would not access these banned parts 
(Thelwall & Stuart, 2006). Search engines do not cover the whole Web 
(Lawrence & Giles, 1998; 1999b) and they may be unstable from time to time 
(Bar-Ilan, 2000b; Mettrop & Nieuwenhuysen, 2002). Although search engines 
have become more stable (e.g. Thelwall, 2001a; 2001b; Li, et al., 2003; 
Vaughan & Thelwall, 2003; Vaughan, 2004a), they may not crawl whole Web 
sites (Aguillo, 2006) and in some cases they may be biased (Baeza-Yates & 
Castillo, 2001; Baeza-Yates, Saint-Jean & Castillo, 2002) or even have 
economic or political motivations to exclude some Web sites or Web pages 
from the results (Introna & Nissenbaum, 2000). Even with such limitations 
earlier studies have discovered patterns in linking networks and significant 
correlations between online and offline phenomenon validating the results 
through link classifications. However, these limitations have to be considered 
when interpreting and discussing the results from any research that is using 
links and content collected from the Web.  

7.1. Research questions 

Several aspects of the municipal Web space in the region of Finland Proper 
were studied in this research and some expected and even unexpected 
discoveries were made. Both webometric research methods and methods 
from social network analysis were used to analyze the linking networks and 
one of the main contributions of this research is a set of methodological 
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developments that will benefit future webometric research and hyperlink 
network analysis.  

From a broad perspective, the goal of this research was to increase 
understanding of linking behaviour on the Web and especially of government 
related web linking, an area that had not been widely researched previously. 
The purpose of this research was also to test and develop methods to analyze 
linking (interlinking, co-inlinking and co-outlinking) networks and to 
investigate whether linking networks can be used to map cooperation and 
geopolitical relationships between the municipalities in the region of Finland 
Proper. To meet the goals of this research, three broad research questions 
were formulated and answered: 

Research question 1: How do municipalities in the region of Finland 

Proper use the Web? 

Several aspects of the municipal Web space were studied to see how 
the municipalities were using Web links and how the municipalities 
were linked to. Information about Web site sizes, age of the Web 
sites, number of outlinks and inlinks both within the region and from 
the whole Web were collected, analyzed and tested for correlations 
with some offline properties of the municipalities.  

Research question 2: Can links (interlinking, co-inlinking and/or co-

outlinking) be used to map cooperation between municipalities?  

Different linking types (interlinking, co-inlinking and co-outlinking) 
were analyzed with a triangulation of methods to see what kind of 
information could be embedded in the linking networks and whether 
linking networks could be used to map cooperation and geopolitical 
relationships between the municipalities. Network properties of the 
linking networks were analyzed and the networks were tested for 
similarities with a geographic network based on the actual 
neighbouring relationships of the municipalities in the region. It was 
assumed that interlinking could reveal existing relationships and 
cooperation between the municipalities, co-inlinking could give an 
external view of the relationships, and co-outlinking could give 
information about the shared interests of the municipalities.  

Research question 3: What are the most important motivations for 

interlinking between and co-inlinking to municipal web sites in the 

researched region? 

Interpretations about the link counts are next to meaningless unless 
something is known about the reasons for creating the links in the 
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first place. Linking networks can be even formed from links that have 
both positive and negative reasons. Hence it was of crucial importance 
that the linking motivations were investigated and that the 
correlations and network properties were validated with content 
analysis. The linking motivations for the three different types of links 
were classified to find a meaning for the patterns discovered in the 
linking networks. 

To answer these research questions different methods were used and 
developed contributing significantly to the development of the research fields 
of webometrics and hyperlink network analysis. By answering the research 
questions this research has increased our collective knowledge about linking 
behaviour and local authority Web use and linking. The main findings and 
contributions of this research can be summarized in the following overview: 

Discoveries from the link data:  

- Growth of the municipal Web due to preferential attachment 
(power law distributions) (section 6.1 in the Results chapter) 

- The role of language on the Web and for linking (section 6.1.5) 
- Reciprocal linking as an indicator of the strongest connections 

(section 6.2.3) 
- Small world structures in the municipal Web space (section 6.2.4) 
- The role of the functional regions in interlinking (section 6.2.1.6) 
- Interlinking as a method to map cooperation and geopolitical 

connections between the municipalities (interlinking motivated by 
official cooperation) (sections 6.2.1, 6.2.6 and 6.2.7) 

- Co-inlinking as a method to map geographic similarity or closeness 
between the municipalities (co-inlinking motivated by geographic 
similarity) (section 6.3.2 and 6.3.5) 

- Potential of co-outlinking to map shared interests of the 
municipalities  (sections 6.4.1, 6.4.3 and 6.4.4) 

Methodological contributions:  

- Method to collect accurate age of Web sites (section 6.1.6) 
- Precision/Recall matrix similarity measure (section 6.2.1.4) 
- The block density matrix creation for testing densities of 

subgraphs (section 6.2.1.6) 
- Methods to extract the best possible co-outlinking data (section 

6.4.4) 
- The use of power law distribution as an indicator of unfair 

representation (section 6.2.5) 
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- Removal of the most central node from the network to get a 
network structure that more accurately reflects the actual 
situation in the network (section 6.2.5) 

The methodological contributions are new to webometric research and they 
are significant in further developing the research field of webometrics and 
combining methods from both webometrics and from social network analysis. 
Some of the most important contributions of this research came from the 
methods developed and tested to analyze the link data. These and other 
results are discussed in the following sections. 

7.2. Describing the municipal Web space 

To answer the first research question: “How do municipalities in the region of 

Finland Proper use the Web?” several different aspects of the municipal Web 
sites were analyzed and these discoveries and methods used are discussed 
below. The results are presented in detail in section 6.1 in the Results chapter. 
In this research “use of the Web” was however restricted to different 
properties of the Web sites and linking to and from them. Aspects like e.g. 
traffic, usability and user experience were therefore not within the scope of 
this research. 

7.2.1. Characteristics of the municipal Web sites 

When looking at the individual cases in this research it was discovered that 
Web sites that had many inlinks did not necessarily have many outlinks. This 
suggested that the municipalities in the region may have had different Web 
roles. Some sites functioned as hubs in the region, creating many outlinks and 
connecting different municipalities and information sources together, while 
other municipalities were more authoritative and attracted a lot of inlinks 
from the other municipalities and from the whole Web (Kleinberg, 1999). This 
could be an online reflection of the offline roles of the municipalities. Turku 
both received and created the majority of the links in the region, which gave 
Turku a very central position in the interlinking network between the 
municipalities. Kimito and Velkua also had many outlinks in comparison to 
other municipalities and they may have functioned as hubs in the municipal 
Web space. They may have functioned as connectors of various information 
sources or even as weak links (Granovetter, 1973; 1983) between different 
areas of the municipal Web space. It could be said that these municipalities 
were more extrovert on the Web than others. Raisio, Mynämäki and 
Uusikaupunki were municipalities that attracted many inlinks. Raisio and 



216 

Uusikaupunki were large municipalities with rather large Web sites, which 
may have explained why they received many inlinks, as larger Web sites with 
more content tend to attract more inlinks (Thelwall & Harries, 2003a). These 
municipalities may also have published more content that was of interest or 
use for other municipalities, and hence attracted more inlinks. Mynämäki did 
not receive many inlinks from the Web but within the municipal Web space it 
attracted many inlinks from the other municipalities. The inlinks that 
Mynämäki received came from the functional region of Vakka-Suomi and the 
functional region of Turku. Geographically Mynämäki was in the functional 
region of Turku but at the border to Vakka-Suomi, which may have been the 
reason why Mynämäki also received many inlinks from Vakka-Suomi. The 
offline situation of these regions is that the border between them is very thin, 
like a line drawn in water. The situation with Mynämäki, where it had 
connections with both functional regions, may have been an indication of that 
offline situation.  

Correlations between different descriptive data about the municipalities and 
their Web sites followed trends discovered in earlier studies. The correlations 
showed that larger municipalities usually had larger Web sites. Larger 
municipalities may have had more resources in developing their Web sites and 
maintaining them. Larger Web sites also tended to have more outlinks; more 
pages meant that there was more room to create outlinks. This was 
particularly apparent when all outlinks were measured, including the 
navigational outlinks. More pages also attracted more inlinks. This may simply 
be due to the fact that larger Web sites have more content to link to (Thelwall 
& Harries, 2003a). Larger sites may have had content that was not provided 
on smaller municipalities’ Web sites but that still was of interest to the 
residents. This may also have been one reason for creating links to other 
municipalities. Larger municipalities also have older Web sites and older sites 
attract more inlinks (Vaughan & Thelwall, 2003). There was also a tendency 
for municipalities with older resident to have newer, smaller Web sites. This 
means that municipalities with on average younger residents have opened 
their Web sites earlier, but it has to be emphasized that the variance between 
the average ages in the municipalities was only about ten percent, so the 
tendency is subtle, although significant. The correlations between different 
aspects of the municipal Web sites were quite consistent with the earlier 
studies about academic Web spaces (e.g. Thelwall et al., 2002; Thelwall & 
Harries, 2003a; Vaughan & Thelwall, 2003; Thelwall & Zuccala, 2008). The 
correlations showed that larger municipalities have older and larger Web sites 
that both create more outlinks and receive more inlinks. There were no clear 
anomalies that would have indicated that some municipality was doing 
particularly well or poorly on the Web.  
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The results were quite logical and expected: larger municipalities have more 
resources and maybe even a greater need to find new ways to communicate 
with the residents in the municipality and hence they have older and larger 
Web sites. The correlation between the online and offline data showed that 
the analyzed properties of the Web sites can be a valuable source of 
reasonably reliable data that do reflect the offline situation of the 
municipalities.  

7.2.2. Power law distribution as indicator of unfair 

representation 

With all the tested measures (population, number of outlinks and inlinks, and 
Web site size) Turku was the largest municipality and the measures for the 
other municipalities dropped significantly after Turku. The graphs of the link 
counts and Web site sizes in ranking order showed a clear long tail (Anderson, 
2007), which meant that there were few municipalities (in some cases only 
one, Turku) that received the majority of the inlinks and created the majority 
of the outlinks and that the majority of the municipalities received few inlinks 
and had created few outlinks. This is typical for power law distributions and 
hence the distributions were tested for power laws. Although the distributions 
at many points followed a straight line when plotted on a log-log scale 
(necessary for power law distributions (Newman, 2005a)) some values were 
clearly off the trendline. The distributions were discovered to follow power 
law distributions, but not at the whole range of the data.  

Power law-like distributions of inlinks and outlinks have been discovered in 
previous studies (e.g. Barabási & Albert, 1999; Albert, Jeong & Barabási, 1999; 
Faloutsos, Faloutsos & Faloutsos, 1999; Barabási, Albert & Jeong, 2000; Broder 
et al., 2000; Baeza-Yates, Castillo & López, 2005) and it has been suggested 
they indicate a fractal nature of the Web (Dil et al., 2001). The distributions 
discovered in this research also followed power laws, and hence they could be 
an indication of the fractal nature of the governmental Web space, but further 
research at different governmental levels should be conducted to obtain 
conclusive answers. It is possible that zooming out of the governmental Web 
space would show similar distributions than these discovered at the municipal 
level. Instead of studying the municipalities all the regions in a country could 
be studied or the comparisons could even be done between different 
countries.  

Network analysis has been suggested to be the key to discover how complex 
systems like the human brain or the Internet interact and function (Barabási & 
Bonabeau, 2003; Barabási, 2007), and power laws have been discovered to be 
a feature of many complex networks. A lot of previous research has focused 
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on the power law distributions while the individual cases may in fact in many 
cases be more interesting than whether a distribution follows a power law or 
not. Power laws are only a way to describe how the events are distributed 
among the studied cases and they do not reveal the reasons for the 
distribution, and hence they cannot reveal why complex systems interact the 
way they do. This raises questions about the practical usefulness of power law 
distributions and the focus many studies have had on them. In many cases it 
does not matter whether a distribution follows power laws or not. The 
individual cases behind the distributions and the reasons for the distributions 
are often more interesting. However, power laws are a result of the growth of 
the Web and they may be results of preferential attachment.  

Preferential attachment has been suggested as a model for Web growth that 
leads to power law-like distributions (Barabási & Albert, 1999; Albert, Jeong & 
Barabási, 1999). Preferential attachment suggests that Web sites that receive 
many inlinks, create many outlinks and create many pages are more likely to 
receive even more inlinks and create even more pages with even more 
outlinks on them. This type of growth is partly influenced and maybe even 
accelerated by the way search engines operate. Because of Google’s success 
(Sullivan, 2005; Notess, 2005; Compete, 2009) with their PageRank algorithm 
(Brin & Page, 1998) it can be assumed that all major search engines use the 
link structure on the Web somehow to rank the results. Google’s PageRank 
counts links on the Web and places sites that receive many inlinks higher in 
the search results. Web sites that appear higher in the search results are the 
pages that get most of the visibility and they are therefore also most likely to 
be linked to when new links are created. With that search engines create a 
cumulative effect where Web sites that receive many inlinks will receive even 
more inlinks which will place them even higher in the search results. This may 
in future or perhaps already today raise the question of whether search 
engines do in fact rank the results according to quality of the Web sites and if 
not, how we can trust the results we get to our queries.  

Preferential attachment leads to unfair distributions, apparently even at a 
small scale like in the 54 municipal Web sites in the region of Finland Proper. 
The discovery of power law distributions suggest that the link counts or the 
Web site sizes are a result of preferential attachment and because of that they 
may be unfair representations of the actual situation among the 
organizations, or municipalities in this case. Removing the most powerful or 
the most influential node from the analyses may give more accurate results 
that would reflect the actual situation among the studied organizations.  

Turku received the majority of the inlinks and it had created the majority of 
outlinks, and because of these distributions it had gained a very central 
position in the interlinking network between the municipalities. The discovery 
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of power law distributions suggested that Turku’s position in the network 
could be a result of preferential attachment and not a fair representation of 
the actual situation. Turku is the capital in the region and therefore it was 
expected that Turku has a higher visibility than other municipalities in the 
region, but because of the preferential attachment the visibility may be an 
unfair exaggeration of the real situation. It was hypothesized that removing 
Turku from the analyses could give more accurate results and also reveal 
something about the changed dynamics in the network. The results showed 
how new subgroups could emerge without the influence of Turku and how the 
equality increased among the nodes in the network. Removing Turku showed 
how the dynamics of the network changed and how other municipalities took 
over Turku’s central role, but in a new more equal network.  

7.2.3. Linking to bilingual Web sites  

The majority of links to municipalities with a Swedish speaking majority 
targeted the Swedish domain of that municipality and the link counts 
correlated with the proportion of the Swedish speaking majority very well (the 
results were presented in section 6.1.5). In some earlier studies it has been 
found that links are created to target sites in the same language as the source 
is in (Kralisch & Mandl, 2006), but this was not the case in this research. Links 
targeting the Swedish domain did not exclusively come from Web sites with 
Swedish content, which suggests that the creators of the links were well 
aware of the language situation in the target municipalities. It is also possible 
that the majority of the content was published in the majority language, but 
even then linking to the domain in the majority language would suggest 
knowledge about the language situation in the target municipalities.  

It is reasonable to assume that other municipalities in the region have the best 
knowledge about the minority and majority languages in the five 
municipalities in the region that had a Swedish speaking majority. In that case 
if language has an impact on linking, the inlinks from other municipalities 
should follow the proportions of residents speaking the two languages. The 
link counts from other municipalities correlated strongly with the proportions 
of the spoken languages in the five municipalities with a Swedish speaking 
majority, showing that language has an impact on linking. Of the search 
engines that were used for link data collection for this part of this research the 
link data collected from Yahoo! showed highest correlation with the 
proportion of the languages. This showed that the link data from Yahoo! best 
reflected the offline situation in the region, suggesting that Yahoo! would be 
the best search engine for webometric purposes, at least when language is a 
factor to be studied. Although the correlations were strong and significant, the 
number of cases (5) in this part of the research was too low for any reliable 
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conclusions to be made about the influence language had on linking patterns. 
This is a weakness of this part of the research and hopefully future research 
with more cases will confirm these results.  

On a side note the differences between the results obtained from Yahoo! and 
AltaVista were quite surprising as they are supposedly using the same 
database (SearchEngineWatch, 2007). This emphasizes the caution that has to 
be taken when interpreting link data collected from search engines. Different 
search engines, even though they would be using the same database, may use 
different ranking algorithms to give the results to users’ queries and there 
may be some variations in the way results are presented.  

7.2.4. Methodology to collect accurate age of Web sites 

To calculate Web sites’ ages earlier research has used the first dates the sites 
have appeared in the Internet Archive (Vaughan & Thelwall, 2003; Vaughan, 
2004a; Vaughan & Wu, 2004) or they have used the dates the domains have 
been registered (Adamic & Huberman, 2000). It is reasonable to assume that 
it may take some time before a Web site is first published after the domain 
has been registered, as it takes some time to design the site. It can also be 
assumed that search engines’ Web crawlers cannot find a Web site 
immediately after it has been published, because the crawlers need links to 
find new sites and new pages and it may take a new site some time before 
anyone links to it. With that it can be said that Web sites are most likely 
published some time after the domain has been registered and some time 
before they appear on the Internet Archive.  

In this research both information sources were used to get the most accurate 
available Web site ages. The Internet Archive was used to collect the exact 
date when the site first had appeared there and the dates the domains had 
been registered were collected from a database maintained by the Finnish 
Communication Regulatory Authority (Ficora). It can be assumed that the 
most accurate date for when the Web sites were first published is somewhere 
between these two dates. In that case the most accurate age of a Web site 
could be obtained by calculating the average age based on these two data 
sources. It is however possible but unlikely that the municipal Web sites in this 
research had been published under some other domain before their own 
domains were registered. No information was found about such cases. 

The results showed (see section 6.1.6) that the average ages collected with 
this method were in fact even more accurate than the ages obtained by 
directly asking the municipalities when their Web sites had been opened. The 
Association of Municipalities in Finland conducted a study in 2004 about how 
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the municipalities are using their Web sites and the Web and part of this 
survey was asking when the Web sites had been opened (the data was 
received through personal communication January 5, 2007, with Raunio, S. 
from the Association of Municipalities in Finland). The results showed that 
some municipalities had answered that their Web site was opened even 
before their domain had been registered and some answered that their Web 
site had been opened long after it had already appeared on the Internet 
Archive. This showed that the most accurate information about Web site ages 
can be obtained with a combined data collection from the Internet Archive 
and from the authority registering domains. The new method used in this 
research to collect the Web site ages is an improvement to the previous 
methods and the introduced method does in fact give the most accurate and 
reliable data that is possible to obtain.   

7.2.5. Usefulness of the Web Impact Factor 

The Web Impact Factor was first introduced as a measure to calculate the 
impact or the relative visibility a Web site has on the Web (Ingwersen, 1998). 
WIFs are calculated by dividing the number of inlinks with the number of 
pages on the Web site, but other versions, such as using the number of staff 
as denominator (Thelwall, 2002e), has also been introduced. The original WIF 
measures the relative visibility of a Web site by showing how many inlinks a 
single Web page of a Web site receives. A higher WIF would mean that the 
site is receiving more inlinks with fewer pages, or attracting more inlinks with 
less effort.  

The results from the link classification showed that interlinking links between 
municipalities were created for official reasons that indicate official 
cooperation between the municipalities that the geographic adjacency had 
made possible. The inlinks from the Web were not classified in this research 
but the co-inlinks to municipal Web sites were classified and all co-inlinks are 
also inlinks. The motivations to create the co-inlinks to the municipal Web 
sites were to show a connection with the region and the majority of the links 
were in fact in link lists of various lengths and types. These connections were 
usually related to location and showed that the source of the link was in the 
same region as the municipalities were or that the source organization 
operated in the co-inlinked municipalities.  

The WIFs were calculated both from inlinks from the whole Web and from 
interlinking inlinks (see section 6.1.8). Both Web site sizes and the population 
of the municipalities were used as denominators for the calculations. For all 
measures it was discovered that smaller municipalities tend to have higher 
WIFs.  
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When using the inlinks from the whole Web four of the five municipalities 
with the highest WIFs were among the five smallest municipalities. This meant 
that proportionally smaller municipalities received more inlinks with less 
effort. The majority of these inlinks to the municipalities came from link lists 
of various lengths and hence it had to be assumed that the municipal Web 
sites would have received these links no matter how large or small their Web 
sites were. All municipalities received a certain amount of links from link lists 
that may even have included links to every municipality in Finland and these 
links had nothing to do with the size or quality of the Web sites. Smaller Web 
sites simply had higher WIFs because smaller municipalities had smaller Web 
sites. The same applied for the WIFs calculated by dividing the inlink counts 
with the population (which resembled the WIF suggested by Thelwall 
(2002e)), although the distribution of high and low WIFs was not as clear as 
with WIFs based on Web site size. It can be concluded that because 
municipalities received many inlinks from link lists of municipalities in a 
geographic region or in the country, smaller Web sites benefitted. A Web 
Impact Factor calculated from the total inlink counts from Web sites outside 
the municipal Web space was not an accurate or a useful tool for webometric 
research when studying municipal Web spaces because of the disparity in size 
of the regions.  

In addition to the links received from link lists municipalities received links 
from other municipalities and these were discovered to be often created for 
official reasons indicating cooperation or to extend the information on the 
source municipalities Web site. This suggested that a regional or internal WIF 
calculated from the interlinking links from other municipalities could be a 
more useful measure than using the total amount of inlinks from the whole 
Web. A WIF based on interlinking links from other municipalities may be 
useful to discover the impact a municipality has among other municipalities in 
the same region and with that it could tell something about the perceived 
value of the content on their Web sites. The results however showed similar 
tendency as for the WIFs based on inlinks from the whole Web: smaller Web 
sites clearly had higher WIFs. The smallest Web sites had less than 100 pages 
(Iniö had the smallest Web site with 46 pages), which leads to the same 
conclusion as for the WIFs based on inlinks from the whole Web, that smaller 
municipalities have higher WIFs simply because they have smaller Web sites. 
Despite the different motivations to create the interlinking inlinks and inlinks 
from the whole Web it has to be concluded that WIFs calculated for municipal 
Web sites are foremost indicators of the size of the municipalities and their 
Web sites, not quality or value.  
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7.3. Discovering cooperation from interlinking 

The second research question: “Can links (interlinking, co-inlinking and/or co-

outlinking) be used to map cooperation between municipalities?” was 

answered by studying network properties of the linking networks and by 
testing for similarities between the linking networks and the geography of the 
region (see section 6.2). Answering the third research question did validate 
these results. The network properties of the linking networks also partly 
answered the first research question, as they revealed some information 
about the connections between the municipalities and about the positions 
they had in the network.  

Adjacency or closeness is a requirement for cooperation between 
municipalities. It is not logical or economical to cooperate with or buy services 
from a municipality that is far away if the same opportunities and services are 
provided closer. In fact, the five functional regions in the region of Finland 
Proper were formed based on cooperation and commuting to work, hence 
distance was an important factor when forming the functional regions. If 
municipalities are close together, they can potentially cooperate. Hence the 
linking networks were compared with the adjacency and distances between 
the municipalities and the linking within the functional regions was analyzed.  

Different matrix similarity measures were used and tested (see section 6.2.1). 
Simple match would have been suitable if both values (1s and 0s or links and 
lack of links) would have been equally important, which may not be the case 
in linking networks. Although a lack of a connection is important, matching 
links tells more about the existing connections which were of interest in this 
research. Simple match was found to be influenced by the low densities in the 
matrices, while Jaccard coefficient was considered to not be as describing as 
would have been hoped. QAP was used to verify the reliability of these 
measures. Matching of existing links was studied by creating a new combined 
matrix that included both link data and geographic data of the neighbouring 
relationships between the municipalities. This was then used to calculate the 
precision and the recall of the match. The precision/recall measure could be a 
very fruitful method for measuring matrix similarities on link data as it gives a 
measure for the precision of the match and the comprehensiveness of the 
match. What would be considered as significant results when using the 
precision/recall method would be up to the researcher. In some cases a high 
precision would be the optimal result while in others a high recall might be 
desired. In this research a high average precision/recall with a low difference 
between precision and recall was considered to indicate the best match. The 
Jaccard coefficient in fact includes both precision and recall but it gives only a 
single figure for the match, while using the precision/recall method gives 
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more information about the similarity and the comprehensiveness of the 
match. More research is needed about the use of precision/recall as a matrix 
similarity measure but the initial results are positive. The results showed that 
among less than half of the municipalities there was a tendency to interlink 
with neighbours.  

The actual link counts aggregated at the page ADM level were also used to 
study whether the distances between the municipalities had an influence on 
interlinking (see section 6.2.6.1). In earlier studies about academic interlinking 
it has been discovered that the level of interlinking decreases with distance 
(Thelwall, 2002a), and the same was discovered for municipal interlinking in 
this research as well. The results showed that interlinking between the 
municipalities decreased when distance increased, providing even further 
evidence about the impact geography had on interlinking.  

The results showed a tendency for neighbouring municipalities and 
municipalities closer to each other to interlink and hence linking reflected 
some offline phenomenon. Earlier research has also found linking to reflect 
some offline phenomenon. Stuart and Thelwall (2006) studied larger local 
authorities at NUTS-3 and LAU-1 levels and found the URL citations to reflect 
some offline phenomena, although not cooperation. The municipalities in this 
research are smaller than the local authorities studied by Stuart and Thelwall 
(2006), in fact some of the municipalities in this research were very small with 
only a couple of hundred residents. Because of their size some of the 
municipalities were more dependent on cooperation with other municipalities 
and this cooperation was also reflected on the Web.  

A visual inspection of the interlinking network drawn on top of a geographic 
map showed that only a few interlinking links crossed borders of functional 
regions. Most of the interlinking was concentrated within the functional 
regions. The analysis was zoomed in on the functional regions to study the 
interlinking within them and between them. The functional regions were 
created based on cooperation and commuting to work, so the municipalities 
in a functional region have to be close to each other but they do not need to 
be neighbours. A block density matrix was built to study the interlinking within 
the functional regions and between them. Blockmodelling proved to be a very 
useful method to study interlinking of defined subgroups in a network and the 
method could be used to group other Web sites by other criteria as well 
(Wasserman & Faust, 1994). The results from the analysis on the functional 
regions gave clear-cut results; interlinking within the functional regions is 
more common than interlinking between municipalities in different functional 
regions (see section 6.2.1.6), giving strong evidence that the functional regions 
form independent subgroups in the interlinking network. Because the 
functional regions are created based on cooperation, this gave clear evidence 



225 

that interlinking does in fact follow cooperative patterns between 
municipalities, but only by determining the reasons for creating the links could 
this be confirmed.  

The linking motivations were classified according to type of the link and the 
purpose of linking (see section 6.2.7). Although only one classifier was used 
the results were considered to be very straight-forward as the interlinking 
between the municipalities clearly was related to the services provided by the 
municipalities. The links were categorized according to these services, e.g. 
health care, education, waste management. Most of the links indicated some 
official cooperation between the municipalities that the geographic closeness 
had made possible. The motivations to create the interlinking links confirmed 
that interlinking between municipalities reflects cooperation between the 
municipalities, and with that the link classifications validated the results 
discovered and answered the third research question.  

The research gave unusually clear-cut results for a webometric analysis, both 
in terms of the discovered geographic factors influencing linking and in terms 
of classified linking motivations. First it was discovered that there was a 
tendency among some of the municipalities to link to their neighbours. Then it 
was discovered that interlinking decreases with distance. Also, the interlinking 
within the functional regions, that are in fact created based on existing 
cooperation, were found to be significant. Finally the motivations to create 
the links confirmed that the interlinking links were in fact created because of 
existing cooperation that the adjacency of the municipalities had made 
possible. This triangulation of methods showed that interlinking reflects 
cooperative connections that the adjacency between the municipalities has 
made possible. The interlinking could therefore be said to reflect geo-political 
connections between the municipalities. This answered the second research 
question for the interlinking part.  

7.3.1. Interlinking network properties 

Several methods from social network analysis were used to investigate the 
network properties of the interlinking network (see section 6.2.2). The site 
ADM level was used as this directly gave binary data of the connections 
between the municipalities, which could then be converted to a binary matrix 
for network analysis. The purpose with the network analysis was to study 
network properties in the linking networks and to evaluate the usefulness of 
the methods for webometric research.  

Degree centralities have frequently been used in webometric research, as the 
degree centrality calculates the number of inlinks (indegree) and the number 
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of outlinks (outdegree) a node has in a network (Wasserman & Faust, 1994). 
Counting inlinks and outlinks have often been part of webometric research, 
but the term degree centrality is generally not used. Degree centrality 
measure has some obvious advantages as the measure tells how the nodes 
are connected in the network. Degree centrality measures properties of the 
nodes while the network centralization is a global measurement (Börner, 
Sanyal & Vespignani, 2007) of the centralization in the whole network and 
with that it gives a figure of the equality in the network. If the network 
resembles a star network or is close to a perfect star network with a single 
centre the network degree centralization would be high. A high figure would 
therefore indicate large inequality between the nodes in the network. In the 
interlinking network the city of Turku was the most influential and the most 
central node, and because of the links Turku received and created the 
network was close to a star network with Turku in the centre, indicating a 
great inequality in the network.  

Closeness centrality is a measure of how close a node is to every other node in 
the network (Wasserman & Faust, 1994). While degree centrality only looks at 
the immediate connections of a node, closeness centrality looks at the 
distances to every node. In the interlinking network Turku’s role was very 
central when measured with closeness centrality, but the meaning and 
usefulness of closeness centrality transfers to the Web a bit differently than 
degree centrality. Because degree centrality looks only at the immediate 
connections this means that all the other nodes or Web sites are a single click 
away, but to reach every node in a network a path of links and nodes would 
have to be followed. Information about the distances between every node in a 
network may be useful for information seeking purposes as it can be assumed 
that Web sites that are only a few clicks away are easier to find, hence all sites 
in a low closeness centrality network would be more likely to be found and 
reached. For a Web site that can only be reached through a long chain of links 
and nodes this information may be very valuable as it would benefit the Web 
site to try to get new inlinks that would shorten the distance to other nodes. 
An increased randomness in the network could shorten the distances and 
perhaps even lead to a small-world phenomenon. The closeness centrality 
reveals some network properties and information about a node’s position in 
the whole network, but the practical application for the measure is not very 
clear because search engines rather than browsing seem to be the normal way 
to find information on the Web.  

Betweenness centrality is a measure for how many times a node is on the 
shortest paths between other nodes (Wasserman & Faust, 1994). It would 
seem highly unlikely that visitors to a Web site would know which paths are 
the shortest and follow them to reach the Web sites they wanted to find 
(Adamic & Adar, 2005; Killworth et al., 2006). It is also unclear what it actually 
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means for a Web site to be “between” two other Web sites. In a social 
network, a friendship network, such a position could help the two other nodes 
to get acquainted and become friends even. On the Web this could mean that 
the two Web sites that are connected to each other through links to and from 
a third site may become aware of each other and maybe start linking directly 
to each other, but in this case betweenness centrality measure would tell 
more about possible future connections than properties of a single node and 
its position. The usefulness of betweenness centrality measures for 
webometric research is very unclear. In the interlinking network Turku clearly 
had the highest betweenness centrality, which was even further proof of the 
central position Turku had in the network.  

In a directional network reciprocity indicates the mutual links between the 
nodes. On the Web reciprocal links may indicate similarity of the Web sites 
that have created links to each other (Soon & Kluver, 2007) or they could be 
seen as the weakest possible indicator for collaboration (Kretschmer, 
Kretschmer & Kretschmer, 2007). Reciprocity could also be used to map 
subgroups in a network (Wasserman & Faust, 1994). Web sites with reciprocal 
links to each other have to at least be aware of each other because they have 
created links to each other. There were 87 reciprocal links in the interlinking 
network and Turku was part of 47 of these (see section 6.2.3). Of the 
reciprocal links that did not include Turku only about 15% were between 
municipalities in different functional regions, hence the reciprocal interlinking 
was clearly strongest within the functional regions. The functional regions 
were shown to have the strongest connections between the municipalities, 
and because the reciprocal interlinking had concentrated between 
municipalities within the same functional regions it can be deduced that 
reciprocal interlinking was evidence of stronger connections between the 
municipalities. Reciprocal linking could be a useful tool as the weakest 
possible indicator of the strongest possible connections.  

Subgroups or subgraphs were studied by using methods from social network 
analysis (see section 6.2.4). The interlinking network was searched for cliques, 
which are subgroups of three or more adjacent members, and for k-plexes, 
using k=2 to search for subgroups of the size of four or larger and that could 
be missing a maximum of two links. All the nodes do not have to be connected 
in k-plexes and with that the cliques are stricter and less forgiving. There were 
57 cliques and 500 k-plexes in the interlinking network, and 22 cliques and 71 
k-plexes in the reciprocal interlinking network. The k-plexes were discovered 
to give too much freedom as 500 or 71 subgroups in a network of 54 nodes is 
hardly useful information. Web data frequently contains anomalies and 
because of that a strict method like the cliques was considered to be a more 
suitable method than k-plexes to discover subgroups in the interlinking 
network. Although blockmodelling gave even clearer results.  
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Turku’s central position clearly had an impact on the mapping of subgroups. 
There were also some clustering (clustering coefficient was 0.569) in the 
interlinking network and together with the measured short average distances 
(1.9) in the network this suggested the presence of small world phenomena. 
Combining this knowledge with the results about the dense linking within the 
functional regions suggest that the region of Finland Proper was built from 
dense local clusters that equaled the functional regions and that the 
municipalities with many outlinks functioned as hubs connecting the 
functional regions to each other. It was also suggested that the governmental 
Web could have a fractal nature, which would mean that the small world 
phenomena may exist even among the regions in Finland, but further research 
is required to confirm this.  

There have been some earlier studies about network resilience against attacks 
of different kinds. It has been studied how the dynamics in a food web 
changes if a node is removed (Dunne, Williams & Martinez, 2002a; 2002b) or 
how the Internet would survive random attacks or targeted attacks against 
the nodes (Cohen et al., 2000; 2001). When influential nodes are removed the 
network structures changes remarkably (Holme et al., 2002) but removing the 
most influential nodes can also reveal some information about how the 
network dynamics change. The studies about food webs may come closest to 
what was attempted here by removing Turku from the network. The highly 
influential and central position of Turku almost overshadowed some of the 
other connections and nodes, but if Turku was removed from the network it 
would change the dynamics of the network and allow some of the other 
nodes to step forward. When Turku was removed from the analysis some 
patterns did emerge and some of the other nodes took over the central role of 
Turku, but in a more equal network.  

Due to preferential attachment some nodes or Web sites gain a position that 
may be unfairly advantageous. In that case removing those nodes from the 
network before analyzing it could result in a more equal network and perhaps 
even more accurate results. Removing Turku from the network changed the 
dynamics in the network and allowed for some new patterns to emerge (see 
section 6.2.5). When Turku was removed from the network there were 50 
cliques and 275 k-plexes in the interlinking network and 9 cliques and 11 k-
plexes in the reciprocal interlinking network. There were still too many k-
plexes and too much overlap in them for the information to be useful, but the 
cliques were found to be a useful method to discover subgroups in the 
interlinking network, especially when the network dynamics had been made 
more equal. The cliques did also follow the borders of the functional regions 
well, as the majority of the cliques included members of a single functional 
region. Cliques are a useful way to discover subgroups that are often hidden in 
the complex structure of the networks. Cliques also seem to be strict enough 
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to exclude too weak connections and tolerant enough to allow clear patterns 
and groupings to form. K-plexes give too much freedom to be recommended 
for webometric research. Removing the most influential node from the 
network analysis was also discovered to be a useful method, which was 
justified by the fact that the most central nodes may have gained their 
perhaps in some cases unfair position due to preferential attachment and not 
only because of some offline reasons.  

The network properties of the interlinking network with the actual link counts 
counted at page ADM level were also analyzed but in this case the values had 
to be converted into binary values for the analysis. For the conversion the 
average level of links is usually used so that links equal to or over the average 
count are indicated with a 1 and values below average are indicated with a 0 
in the matrix (Wasserman & Faust, 1994). The conversion only strengthened 
the central position of Turku and excluded some of the weaker connections 
that still could have been important. The converted network was clearly 
dominated by the links to and from Turku and only a few links between other 
municipalities remained. The conversion of the link counts to binary form only 
increased the inequality of the network and lowered the density of it. The 
conversion may have been effected by the skewed distribution of links, and 
the median could have been a better choice for a cut-off level. However, using 
the site ADM directly gave binary values for the links between the 
municipalities and it clearly gave results that better reflected the offline 
situation in the region. This suggests that interlinking may contain valuable 
information that was lost when the data was converted, and hence converting 
valued link data into binary form should be avoided, but in some cases it is not 
possible to collect dichotomous link data and a conversion is required.  

In the conversion the weakest connections were removed, while using the site 
ADM level to aggregate links even the weakest links were included; if even a 
single link existed it was used in the network. In some cases even a single link 
may be enough to indicate an important connection. It may not be necessary 
in every case to collect a lot of links, as has been suggested earlier (Thelwall, 
Vaughan & Björneborn, 2005), if those few links reflect some offline 
phenomena and are created because of that. The difficulty in using such high-
quality links is in finding them, but the results above suggest that interlinking 
links aggregated to site ADM level may be just that, high quality links.  

Some of the methods borrowed from social network analysis are powerful 
tools to investigate linking networks and some clear patterns can be 
discovered with the help of them. In fact some of the methods have already 
been used in previous webometric studies although they have been called 
differently. Park and Thelwall (2003) suggested that “Hyperlink Network 

Analysis can borrow the more developed data collection, processing and 
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validation tools, techniques and approaches from Webometrics. Similarly, 

Webometrics can benefit from adopting the extensive Social Networks Analysis 

tool set used by Hyperlink Network Analysis”. This division of the two fields is a 
historic division, when in fact currently both disciplines are using methods 
from each other. This leads to the question whether there are any reasons to 
still keep them separated, or should research about the links and link 
structures on the Web simply be called webometric network analysis? 

7.4. Patterns in the co-inlinking to a municipal 

Web space 

The same analyses that were done with the interlinking network were also 
done on the co-inlinking network to investigate whether co-inlinking would 
also reflect cooperation between the municipalities (see section 6.3). The co-
inlink data was collected with a search engine and because of that the ADMs 
could not be used to aggregate links to different hierarchical level, hence the 
actual link counts had to be converted into binary values for network analysis. 
The mean number of co-inlinks was chosen as a cut-off level or an appropriate 
level of significance to convert the valued matrix into a binary matrix. By 
visiting some of the pages co-inlinking to municipalities in the region of 
Finland Proper it became clear that there were several sites that maintained 
link lists to every municipality in Finland. This also suggested that co-inlink 
data has more noise than interlinking data. When the valued interlinking data 
was converted some important data was lost, while in the conversion of co-
inlink data it was hoped that the impact of e.g. link lists and other noise would 
be excluded or at least minimized with the conversion. The cut-off level was 
chosen as a level of sufficient linking to indicate a strong enough connection 
between municipalities and every pair of municipalities that had been co-
inlinked over or equal to the cut-off level were indicated in the new binary 
matrix with a 1, and those co-inlinked pairs that had less than the cut-off level 
of co-inlinks were indicated with a 0. This gave a binary matrix that could be 
compared with the geographic matrix like was done in the case of interlinking.  

The strongest evidence for geographic impact on co-inlinking was discovered 
when the co-inlinking to municipalities in the functional regions was studied 
(see section 6.3.2). In some cases nearly all of the possible links between 
municipalities in the same functional region were present, while the co-
inlinking to municipalities in different functional regions was clearly more 
infrequent. Only about 27% of the co-inlinks connected municipalities in 
different functional regions. Turunmaa was the only functional region that 
was clearly not as well connected as the other functional regions. This may 
have been because commuting and cooperation is difficult in the vast 
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archipelago where the distances may be quite long. This would also suggest 
that geography has an influence on co-inlinking as well. The geographic 
influence on co-inlinking was also confirmed when the exact distances 
between the municipalities and the actual co-inlinking counts were used. This 
comparison gave clear evidence (Spearman -0.549, p=0.05) that co-inlinking 
rates decreased when distances between the pairs of municipalities increased.  

The motivations to create the co-inlinking links gave some information about 
what the co-inlinking network did in fact represent (see section 6.3.5). The 
majority of the co-inlinking links were in link lists of various lengths and topics. 
The co-inlinks were not created because the two municipalities were 
cooperating or because they were experienced to have a stronger connection 
to each other than to other municipalities. The co-inlinks did not target any 
specific content in the municipal Web sites as the majority of the links were to 
the homepages. The reason why they had been co-inlinked together was 
simply a geographic reason; the municipalities were in the same functional 
region, they were neighbours, they were on the same island, or they were in 
the region of Finland Proper. The municipalities were linked to because they 
were in the same geographic region and the creator of the co-inlinks wanted 
to show a connection to that region. This also explains why the functional 
region of Turunmaa had the lowest level of internal co-inlinking. The distances 
were too long in the functional region for the municipalities to be considered 
geographically similar or for the link creators to operate in several 
municipalities. Hence it has to be concluded that co-inlinking did not show any 
geo-political patterns or cooperation between the municipalities, but in a way 
co-inlinking measured similarity between the municipalities, geographic 
similarity. Co-inlinking has previously also been used to measure similarity 
(Vaughan & You, 2005; 2006) which supports this conclusion. This answers the 
co-inlinking part of the second research question.  

7.5. Discovering shared interests through co-

outlinking 

The co-outlinking from the municipalities was hypothesized to indicate some 
shared interests of the municipalities, but it seemed that in the total co-
outlinking there were some different overlapping types or categories of 
interests indicated by the vast variety of target sites (see section 6.4). The 
density of the network was higher than for interlinking and co-inlinking, but 
there were no clear patterns of co-outlinking from the functional regions. 
Hence a different approach from those taken earlier had to be taken with co-
outlinking. To analyze the co-outlinking network the links were first classified 
into categories based on the content of the source and target sites. By 
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classifying the co-outlinking to categories before analyzing the data it was 
possible to get focused data sets of different co-outlinking categories 
representing the shared interests of the municipalities. This also helped to get 
the link count down to a more manageable level and some patterns could 
start to emerge. The links were manually divided into 21 different categories 
and the category of co-outlinking to libraries and library related Web sites was 
chosen for further analysis. The category with libraries and library related 
content was chosen because there was clearly defined library cooperation 
that had manifested itself in six online library databases and library 
cooperation in the region (see section 6.4.4). Based on this cooperation a 
matrix was built that was used to test for similarities with the co-outlinking 
matrices.  

Five different methods were used to manipulate and clean the co-outlinking 
data, of which the manually cleaned data produced the best match with the 
actual situation of library cooperation in the region. The link data was cleaned 
from all links that targeted sites or pages outside the region of Finland Proper. 
The method gave a graph where certain clear patterns were visible. When 
compared to the actual cooperation between libraries the manually cleaned 
data had a precision of about 50% and a recall of about 42%, which gave the 
highest average precision/recall with the lowest difference between precision 
and recall for the five tested methods. The method, although it gave the 
highest match, failed in matching with all the existing subgroups that were 
based on offline cooperation. Using co-outlinking, even when manually 
cleaning the data, may be too unreliable to use for mapping cooperation. 
However, co-outlinking has shown some potential in showing indications of 
shared interests.  

Manually cleaning the data required that every Web site that was co-
outlinked to had to be visited and it had to be determined whether the 
organization or service behind the Web site was in the region of Finland 
Proper or not. Manually cleaning the data gave the best possible data about 
the shared interests of the municipalities, but the method required a lot of 
work and it cannot be recommended unless some automatic detection 
method could be developed. One possibility that could be researched further 
would be to filter the links according to domain, i.e. include all co-outlinks to 
.fi domains.  

Once the co-outlinking data was manually classified according to the content 
on the source and target pages it produced the highest match with the actual 
cooperation between the libraries in the region. With that it can be concluded 
that co-outlinking has some potential to be used to map shared interests and 
in the case of libraries, it can also be used to map cooperation, but not all 
categories of co-outlinking have as clearly defined cooperation as libraries do 
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and they may therefore not produce as reliable results. This makes co-
outlinking a weak method to map cooperation in general, especially when 
compared to interlinking. However, if the data is manually cleaned co-
outlinking has some potential to indicate shared interests. This is supported by 
the fact that the co-outlinking links were usually created to extend the 
information provided on municipal Web sites or to direct visitors to other 
resources. This answered the co-outlinking part of the second research 
question.  

7.6. Return to the research questions 

The results showed that webometric research combined with methods from 
social network analysis is a powerful tool even when studying local 
government authorities’ use of the Web and the methods can give some 
interesting results. This research gave some clear-cut results that have 
increased the knowledge about municipal Web linking, an area that has not 
been covered by webometric research before. In conclusion the answers to 
the research questions are summarized below:  

Research question 1: How do municipalities in the region of Finland 

Proper use the Web? 

The first research question was answered by studying several aspects 
of the municipal Web sites and the online data collected correlated 
well with offline data, as was expected: larger municipalities have had 
resources to open their Web sites earlier and build them bigger, which 
again attracted more inlinks. The correlations between the online and 
the offline data confirmed the validity of the results. Perhaps the most 
interesting discovery about the municipalities Web presences was 
that municipalities in the region of Finland Proper had different roles 
on the Web; some municipalities were very extrovert and created 
many outlinks to other municipalities and other information sources, 
while other municipalities were more authoritative attracting many 
inlinks, which could have been a reflection of their offline roles.  

It was also discovered that the link distributions did follow power 
laws, but not for the entire range of the data, as has been the case in 
several earlier studies. The existence of power law distributions was 
taken as evidence of growth by preferential attachment, which leads 
to unfair representations of the municipalities on the Web. This 
information was used when answering the second research question.  
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Language was discovered to have an impact on linking, but more 
research is required about bilingual linking before any conclusive 
results can be made. The Web Impact Factors for studying municipal 
Web sites were not found to be very useful, as the smaller 
municipalities benefitted clearly from their size and had the highest 
WIFs just because they were smallest.  

Research question 2: Can links (interlinking, co-inlinking and/or co-

outlinking) be used to map cooperation between municipalities?  

It was discovered that interlinking can be used to map cooperation 
between the municipalities as interlinking was motivated by official 
reasons and the interlinking clearly was influenced by adjacency of the 
municipalities and the functional regions. Co-inlinking however could 
not be used to map cooperation as it was more of a measure of 
similarity, geographic similarity to be precise, between the 
municipalities. Co-outlinking showed potential to be a useful tool to 
map shared interests of the municipalities and in an extreme case 
perhaps even cooperation, but the best results were obtained by 
manually selecting the co-outlink data to be analyzed and because of 
the amount of work that this required the method cannot be 
recommended. Of the three tested link types interlinking and co-
inlinking showed to be useful and interlinking links aggregated at site 
ADM level may even be considered as high quality links, especially 
because of the motivations why the interlinking links in this research 
had been created.  

Research question 3: What are the most important motivations for 

interlinking between and co-inlinking to municipal web sites in the 

researched region? 

Interlinking links were created because of official cooperation 
between the municipalities that the closeness of the municipalities 
had made possible. Co-inlinking links were created to show a 
connection between the source site and the geographic region and 
with that co-inlinking showed geographic similarity between the 
municipalities. Co-outlinking links were created to extend existing 
information sources and direct visitors to some other Web sites that 
could be interesting and useful for the visitors. In a way co-outlinking 
showed the shared interests or the shared information needs of the 
municipalities. Although technically links are always similar, there 
were some very different underlying reasons to create them.  
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Answering these research questions have increased our collective knowledge 
about linking behaviour on the Web and especially about government related 
linking and the methods developed have made a significant contribution to 
the research field of webometrics.  

One of the developments has been the different methods to extract the best 
possible data from different linking types. This was done by testing different 
methods to filter the link data and test it against offline data that accurately 
showed the actual situation among the municipalities in the region. The 
methods can be used in webometric research to further increase our 
collective knowledge about linking behaviour in various contexts.  

This research did show that webometric research could be a powerful tool in 
the research field of local government. Webometric methods could be used to 
conduct fast pilot studies that could provide reasonably reliable information 
that would show a direction for further in-depth analyses of certain situations. 
The present research did also test the usefulness of an extensive set of 
different methods from social network analysis and with the discovered 
benefits from using some of the methods this research has brought the two 
research fields even closer to each other.  

7.7. The region of Finland Proper after the 

municipal mergers 

At the time of the data collection Finland was in the middle of a municipality 
reform and some municipal mergers were planned to create larger new 
municipalities and more efficient services. Since the data collection some 
municipal mergers have become reality. Mynämäki and Mietoinen merged in 
2007 into the municipality of Mynämäki, and several municipal mergers in the 
region of Finland Proper were implemented on January 1, 2009:  

- Kaarina and Piikkiö became Kaarina 
- Kimito, Dragsfjärd and Västanfjärd became Kemiönsaari or Kimitoön in 

Swedish 
- Pargas, Houtskär, Iniö, Korpo and Nagu became Länsi-Turunmaa or 

Väståboland in Swedish 
- Masku, Lemu and Askainen became Masku 
- Naantali, Rymättylä, Merimasku and Velkua became Naantali 
- Pöytyä and Yläne became Pöytyä 
- Loimaa, Alastaro, Mellilä became Loimaa 
- Rusko and Vahto became Rusko 
- Salo, Halikko, Kiikala, Kisko, Kuusjoki, Muurla, Perniö, Pertteli, 

Suomusjärvi, and Särkisalo became Salo. 
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Rusko and Raisio are investigating possibilities for a municipal merger, but 
other mergers are not planned in 2009. These new municipalities can be seen 
on the map in Figure 7.1 below.  

 

Figure 7.1. Map of the new municipalities in the region of Finland Proper 

In 2009 there are 28 municipalities left in the region of Finland Proper and 
these mergers give a key to confirm the link analyses done in this research. All 
of the mergers have happened between municipalities in the same functional 
regions, except in one case: Mynämäki and Mietoinen. As has been noted 
earlier Mynämäki was in the functional region of Turku and Mietoinen was in 
the functional region of Vakka-Suomi, but the border between these two 
functional regions has been vague both online and offline. This merger is just 
further proof of this. Kimito, Dragsfjärd and Västanfjärd all had reciprocal 
interlinking links to each other and they were the only new municipality in 
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which every old municipality had reciprocal links. It is interesting however to 
notice that the municipalities in the functional region of Salo merged, with the 
exception of Somero. The municipalities in this functional region had lowest 
amount of internal interlinking between each other and therefore the weakest 
connection measured by linking. Only the triad of Kimito, Västanfjärd and 
Dragsfjärd of the new municipalities was discovered in the interlinking 
network as their own tightly connected subgroup that even had all links 
reciprocated. When looking at the actual link counts a few of the 
municipalities with the strongest connections have merged. Kimito had 35 
outlinks to Dragsfjärd and 23 to Västanfjärd, Naantali had 17 outlinks to 
Merimasku and Rymättylä, and Piikkiö had 14 outlinks to Kaarina. This was 
however not a clear trend and the mergers could not be read from them. It is 
clear that municipal mergers involve a lot more than just cooperation and the 
interlinking patterns were not clearly related to the actual mergers. 

Co-inlinking connected more of the merged municipalities together, but 
because the motivations to create the co-inlinks were mainly geographic the 
discovered patterns were not related to municipal mergers. It is logical that 
merging municipalities have to be adjacent and this is what was visible in the 
data. The co-outlinking had too many overlapping layers of different content 
and various motivations for any clear patterns to be discovered and hence co-
outlinking cannot be said to show any similarities with the actual mergers. 
Linking patterns have emerged for a variety of different motivations for the 
link creation and they cannot be used to predict future mergers. Although 
links (interlinking) reflect cooperation, municipal mergers are influenced by 
many more reasons (e.g. politics, economics, history) than just cooperation 
and adjacency.  

7.8. Limitations 

Although the research gave some unusually clear-cut results for a webometric 
research, there are some limitations in the present research. The dynamic 
nature of the Web makes the Web a challenging source of data and this has to 
be taken into account when interpreting any link based research results. Web 
research is always a snapshot of that particular time and situation on the Web 
and the situation can be completely different the next day. This research is a 
snapshot of the situation on the municipal Web space at the time of the link 
data collection. The situation has most likely changed since then, as some 
municipalities have even merged, and because of that a data collection made 
today might result in different results but presumably the discovered trends 
and patterns would exist.  
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It is also unclear to what extent the results can be generalized. Presumably, 
similar results would be found for any other region in Finland but it is unclear 
how the vast archipelago and the long distances between the municipalities 
may have influenced the results. However, the distances are long in the 
eastern and northern parts of Finland as well because of the geographically 
very large and sparsely populated municipalities. It is also unclear how the 
results could be generalized to other countries, in fact, Finland may even be a 
best case for the world because of the well functioning government (Finland 
has had for three years in a row the 6th highest rank on the Economist 
Intelligence Unit democracy index (Economist, 2007; 2008)) and because of 
the extensive use of the Web (Finland has the highest Internet use relative to 
population in the European Union (Internet World Stats, 2009)). In that case 
the results from this research could be used as an example case of what is 
possible.  

A second limitation has to do with the classification of the linking motivations. 
In several earlier studies the links have been classified by more than a single 
researcher (e.g. Haas & Gram, 1998; Thelwall, Harries & Wilkinson, 2003; 
Wilkinson et al., 2003; Harries et al., 2004; Vaughan, Kipp and Gao, 2006; 
2007a; Stuart, Thelwall & Harries, 2007), because using only one classifier 
means that the interpretations of the motivations are subjective to the 
classifier’s own opinions. In some of these earlier studies the inter-classifier 
agreement has been extremely high, in some cases even over 90%, but it has 
been due to iterative developments of the classification scheme. In some 
other cases the classification may be quite clear-cut and there may not be 
much room for interpretation about the motivations why the links have been 
created.  

Municipal Web sites can be considered as quite strict and what is published on 
them follows some standards. The content on every municipality’s Web site 
has been created to serve the needs of the residents in the municipality and 
to inform about the services provided by the municipality. This is also 
apparent in the linking. Most of the interlinking links were created to reflect 
the services and duties the municipalities had and they were clearly motivated 
by geographic closeness. In the case of co-inlinking most of the links were in 
link lists that did not leave much room for interpretations and the geographic 
influence on co-inlinking was quite apparent. The co-outlinks were created to 
extend information sources or to direct visitors to some additional resources. 
The link counts and the network structures discovered were validated by the 
link classifications that did support the conclusions, but also vice versa: the 
link classifications were supported by the patterns discovered in the linking 
networks. Through a triangulation of methods the quantitative results 
supported the qualitative results and vice versa. The link classifications in this 
research were quite straight-forward and they did not leave much room for 
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interpretation. This is a strong argument in defence of the use of a single 
classifier and for the reliability of the results in this research.  

7.9. Contributions to library and information 

science 

Webometrics is a new area of research within library and information science 
and hence a lot of webometric research has been involved in methods 
development, and this research is no exception. Besides the increased 
knowledge about linking behaviour and especially linking behaviour involved 
with local government Web sites, this research has contributed to the 
research field of webometrics by introducing some new methods to both 
collect accurate data from the Web and to analyze data about links.  

This research introduced a method to collect the most accurate age of Web 
sites using freely accessible information from the Web. Collecting the date 
that the domains had been granted and the dates the Web sites first had been 
found by a Web crawler gave a publishing window in which the Web sites had 
to be published. It was shown that the method was even superior to directly 
asking those involved with maintaining the Web sites.  

The precision/recall method to measure matrix similarities was a novel 
approach that provides information about how good the match between two 
binary site-by-site matrices of the same size is but also about the 
comprehensiveness of the match. With that the method produced more 
information about the similarities between two matrices than e.g. the simple 
match method or the Jaccard coefficient.  

Power law distributions have earlier been suggested to be results of 
preferential attachment, which in this research was suggested to be an 
indicator of unfair representation and that the actual situation was not 
reflected accurately. To analyze such data an approach that has only been 
taken in research about food webs previously was suggested: to remove the 
most influential node from the network in order to increase the equality of 
the network and more accurately represent the actual situation. Removing the 
most influential node from the network also gave other nodes room to move 
forward and not be overshadowed by the most influential node.  

It was also suggested that it would not always be necessary to use large 
amounts of links in webometric research because even a single link can give 
some meaningful results, if the link has been created for reasons reflecting 
some offline phenomena. Finding such high quality links from all the links on 



240 

the Web may however by very difficult, but it was suggested that interlinking 
links at site ADM level would be such high quality links.  

On a more general level this research reviewed an extensive set of methods 
borrowed from social network analysis and showed how webometric research 
can benefit from using these methods, and with that this research brought the 
two research fields closer to each other. In fact to that scale that the question 
was raised whether these two research fields should be kept separated or if 
they should be called jointly webometric network analysis. 

7.10. Suggestions for future research 

Although this research answered some questions about governmental Web 
space and linking it also raised some new questions. The discovery of power 
law distributions suggested that there could be a fractal nature on different 
levels of governmental Web space. Future research could focus on the regions 
in Finland or even different countries instead of municipalities and possibly 
find similar patterns in the network structure. A small world phenomenon was 
discovered in the interlinking between the municipalities in the region of 
Finland Proper and if the governmental Web space has a fractal nature there 
could be small worlds at different levels of governmental Web presence.  

A tendency to link to the domain in the majority language of the bilingual 
municipalities was discovered, however the set of studied municipalities was 
too low for any reliable conclusions to be made. Future research with perhaps 
every bilingual municipality in Finland or in some other country could confirm 
the findings in this research. Even though some of the municipalities from this 
research have merged together there are still plenty of bilingual municipalities 
in other regions in Finland.  

The novel approach to measure matrix similarities by calculating the precision 
and the recall of the match gave some promising results, but more research is 
needed to test the usefulness of the method even for other types of networks, 
e.g. citation networks or collaboration networks. It would benefit future 
research if software that could directly calculate the precision and the recall of 
two matrices was developed.  

Co-outlinking was found to be the least useful type of linking but it still 
showed some potential to be used to map shared interests of the researched 
organizations. Developing methods to automatically extract and filter co-
outlinking data could help in finding useful applications for the co-outlinking 
data, but for now, co-outlinking can only be considered as a weak indicator. 
Future research and development may find methods to automate some of the 
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manual work that was done in this research to filter the best possible co-
outlinking data. The quality of the data collection with search engines could 
maybe be improved by including subject specific keywords in the queries 
(Vaughan & You, 2008).  

Building on Amsler (1972), another suggestion for future research emerged 
during analyses of the different linking types: combining the different linking 
types (interlinking, co-inlinking and co-outlinking) could possibly give the 
strongest connections between the municipalities. Although the links that 
would be used in such a combination would be created for quite a wide set of 
different motivations, they still all connect municipalities together and with 
that a combination of them may give some interesting results. 
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Appendix A: List of abbreviations used in the text 

 

WIF   Web Impact Factor 

ADM   Alternative Document Model 

SNA   Social Network Analysis 

HNA   Hyperlink Network Analysis 

CMS   Content Management System 

HTML   Hyper-Text Markup Language 

PHP   PHP Hypertext Preprocessor 

API   Application Programming Interface  

SOAP   Simple Object Access Protocol 

Ficora   Finnish Communications Regulatory Authority 

AJAX   Asynchronouos Javascript + XML 

IP   Internet Protocol 

URL   Uniform Resource Locator 

ccTLD   Country Code Top-Level Domain 

FUNET   Finnish University and Research Network  

FICIX   Finnish Communication and Internet Exchange 

FUUG   Finnish Unix Users Group 
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Appendix B: Software that were used in this research 

 

SocSciBot Web crawler for accurate link data collection and 
reporting on link counts. Developed by Professor Mike 
Thelwall, University of Wolverhampton. Free for 
academic use. More information: 
http://socscibot.wlv.ac.uk/.  

LexiURL Searcher A “query submitter” that can automatically submit 
queries to search engines and be used for link data 
collection from search engines. Developed by 
Professor Mike Thelwall, University of 
Wolverhampton. Free for academic use. More 
information: http://lexiurl.wlv.ac.uk/.  

BibExcel A bibliometric tool-box for quantitative scientometrics 
and bibliometric analyses. Developed by Professor 
Olle Persson, University of Umeå, Sweden. Free for 
academic use. More information: 
http://www8.umu.se/inforsk/Bibexcel/.  

UciNet A software for analysis of social network data. 
Developed by Steven Borgatti, Martin Everett and 
Linton C. Freeman. Commercial license.  
More information: 
http://www.analytictech.com/ucinet6/ucinet.htm.  

Pajek Software for large network analysis and visualization 
of network data. Developed by Vladimir Batagelj and 
Andrej Mrvar. Free for noncommercial use. More 
information: http://vlado.fmf.uni-
lj.si/pub/networks/pajek/.  

NetDraw A software for visualization of social network data. 
Developed by Steve Borgatti. Netdraw is also 
integrated in Ucinet. Freeware. More information: 
http://www.analytictech.com/Netdraw/netdraw.htm.  

XLStat XLStat is a statistics and data analysis add-in for 
Microsoft Excel. Commercial license. More 
information: http://www.xlstat.com/.  
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Appendix C: Descriptive data 
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Appendix D: Web Impact Factors 
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Appendix E: Interlinking centrality measures 
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Appendix F: Cliques in the interlinking network 

 

Cliques in the interlinking network 

   1:  aura.fi koski.fi marttila.fi mellila.fi oripaa.fi turku.fi 
   2:  aura.fi koski.fi marttila.fi poytya.fi turku.fi 
   3:  aura.fi koski.fi marttila.fi tarvasjoki.fi turku.fi 
   4:  aura.fi koski.fi loimaa.fi mellila.fi turku.fi 
   5:  aura.fi koski.fi poytya.fi raisio.fi turku.fi 
   6:  alastaro.fi aura.fi koski.fi mellila.fi oripaa.fi turku.fi 
   7:  aura.fi koski.fi oripaa.fi turku.fi ylane.fi 
   8:  aura.fi koski.fi poytya.fi turku.fi ylane.fi 
   9:  halikko.fi koski.fi lieto.fi marttila.fi turku.fi 
  10:  halikko.fi koski.fi kuusjoki.fi marttila.fi turku.fi 
  11:  halikko.fi koski.fi marttila.fi paimio.fi turku.fi 
  12:  halikko.fi koski.fi salo.fi turku.fi 
  13:  kaarina.fi koski.fi lieto.fi naantali.fi raisio.fi turku.fi 
  14:  kaarina.fi koski.fi piikkio.fi turku.fi 
  15:  koski.fi lieto.fi marttila.fi tarvasjoki.fi turku.fi 
  16:  koski.fi paimio.fi piikkio.fi turku.fi 
  17:  koski.fi somero.fi turku.fi 
  18:  dragsfjard.fi houtskar.fi kimito.fi turku.fi vastanfjard.fi 
  19:  houtskar.fi kimito.fi korpo.fi nagu.fi turku.fi velkua.fi 
  20:  houtskar.fi inio.fi kimito.fi korpo.fi turku.fi velkua.fi 
  21:  houtskar.fi kimito.fi kustavi.fi merimasku.fi turku.fi velkua.fi 
  22:  houtskar.fi kimito.fi rymattyla.fi turku.fi velkua.fi 
  23:  houtskar.fi kimito.fi taivassalo.fi turku.fi velkua.fi 
  24:  houtskar.fi kimito.fi korpo.fi nagu.fi pargas.fi turku.fi 
  25:  halikko.fi kiikala.fi salo.fi turku.fi 
  26:  kiikala.fi somero.fi turku.fi 
  27:  kimito.fi kustavi.fi turku.fi uusikaupunki.fi velkua.fi 
  28:  kimito.fi taivassalo.fi turku.fi uusikaupunki.fi velkua.fi 
  29:  askainen.fi kimito.fi lemu.fi turku.fi velkua.fi 
  30:  halikko.fi kimito.fi paimio.fi turku.fi 
  31:  kimito.fi sarkisalo.fi turku.fi 
  32:  askainen.fi lemu.fi masku.fi naantali.fi raisio.fi turku.fi velkua.fi 
  33:  askainen.fi mynamaki.fi naantali.fi raisio.fi turku.fi velkua.fi 
  34:  askainen.fi lemu.fi masku.fi nousiainen.fi raisio.fi turku.fi velkua.fi 
  35:  askainen.fi mynamaki.fi nousiainen.fi raisio.fi turku.fi velkua.fi 
  36:  kustavi.fi laitila.fi pyharanta.fi turku.fi uusikaupunki.fi vehmaa.fi 
  37:  laitila.fi mynamaki.fi pyharanta.fi turku.fi uusikaupunki.fi vehmaa.fi 
  38:  laitila.fi rusko.fi turku.fi uusikaupunki.fi 
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  39:  kaarina.fi lemu.fi naantali.fi raisio.fi turku.fi 
  40:  merimasku.fi naantali.fi raisio.fi turku.fi velkua.fi 
  41:  mietoinen.fi mynamaki.fi nousiainen.fi raisio.fi turku.fi 
  42:  mietoinen.fi mynamaki.fi raisio.fi turku.fi uusikaupunki.fi 
  43:  mietoinen.fi mynamaki.fi pyharanta.fi turku.fi uusikaupunki.fi 
  44:  muurla.fi salo.fi turku.fi 
  45:  mynamaki.fi naantali.fi raisio.fi turku.fi uusikaupunki.fi velkua.fi 
  46:  mynamaki.fi nousiainen.fi turku.fi vahto.fi 
  47:  mynamaki.fi piikkio.fi turku.fi 
  48:  nousiainen.fi raisio.fi rusko.fi turku.fi 
  49:  nousiainen.fi rusko.fi turku.fi vahto.fi 
  50:  nousiainen.fi paimio.fi turku.fi 
  51:  pernio.fi salo.fi sarkisalo.fi turku.fi 
  52:  pyharanta.fi taivassalo.fi turku.fi uusikaupunki.fi vehmaa.fi 
  53:  raisio.fi rusko.fi turku.fi uusikaupunki.fi 
  54:  naantali.fi raisio.fi rymattyla.fi turku.fi velkua.fi 
  55:  paimio.fi piikkio.fi sauvo.fi turku.fi 
  56:  salo.fi suomusjarvi.fi turku.fi 
  57:  raisio.fi taivassalo.fi turku.fi uusikaupunki.fi velkua.fi 
 
 

Cliques in the reciprocal interlinking network 

   1:  lemu.fi nousiainen.fi raisio.fi turku.fi 
   2:  nousiainen.fi raisio.fi turku.fi velkua.fi 
   3:  masku.fi raisio.fi turku.fi 
   4:  merimasku.fi naantali.fi raisio.fi turku.fi 
   5:  mietoinen.fi raisio.fi turku.fi 
   6:  mynamaki.fi raisio.fi turku.fi 
   7:  raisio.fi rusko.fi turku.fi 
   8:  raisio.fi taivassalo.fi turku.fi 
   9:  aura.fi koski.fi mellila.fi turku.fi 
  10:  dragsfjard.fi turku.fi vastanfjard.fi 
  11:  koski.fi marttila.fi mellila.fi turku.fi 
  12:  koski.fi loimaa.fi turku.fi 
  13:  kustavi.fi turku.fi uusikaupunki.fi vehmaa.fi 
  14:  laitila.fi pyharanta.fi turku.fi uusikaupunki.fi vehmaa.fi 
  15:  lieto.fi marttila.fi turku.fi 
  16:  paimio.fi piikkio.fi turku.fi 
  17:  paimio.fi sauvo.fi turku.fi 
  18:  askainen.fi nousiainen.fi turku.fi 
  19:  mynamaki.fi turku.fi uusikaupunki.fi vehmaa.fi 
  20:  mietoinen.fi turku.fi uusikaupunki.fi 
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  21:  taivassalo.fi turku.fi uusikaupunki.fi 
  22:  dragsfjard.fi kimito.fi vastanfjard.fi 
 
 

Cliques in the interlinking network when Turku has been removed 

   1:  aura.fi koski.fi marttila.fi mellila.fi oripaa.fi 
   2:  aura.fi koski.fi marttila.fi poytya.fi 
   3:  aura.fi koski.fi marttila.fi tarvasjoki.fi 
   4:  aura.fi koski.fi loimaa.fi mellila.fi 
   5:  alastaro.fi aura.fi koski.fi mellila.fi oripaa.fi 
   6:  aura.fi koski.fi poytya.fi raisio.fi 
   7:  aura.fi koski.fi poytya.fi ylane.fi 
   8:  aura.fi koski.fi oripaa.fi ylane.fi 
   9:  halikko.fi koski.fi lieto.fi marttila.fi 
  10:  halikko.fi koski.fi kuusjoki.fi marttila.fi 
  11:  halikko.fi koski.fi marttila.fi paimio.fi 
  12:  halikko.fi koski.fi salo.fi 
  13:  kaarina.fi koski.fi lieto.fi naantali.fi raisio.fi 
  14:  kaarina.fi koski.fi piikkio.fi 
  15:  koski.fi lieto.fi marttila.fi tarvasjoki.fi 
  16:  koski.fi paimio.fi piikkio.fi 
  17:  askainen.fi lemu.fi masku.fi nousiainen.fi raisio.fi velkua.fi 
  18:  askainen.fi lemu.fi masku.fi naantali.fi raisio.fi velkua.fi 
  19:  askainen.fi kimito.fi lemu.fi velkua.fi 
  20:  askainen.fi mynamaki.fi nousiainen.fi raisio.fi velkua.fi 
  21:  askainen.fi mynamaki.fi naantali.fi raisio.fi velkua.fi 
  22:  dragsfjard.fi houtskar.fi kimito.fi vastanfjard.fi 
  23:  houtskar.fi kimito.fi korpo.fi nagu.fi velkua.fi 
  24:  houtskar.fi inio.fi kimito.fi korpo.fi velkua.fi 
  25:  houtskar.fi kimito.fi kustavi.fi merimasku.fi velkua.fi 
  26:  houtskar.fi kimito.fi rymattyla.fi velkua.fi 
  27:  houtskar.fi kimito.fi taivassalo.fi velkua.fi 
  28:  houtskar.fi kimito.fi korpo.fi nagu.fi pargas.fi 
  29:  halikko.fi kiikala.fi salo.fi 
  30:  kimito.fi taivassalo.fi uusikaupunki.fi velkua.fi 
  31:  kimito.fi kustavi.fi uusikaupunki.fi velkua.fi 
  32:  halikko.fi kimito.fi paimio.fi 
  33:  kustavi.fi laitila.fi pyharanta.fi uusikaupunki.fi vehmaa.fi 
  34:  laitila.fi mynamaki.fi pyharanta.fi uusikaupunki.fi vehmaa.fi 
  35:  laitila.fi rusko.fi uusikaupunki.fi 
  36:  kaarina.fi lemu.fi naantali.fi raisio.fi 
  37:  merimasku.fi naantali.fi raisio.fi velkua.fi 
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  38:  mietoinen.fi mynamaki.fi nousiainen.fi raisio.fi 
  39:  mietoinen.fi mynamaki.fi raisio.fi uusikaupunki.fi 
  40:  mietoinen.fi mynamaki.fi pyharanta.fi uusikaupunki.fi 
  41:  mynamaki.fi naantali.fi raisio.fi uusikaupunki.fi velkua.fi 
  42:  mynamaki.fi nousiainen.fi vahto.fi 
  43:  nousiainen.fi raisio.fi rusko.fi 
  44:  nousiainen.fi rusko.fi vahto.fi 
  45:  pernio.fi salo.fi sarkisalo.fi 
  46:  pyharanta.fi taivassalo.fi uusikaupunki.fi vehmaa.fi 
  47:  raisio.fi rusko.fi uusikaupunki.fi 
  48:  naantali.fi raisio.fi rymattyla.fi velkua.fi 
  49:  paimio.fi piikkio.fi sauvo.fi 
  50:  raisio.fi taivassalo.fi uusikaupunki.fi velkua.fi 
 

Cliques in the reciprocal interlinking network when Turku has been 
removed 

   1:  lemu.fi nousiainen.fi raisio.fi 
   2:  nousiainen.fi raisio.fi velkua.fi 
   3:  merimasku.fi naantali.fi raisio.fi 
   4:  aura.fi koski.fi mellila.fi 
   5:  dragsfjard.fi kimito.fi vastanfjard.fi 
   6:  koski.fi marttila.fi mellila.fi 
   7:  kustavi.fi uusikaupunki.fi vehmaa.fi 
   8:  laitila.fi pyharanta.fi uusikaupunki.fi vehmaa.fi 
   9:  mynamaki.fi uusikaupunki.fi vehmaa.fi 
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Appendix G: Correlations between the descriptive data 
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